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Abstract

Ad-hoc networks are built by the cooperation of the participants. While exisiting architec-
tures assume that nodes would cooperate unconditionaly, such assumption is not realistic
when applied to community-based networks. In such networks, each node is its own author-
ity, and has its own utility. In this thesis, a resource charging system for ad-hoc networks is
proposed. The aim such system is to provide an incentive for nodes to cooperate and share
their resources. The system is fully decentralized: it requires no centrally trusted nodes.
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Chapter 1

Introduction

Figure 1.1: Ad-hoc Networks. Packet from A is forwarded by intermediate nodes to B.

In wireless networks, an ad-hoc connection is a direct connection between nodes. This type
of connection doesn't rely on any infrastructures (e.g. base stations). Consequently, the
nodes are only able to connect to others that are within its range. An ad-hoc network is
a scalable network composed of nodes connected by ad-hoc connections. In such network,
a node can communicate with others that are not within its range with the help of nodes
between them. Those intermediate nodes can help pass along packets until they reach the
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destination. So with the cooperation of its participants, the network can achieve full con-
nectivity, while retaining its independence from centralized infrastructures.

This independence means that the network can emerge withoutthe need of any third party
installed and maintained infrastructures. The nodes in thenetwork combine their resources
together to build a functional, fully connected network. Furthermore, having all nodes act
both as clients and routers eliminates central points of failure in the network, and maxim-
izes potential route redundancies.

Although this idea of cheap, reliable network seems wonderful; having no commonly trusted
nodes in a network is problematic. While it's essential that the nodes in the network co-
operate and share their resources, there are no commonly trusted parties that would enforce
cooperation. Unlike military or research networks, community networks have no common
goal. Each node has its own utility, and if they're able to, they would want to maximize
their own network utility. For example, if they can get away w ith it, they would rather not
forward other nodes' packets when they're busy, or even whenthey're idle.

Nodes in ad-hoc networks are typically hardware devices that are controlled by embedded
systems or device drivers. If a user wants to act non-cooperatively, the device's logic needs
to be modi�ed. Alternatively, the protocols can be reverse-engineered, and a custom made
device with sel�sh con�guration can be built. Even though th is is beyond what most users
can do, once somebody has done it, it's very likely that they would share (or sell for pro�t)
the knowledge to do this. Consider the growing business of game console modi�cation chips
that can allow such consoles to play pirated games.

Attempting to build a tamper-proof device to protect it from modi�cation is not a realistic
solution. A good overview on tamper resistance, and why solely relying on it for protection
is unrealistic is given in [2]. It's a good assumption that once a user has total unsupervised
physical access to a device, (s)he can use it in any way. We wish then for a common policy
that discourages sel�sh behaviours. In this project, we describe a virtual economy system
in which nodes get charged by others for using their resources.

In such system, each node is given abank account. It stores the information on the amount
of money the node owns. Nodes that need to use a shared resource have to pay the service
provider. The payment is made from the account, so that the payer's account gets decre-
mented, and the payee's gets incremented by the same amount.Nodes that never share
their resources would have their account constantly decreasing, until the account becomes
empty. They then won't be able to use any shared resources anymore. So although users
can still be sel�sh, they need to share enough resources to fund their own network activities.
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Having resources charged also means that we can charge a price according to how scarce
the resource is. Nodes that are busy | either because they'rereceiving many requests, or
because they're busy with its own needs | can charge higher prices. So only those who
really needs that resource from those particular nodes are willing to pay the higher prices.
Others would �nd cheaper sources. This e�ectively balancesthe network load fairly across
all nodes. As an example, in packet transmission activities, routes that are popular will
slowly have their nodes increase their price. So only those who really need those routes
(either due to reliability, shorter hops, or other issues) are willing to pay more. Others
would try to �nd cheaper routes.

Resource charging is also e�ective in preventing resource abuse. For example,Denial of
Service (DoS) attacks that are performed by over
owing a victim node's resources would
be very costly for the attacker, since every resource usage is charged.

The aim of this project is to design a resource charging system for ad-hoc networks. It
would provide an incentive for the participants to cooperate and share resources. It would
also be an e�ective load balancer, and resource abuse preventer. While resource charging
in ad-hoc networks is not a new concept, the existing approaches all su�er from the same
problem. The absence of commonly trusted parties or nodes means that there are no nodes
that can credibly manage each node's bank account. Account management is critical, since
we don't want nodes to be able to have unlimited bank account,for example. In order to
circumvent this problem, the existing projects either assume a network architecture where
there are centrally trusted nodes, or the use of tamper-proof devices. Those assumptions
are very restrictive, and can't be expected from most ad-hocnetwork architectures. The
system described in this thesis is unique in that it can work on the most general types of
ad-hoc network. It's fully decentralized, and assumes no tamper-proof devices.

The central idea in tackling the account management problemis to perform actions that
require credibility, collectively. So a set of nodes act as acollective bank to a node. They
control how much money the node owns, and update the account when the node receives
or makes payments. Capabilities are an access control system that is used to grant nodes
the permission to withdraw from and deposit to the bank.

This thesis is organized as follow. Some assumptions about the nature of the ad-hoc network
which the system would be based on are de�ned in the next section. The next chapter then
reviews existing works that tackle problems similar to our own. Chapter 3 describes the
protocol used to price routing. Chapter 4 explains the concepts used to build the resource
charging system, and how they are used together. Chapter 5 describe the components of
the charging system. The last few chapters conclude the thesis, and outline the possible
continuation of the project.
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1.1 Assumptions

In designing the resource charging system, some assumptions are made about the nature of
the network and its users:

� Since the charging system relies on collective actions to perform actions that require
credibility, it is assumed that the majority of the nodes aren't corrupted. That is,
they all use the same charging algorithm / protocol.

� A good registration and authentication system is assumed. In order to join the net-
work, a node needs to register with the community. Owning a compatible device
isn't enough. Nodes that have joined the network are assumedto have been properly
authenticated.

� The owner of the nodes are assumed to be rational. They won't act outside the
protocol, unless they can bene�t from it. Since reverse engineering an embedded
system is usually quite di�cult, it's reasonable to assume that the owner would only
do so if there's a bene�t to be gained.

� The charging system also assumes a quasi-static ad-hoc network as the underlying
network architecture. Network of such type have low mobility. The nodes don't move
topologically very often, and the rate of them joining and leaving the network is low.

� Energy or battery power is not assumed to be an important resource for a node. So
it's assumed that the device is not portable.

� The main concern of the charging system is to charge packet forwarding. Although
the system is not limited to it, packet forwarding is the most important cooperative
activity in any ad-hoc network.

� Payments for most resources are assumed to be very small (micropayment). Small
enough that it doesn't matter much if a node is cheated by that much, but big enough
to discourage resource abuse and lavish spending. Note thatrepeated cheating is not
likely. When a node has been cheated by another, it should be able to remember not
to trust the cheater in future transactions.

The last four assumptions are not critically tied to how the charging system works. They
are there because they're reasonable assumptions, and leadto simpler design. For example,
by changing some of the parameters, the system should be adaptable to ad-hoc networks
with high mobility.
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Chapter 2

Literature Review

Generally, existing techniques that address sel�shness can be divided into techniques that
detect nodes that display behaviours that can threaten availability, and the ones that provide
incentives for nodes to cooperate and not misbehave. In the following chapters, I'll discuss
some of them.

2.1 Detection approaches

Detection based approaches mostly relies on having some of the network's participants to
detect other nodes' misbehaviours. This is usually done by listening on network activities
in each node's local coverage. What di�erentiates each of the methods below is the way
they use the information gained from detection.

All of the detection methods described below, and most othersimilar existing methods
su�er from the problem that the method used for detection relies on the broadcast nature
of wireless networks. Unfortunately not all wireless network technologies support this. For
example, monitoring won't work well when directional antennas are used.

2.1.1 Distributed and Cooperative Intrusion Detection

An Intrusion Detection System (IDS) is a system commonly deployed in networks in order
to detect and react to intrusion attempts. Intrusion is de�n ed as \any set of actions that
attempt to compromise the integrity, con�dentiality, or av ailability of a resource" [4]. In
traditional networks, IDS components are installed in the � xed infrastructures like routers,
switches and gateways, where they can monitor the activity of the network. The absence
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of such infrastructure in ad hoc networks means that traditional IDS are unusable in such
setting.

In [5] Zhang and Lee describes an IDS designed for mobile ad hoc networks, which is distrib-
uted and cooperative. Every node in the network shares the responsibility of detecting and
responding to intrusion attempts in their local coverage. Each node continuously collects
network activity data in its local coverage, and if it detect s a de�nite intrusion attempt, an
appropriate response will be initiated. On the other hand, if the evidence is not conclusive,
it can propagate the information to other nodes, asking for further information. If the com-
bined evidence is de�nite, the e�ected nodes can initiate a response. Such response could
be re-authenticating a node, or maybe isolating it if the evidence shows that it has been
compromised.

The nature of any detection system, especially IDS, means that such system must compile
a large database of intrusion patterns. This needs to be updated from time to time, and
the updates need to be distributed to all nodes. This is not a simple task. IDS is e�ective
for detecting active misbehaviours, but the nature of ad hocnetworks is that it's more
vulnerable to passive misbehaviours, like refusing to forwarding packets.

2.1.2 Watchdog and Pathrater

Marti, Giuli, Lai and Baker [9] propose a modi�cation to rout ing protocols in ad hoc net-
works so that they include a Watchdog and a Pathrater. The watchdog component detects
misbehaving nodes, and the pathrater rates paths accordingto the knowledge it gains from
the watchdog.

Every node is associated with a watchdog, and whenever it forwards a packet, its watch-
dog makes sure that the next node in the path forwards too. Thewatchdog does this by
eavesdropping on the node's outgoing packets. The watchdogmaintains a bu�er of packets
recently sent from its owner node, and compares them to packets it overhears from the next
node in the path. If there's a match that means that node has forwarded the packet, so it's
not misbehaving. The packet is then removed from the bu�er. If there's no match after a
certain time, the watchdog mark the node as misbehaving. Note that the watchdog must
be within its owner's transmission range, for it to be able to eavesdrop on the neighbour
nodes transmissions.

A node that wishes to globally transmit a packet can then calculate the path metric of every
available path. It takes into account past successful transmission, the link reliability, and
the existence of known misbehaving nodes in the path. The pathrater e�ectively avoids any
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path with misbehaving nodes.

Although this system is quite e�ective in choosing good paths, it doesn't punish the misbe-
having nodes. Those nodes still bene�t from the network, while saving their own resources.
This e�ectively encourages sel�sh behaviours. It's also hard to make a perfect watchdog.
There are many known methods to circumvent the watchdog under certain cases, although
mostly minimal, but it's impossible to detect every possible kind of misconduct.

2.1.3 CONFIDANT (Cooperation Of Nodes, Fairness In Dynamic Ad-
hoc NeTworks)

In the papers [6, 7, 8], the authors propose a system similar to the Watchdog and Pathrater
system, in that nodes learn of other nodes behaviours by observation. The paper extends
the idea further to not only take into account observed misconduct, but also misconduct re-
ported by other trusted nodes. Furthermore, unlike the watchdog/pathrater system, rogue
nodes are punished. Nodes with bad reputation are isolated,so thus their activity in the
network is limited.

To achieve this, the paper proposes that each node in the network have these components:
monitor , reputation system, trust manager, path manager. The monitor observes any rout-
ing and forwarding misconduct of its neighbouring nodes. Itthen passes this information
to the reputation system, which will then update its perception of the node.

Once the reputation system considers the node to be intolerable, it tells the path manager
to remove all paths that contain the considered rogue node. In addition to being responsible
for route discovery, the path manager is also responsible for handling route requests; and it
takes into consideration whether the request has the reported rogue node is in the source
route.

The reputation system also asks the trust manager to issue a message to the node'sfriends,
which are nodes that it trusts. The message contains the typeof misconduct and the number
of observed occurrences. Upon receiving this message, the friend nodes' trust manager asses
the trustworthiness of the reporter node. It also considerswhether it has received similar
report from other nodes before. If it consider the report trustworthy, it passes this informa-
tion to the reputation system, which then updates its perception of the allegedly rogue node.

This system addresses availability better than the aforementioned watchdog/pathrater sys-
tem, but it's also much more complex and has too many variables. There's simply too much
potential misbehaviour that need to be detected for the punishment to be e�ective. For
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example, the monitor might falsely, intentionaly or not, report that a node is misbehaving.
The system tries to lessen the e�ect of false reporting by theability to update perception
due to new information, and by assigning time limit to reputation information, but they
don't solve the problem. Another example is collusion, agreement between detectors and
rogue nodes to trick everybody else.

A more inherent problem is that a reputation system is subjective. A node that act badly
only to others that it doesn't expect to bene�t from won't be e �ected by isolation. Repu-
tation system being subjective also means that everybody wants to choose paths with the
best reputed nodes, which means they are then the one that will get the most job requests,
regardless of the nature of the job. So there's a disincentive to be too well reputed.

2.1.4 CORE (Collaborative Reputation)

The CORE mechanism is a reputation based system similar to the ones before. Each node
has a watchdog component which monitors the behaviour of neighbour nodes, and a repu-
tation component which calculates reputation of known nodes based on information given
by the watchdog.

Like CONFIDANT, the CORE mechanism supports subjective, �r st-hand reputation; and
indirect, reported reputation. But unlike CONFIDANT, CORE doesn't allow negative rat-
ing. This prevents malicious false accusations. Since nodes can only commend other nodes'
good behaviour, nodes that never got any positive rating eventually have very low reputa-
tion, and like in CONFIDANT, they get isolated. CORE further improves the reputation
system by not just calculating the reputation for a node, but also for each of theirfunctions.
For example, a node can be well known for forwarding packets,but not for participating in
routing information gathering. Each function is then given a weight, and a formula is used
to calculate the total reputation.

CORE improves on the previous reputation system by not allowing negative reporting,
but it still relies on nodes behaving properly, commending other nodes that behave well.
There's an incentive not to do so: since reputation values can only go up, it bene�ts a node
to prevent other nodes from getting better reputation.

CORE su�ers the same problem as CONFIDANT in that job requests concentrates on well
reputed nodes. Although the consideration offunctional reputation helps balance the load
of well reputed nodes to jobs that they do well.
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2.2 Incentive based approaches

The goal of incentive based approaches is to foster cooperation, without relying on parti-
cipants to report and punish misbehaving nodes. In other words, instead of nodes monit-
oring and punishing other nodes, this type of approach promotes positive behaviour.

All the projects reviewed below use a virtual money concept,which is used to charge for
resource usage. They mainly concentrate on charging for packet forwarding, such that the
forwarder gets some amount of virtual money, usually very small, from the packet origin-
ator. In this scheme, nodes have the incentive to forward packets. They need to gain virtual
money, in order to be able to request other nodes to forward their packets too. Generally,
the aim of money-based system is to limit resource usage by the amount of resources shared.
This goes both ways in that besides limiting free-riding, resource charging also makes re-
source abuse like 
ooding-style denial-of-service attack(DoS) \expensive".

Limiting resource usage by resource shared makes more sensethan the aim of detection
based systems, which is to monitor all misbehaviours, and optionally punish the misbehav-
ing nodes. When faced between forwarding a packet, and sending its own packet, a node
should be able to prioritise its need. Forcing to do otherwise will create an environment
that's too controlled. Nodes often have periods when they are very active, and when they
aren't. They should have the choice to donate resources onlywhen it doesn't cost them
greatly. Note that during 'peak-time', when the majority of the nodes are quite active,
their own money also gets drained quicker. So in such periods, they are forced to share
their resources, even if they're busy themselves; or they can choose to be active at another
quieter period.

Incentive based approaches, as mentioned by [14], rely on the fact that people normally
shy away from actively attacking other people maliciously. They're more inclined to be
passively dishonest. Moreover, in ad hoc networks where theprotocols are implemented in
a specialised embedded system, reverse engineering is a necessity for nodes to misbehave.
This is not easy to do, and so people won't be motivated to do it, unless there's a personal
gain. Maliciously attacking other nodes just to annoy them, although quite common in the
Internet, does not give the attacker any bene�t.

Having said this, there are cases where such malicious attack is conceivable. But they
are usually performed to gain bene�t outside the network protocol. Examples are imper-
sonation, stealing sensitive data, and so on. They are the type of attacks that's already
ubiquitous on the Internet, and are outside the scope of thisdocument, which reviews tech-
niques that foster availability, or more speci�cally, cooperation. Intrusion Detection System,
on the other hand, can handle this problem well.
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Note that availability can also be threatened not only by sel�sh participants, but also by
non-optimal path selection during network congestion. This is a point that is not addressed
by all existing money-based incentive approaches. By adding a little bit more complexity
in the pricing protocol, money-based systems can have 
exible pricing, where unpopular
nodes can o�er cheaper price, and handle non-critical network activities. This e�ectively
balances the network load.

Any money-based systems are faced with the di�culty of storing and generating the money.
What prevents a node from generating an unlimited amount of money? The Terminode
project handles this by storing money in a tamper-resistanthardware module, while Lam-
parter, Paul and Westho� [14]; and also the Sprite [13] project proposes a central, commonly
trusted storage. Low protocol and processing overhead is also very critical, since money
exchange needs to be performed for every hop of every packet transmission.

Money based system also needs to face problems similar to thereal world currency. It needs
to design unforgeable money, handle in
ation, and prevent cheating (not ful�lling promise
of performing the service, or giving the money).

2.2.1 Terminodes

Butty�an and Hubaux [11] are, to my knowledge, the �rst to pro pose the concept of using
virtual money to stimulate cooperation. In their approach, each terminode (a hardware
node in the Terminode [10] network), comes with an initial amount of nuglet (terminode's
virtual currency). This nuglet is stored in a minimal, tampe r-resistant security module in
the hardware. The protocol in terminodes communicates withthe nuglet counter in each
node, such that every successful packet-forward decrements the originator's nuglet counter,
and increments the forwarder's.

They o�er two payment schemes, the Packet Purse Model(PPM), and the Packet Trade
Model (PTM).

In the PPM, the originator of a packet compensates all forwarders. The originator injects
the packet it wants to send with some amount of nuglets. Each intermediate node that helps
forward the packet withdraws some amount of nuglet out from the packet, and increases
its own nuglet counter. This goes on until the packet reachesthe destination. If there's no
more nuglet in the packet, and it hasn't reach the destination, it's dropped. On the other
hand, if there's still nuglet left when the packet has reached the destination, those nuglets
are discarded. It's apparent that this model requires good estimation of the number of hops
necessary in each global transmission. Overestimation andunderestimation leads to lost
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nuglet.

In the PTM, the cost of packet forwarding is covered by the destination node. The for-
warder at each hopbuyssome amount of nuglet from the previous forwarder, which it then
sells to the next forwarder. This goes on until the packet hasreached the destination. At
this point, all forwarders have increased their nuglet counter, and the destination has lost
the same total amount of nuglets. This model improves on the previous one in that the
originator doesn't need to calculate a good estimation on the number of nuglets required for
a transmission. This model is suitable when the destinationnode is the one that requests
the packet to be sent (e.g. a web server sending a page to a browser). Note that having the
destination node pays for the packet, means that the previously mentioned 
ooding preven-
tion advantage of money systems no longer works as mentioned. A workaround is to have
the forwarder a little bit more intelligent. Since a forward er node has to buy the packet,
and sell it later at a higher price, it wants to be reasonably certain that its investment be
returned. So 
ooder can be made unpopular among the forwarders. Although this prevents
DoS, it's not as e�ective, and much more complicated (remember, reputation complicated
and di�cult to do right).

In their second paper [12], they model the optimal behaviourof nodes, given that they
each have a nuglet counter, and limited battery. Each node needs to have enough nuglets
to support its network activity, but it also needs to preserve its battery life. The model
determines when a node should forward a packet, and when it should send its own, in order
to optimise its own bene�t in the network.

Terminode's reliance on a tamper resistant hardware modulemakes it unsuitable for de-
ployment in community based networks, because it limits themanufacturing of the node
devices. Relying on tamper resistant module for a critical module is also not very reliable,
since tamper-proofness is very di�cult to achieve, or maybeeven impossible.

2.2.2 Sprite

Like the Terminode project, the nodes in the Sprite [13] system charges for the service of
forwarding other nodes' packets. But unlike Terminode, Sprite doesn't rely on a trusted
hardware. Instead, it relies on a commonly trustedCredit Clearance Service(CCS) node
to keep every node's credit/money account. When a node forwards a packet, it creates a
receipt from the packet. Although the receipt is derived from the message in the packet, it
doesn't reveal the actual content of the message. The receipt can then be sent to the CCS
to claim credit for the service performed, or stored locallyfor later claiming.
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An interesting aspect of Sprite is that since there's a commonly trusted entity that keeps
everybody's credit account, the Sprite system lets people increase their credit by paying
real world money to the CCS admin.

The requirement of a commonly trusted node greatly limits the applicability of Sprite. Most
ad hoc network architectures assume that every node are of the same level. In fact, one
of the main advantage of ad hoc networking is the independence from infrastructures con-
trolled by a an authority �gure. Even in an architecture wher e commonly trusted node is
expected, credit clearance can incur a large overhead giventhat the CCS node is centralised,
and could be placed far away from the node who owns the receipt. Sprite tries to minimise
the overhead by allowing the receipts to be stored and accumulated. Even so, the receipts
need to be liquidated quite often, considering that the nodes do need them. Sending the
receipts only when it's absolutely necessary will cause a lot of problems (e.g. unavailability
of CCS, stressing further an already congested network, etc.).

2.2.3 Secure Charging Protocol in Ad Hoc Stub Networks

The virtual-money scheme described in [14] limits its usageto Ad Hoc Stub Networks. An
ad hoc stub network is an ad hoc network that is connected to a gateway, commonly an
Internet gateway. So in this architecture, there is a commonly trusted third party (the
ISP) that's willing to provide gateways and access points tothe network. As a result, a
scheme similar toSprite can be employed e�ectively here, where each node's money account
is stored and controlled in the access points. Obviously, the charging system described in
the paper is only relevant to a very speci�c architecture.

2.2.4 Priority Forwarding

In [15] Raghavan and Snoeren criticise existing currency-based incentive approaches. They
observe that many nodes might not be able, or willing to participate in the currency sys-
tem. They give an example where nodes on the edge on the network have very few request
for forwarding packets, hence potentially poor. So they propose that standard best-e�ort
forwarding should still be employed, along with an incentive system. Nodes that are able,
and willing to forward packets receive money, and with it they can receive prioritised treat-
ment; while nodes that are poor, or not willing to pay, can still receive best-e�ort treatment.

One problem the paper doesn't address is when an intermediate node drops a packet that's
supposed to be forwarded, when the originator doesn't o�er any money. It also doesn't
address any of the weaknesses of the current currency-basedsystem.
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Chapter 3

Pricing

In ad-hoc networks, when a node needs to transmit a packet to another node, it has to �nd
a path. That is, a set of nodes that are willing to forward the packet until in reaches the
destination. In our charging system, those intermediate nodes then have to be compensated
with some amount of virtual money. So there needs to be a way for those nodes to let the
source node know, how much money they expect. It makes sense then that while �nding
all possible routes, the source node should also discover the price of the routes.

3.1 Price discovery through DSR

Dynamic Source Routing (DSR) [26] is the basis of the majority of existing ad-hoc network
routing protocols. It's most suited for, although not restr icted to ad-hoc networks with low
mobility.

DSR has two procedures, route discovery and route maintenance. The route discovery
procedure �nds paths for a source node by 
ooding the networkwith ROUTE REQUEST
packets. The packet contains the address of the source and destination nodes, a sequence
number, and a route record. Initially, the source node sends the packet to each of its neigh-
bours. If they don't know how to contact the destination node, they add their own addresses
to their request-packet's route record. They then further propagate the packet to their own
neighbours. This goes on until the packet reaches a node thatknows how to contact the
destination node. That node either can directly contact the destination node, or have the
destination node in its route cache. It then sends back a ROUTE REPLY packet to the
source node. The packet contains a route that corresponds tothe route record in the request
packet.
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Figure 3.1: DSR: A sends ROUTE REQUESTs to �nd a route to B.

Every node maintains a route cache, and it's very useful to limit 
ooding. A node that
knows a route to the requested destination node doesn't haveto propagate the packet fur-
ther. Route caches get their information from the route record in request packets. The
cache is maintained by the route maintenance procedure. When a route is discovered to be
broken, the node at the last hop deletes any path in its cache that uses the erroneous node.
It then sends back a ROUTE ERROR packet back to the source nodes, and each of the
nodes that pass along the packet also updates its own cache. This process can also base its
actions on overheard ROUTE ERROR packets, not just from those that it receives directly.

Price discovery can be added to a DSR system by adding aprice �eld to the route record in
ROUTE REQUEST packets. So instead of just adding its own address to the route record,
nodes that help propagate request packets also add their price. That is, how much money
they expect for forwarding packets. This information is then incorporated into the ROUTE
REPLY packets, so that the price of each route is provided along with the address of the
nodes that construct the route.

Price information also needs to be incorporated to route caches. This way, nodes that send
an early ROUTE REPLY packet can give out the price of the route in its cache. The
source node can then calculate the amount of money required to reach the node that sent
ROUTE REPLY, and add that to the amount required for the inter mediate node to reach
the destination.

When routes are rediscovered as it becomes invalid or unreliable, the prices too get redis-
covered. But even when a route is still valid, the price needsto be rediscovered if it gets
too expensive. Another case is if one of the nodes in the path cheats, not performing the
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service after it has agreed to do so in the path discovery process.

The DSR procedures obviously relies on nodes helping each other, �nding valid routes and
also letting each other knows when a path becomes unusable. Although they can choose not
to cooperate, there is an incentive for them to cooperate. Byhelping others �nd a route,
they're actually establishing a customer base. If there arevalid routes discovered by the
process, they would contain the cooperative node in one of its hops. So the source node that
it helps would become a future source of income if the source node chooses to use that route.

When a node changes its price, and it receives a request from asource node that isn't
aware of this, the node needs to serve this last packet. It should then send a noti�cation
of this price change back to the source node. Refusing to service requests from past clients
that aren't aware of this price change would be considered asmisbehaviour by the source
node, and it would discourage them from dealing with the nodeagain in the future. Note
that there is a need to remember which clients have been noti�ed, so that client can't feign
ignorance and keep expecting the old price.

3.2 Free-of-charge services

If for every packet transmitted, every node in the route has to be compensated, the over-
head of a charging system could become signi�cant. It would be desirable if nodes that are
idle are willing to help others without expecting any payment. If they aren't doing much
themselves, it would cost them very little to help others forward packets. But the obvious
problem with this is that nodes can lie about how busy they are. They can always ask for
payment, even when they're not busy, and still able to enjoy free-of-charge services from
others. When the rest of the users realize this, they would all choose not o�er free services
anymore. We're back then to charging for every single forwarding.

A way to discourage lying is to incorporate a sense ofloyalty when discovering routes. Price
or route rediscovery is quite a time consuming process. A source node shouldn't rediscover
routes every time the routes in its cache become a little bit more expensive. So small price
increase is tolerable. When discovering routes, nodes would tend to pick the cheapest routes
unless an aspect of the more expensive one is desired. This creates an incentive for nodes
to publish zero-price (when they're not busy). This way, when they're getting busier later,
they can increase their price, and if they're still within a l imit, the clients would stay with
it. They can also pick cheaper routes in its cache, but that route would still be kept in
the caches. Basically, there's an incentive to be in many nodes' route cache. Nodes that
lie about how busy they are wouldn't get picked in the initial price discovery process, and
wouldn't have the chance to get picked until the next price rediscovery, which isn't very
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often.

This idea has a problem in that nodes can o�er low price initially, but after a short while
increase their price within a limit that won't force route di scovery, even when they're still
idle. This can be prevented by giving newly discovered pathsa trial period , so that paths
that change its price after just recently being incorporated into the route cache would be
invalidated. The source node can then choose other routes inits route cache.

While price rediscovery shouldn't be done too often so that overhead is minimized, and
unpaid work is encouraged; it should be often enough so that nodes that are honestly busy
have a chance to be picked later. Additionally, the decisionof whether to pick another
route in the cache when the current route increases its priceshould consider two factors.
The �rst is the increased amount, and second is the fact that staying with previously used
routes that have been proven to be reliable is desirable.

This idea of incorporating loyalty in route discovery hasn't been proved to be free from
cheating. It's very possible that there are many other possible ways to cheat the system.
But this is not the main focus of the project, and could be further investigated in a sep-
arately. Simulation of the system would be useful in �nding good decisions of when (and
for how much price increase) price rediscovery should be performed. Game theoretic proof
could be used to proof that the system is fair and free from cheating.

3.3 Edge nodes

All of the ad-hoc network resource charging systems reviewed in the literature review su�er
from the same problem. Nodes that topologically lie on the edges of the network tend to
not get much chance in helping forwarding packets. It's quite obvious that nodes that lie in
the middle of the network mediate more nodes than the ones on the edge. This means the
latter tend to get very few requests to forward packets, so they have little source of income.

This problem can be overcome, if the idea from the previous section works. That is, if
nodes don't charge when they're not busy, nodes that have little money can still transmit
packets, although only if the network is not congested. While this means that they get
second-rate treatment in the network, it follows from the idea that a node's resource usage
should be proportional to how much it has contributed. Also note that intermediate nodes
that service the edge nodes don't know their topological positions. If the intermediate nodes
know that they're servicing edge nodes, they might not want to work for free.
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Whether it's right for edge nodes to be given poor services isopen for discussion. This
would di�er depending on the nature of the network and its users. For example, in ad-hoc
networks that are controlled by an Internet Service Provider (ISP), the ISP has an incentive
to help edge nodes. It can periodically gives those edge nodes some amount of money to
support them.
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Chapter 4

Distributed Hash Table +
Password Capabilities =
Decentralized Password
Capabilities

As previously mentioned, a node's neighbours act collectively as its bank. This bank allows
the client node to withdraw from and deposit money to the bank. So a form of currency
that would be recognized by all of the banks needs to be implemented. A node should be
able to withdraw some form of currency from its bank. It should also be able to deposit
them to the bank. This requirement can be thought of as an access control problem.

An access control system calledcapabilities �ts this problem-space well. The following
chapters will explain the capability access control system, and how it's used to implement
a cheque-like currency system.

4.1 Capabilities

Imagine a token with a text inscribed on it. The text describes what the possessor of the
token is allowed to do. For example, it might say \you're allowed to run process A". This
token can be passed around, and the ones who possess this token are allowed to do what
the inscribed text says. This token is analogous to what a capability is.

A capability system is a very �ne-grained access control system. It grants the capabilities
to processes that need them. It works with thePrinciple of Least Privilege. That is, a
process should only be given as much access right as it needs to perform its task. For
example, an e-mail client should only have the right to access the mailbox, and to open a
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socket. It doesn't need, and shouldn't be granted the right to delete or read �les on a user's
home directory. Capability systems allow the granting of rights that's isn't restricted to
expressing it in terms of hierarchical domains.

!"#

$%&'(

)*+"%

Figure 4.1: Alice has the capability to access Bob, Alice gives the capability to Carol, Carol
can then access Bob.

A very simple example of a capability system is object references in programming languages
like Java or Python. When we create an object in Java, we're given a reference to that ob-
ject. Like a capability, the reference allows us to access the object. And like a capability,
the public methods and attributes of the object dictate what operations are allowed. We
can pass that reference to a function, which gives the function a capability to access that
object too.

But there needs to be a way to protect capabilities from alterations and forgery. In Java, the
Java Virtual Machine provides this protection. You can't gi ve a random memory address,
and try to check whether it points to an object or not. Even if y ou have a valid address
which points to a real object, the virtual machine won't allow object access by a pointer
(unlike, say, C++). Capabilities outside programming syst ems also need protection. Some
computer architectures achieve this by hardware protection. Password Capabilities [24] is
a capability system which provides protection using randomly generated passwords.
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4.2 Password Capabilities

Password-Capability systems are capability systems, which provide protection by sparsity.
The capability typically consists of the ID of the object, it s location, and a 128-bit ran-
domly generated number. Only those who know the password areauthorized to exercise
the capability. The protection from forgery and alteration comes from the huge number of
possible passwords.

Further protection from forgeries can be done by making password-guessing \expensive".
Most implementations of password capability systems incorporate a resource charging sys-
tem. Although password-guessing prevention is not the mainuse of the resource charging
system, it can be used for that purpose. For example, in [24],processes that present a
password in order to use the capability are charged by a smallamount of money. By doing
this, processes that attempt to guess a password should run out of money before they can
manage to make a correct guess.

The advantage of representing a capability as a password is that it's only a number. It can
be passed around on the wire across computers easily. Besides easy transmission, password
capabilities can also be derived into a more restrictive capability, be revoked, and con�ned.

When an object is �rst created, the master capability is returned to the object creator. It
grants the permission to do anything to the object. The possessor of the master capability
can then derive a new capability from that master capability, with a new password. The
new capability has to be more restrictive than the parent one. Given that new capabil-
ity, the possessor can further derive more capabilities. Returning to the object reference
example, given an object created from a class with some public methods, we can create a
more restrictive object. This is done by inheriting from the parent class, and publishing
public methods that are more restrictive than the parent class.

A capability can also be revoked. Capabilities that are revoked can't be used anymore.
When a capability is revoked, the capabilities that are derived from it will also be destroyed.

Con�nement is useful when we want to send a capability to a process that is not trusted.
When a con�ned process receives a password, the password gets encrypted with a key that's
contained in the process header, which is unreachable by theprocess. The password is de-
crypted when the process needs to use it. Since every password that a con�ned process
receives are mangled, the password would me meaningless even if it's leaked to another
process.
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4.3 Threshold signatures

As we're basing our security on collective actions, there'sa need to verify that an action
has been approved and performed by the majority of the group.In traditional client-server
architectures, a server candigitally sign a message to convince the client that the server has
approved the message. The traditional digital signature system won't work in our system,
since the authenticated message needs to be approved by morethan one node. It's also
important that the authentication mustn't depend on all the nodes in a group to approve
it. We can't let a rogue or o�ine node to prevent the authentic ation process. These re-
quirements can be achieved by employing athreshold public-key cryptographysystem.

A threshold public-key system uses a standard public-key, like traditional public-key sys-
tems. On the other hand, its private key is divided and shared(spread) among all the
parties in a group. In order for the group to be able to digitally sign or decrypt a message,
the majority of the nodes need to collaborate, and sign/decrypt the message with their
share of their secret key. The node which requested the operation can then combine all
the partially signed/decrypted messages, to construct thefully signed/decrypted message.
Formally, an (n, t+1) threshold public-key cryptography scheme allows anyt+1 or more
parties in the group to perform a complete secret-key based cryptographic operation. It's
reasonably di�cult for t or less parties to try to reconstruct the group's complete secret
key. So the system is secure when we have t or less rogue nodes in a group. Keep in mind
that we need to maket big enough for better security, but small enough so that nodes that
are unavailable for valid reasons won't prevent the authentication process. Note that t+1
should correspond to themajority ratio mentioned in the assumptions.

Robust threshold cryptography schemes also incorporate protection against rogue nodes.
For example, most schemes have the facility for the combinernode to check whether the
combined string is valid or not. If it's invalid, the combine r can ask another combination
of t+1 nodes to send their shares again. Another protection methodis called proactive
sharing. It allows shares to be refreshed: creating new shares whileinvalidating the old
ones. These new shares when combined would still result in the same key. This is useful
for protection against nodes that patiently try to compromi se as many nodes as possible,
until it has managed to steal enough shares. Proactive sharing also invalidates shares of old
members of a group, if the group's membership is dynamic.

A threshold public-key system is needed in our system to giveeach bank, which consists
of a set of nodes, a public and secret key pair. It's used mainly to convince other nodes,
that the majority of the bank-nodes have approved an action or a message. In [27], the
author proposes a threshold public-key system, which is based on the widely used RSA
public-key system. Additionally, the proposed scheme requires no trusted parties. These
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Figure 4.2: Threshold Signature.

two properties allow unobtrusive incorporation into most ad-hoc network architectures.

4.4 Password Capabilities as cheques

As mentioned before, we need an access control system to manage the bank accounts.
Password capabilities are very well suited for this. We can use password capabilities to
implement cheque-like currency system. From the parent withdrawal capability, the client
node can derive more restrictive capabilities, e.g. the capability to withdraw X amount from
the bank. These capabilities can be used like cheques They can be sent to other nodes as
payments. Nodes that have received these cheques can then use them to request a bank
account transfer, from the payer's bank to its own bank.

After a bank has derived a new withdrawal capability, it remembers it. So when another
bank presents it with the cheque, it can check that the chequeis authentic. It performs
the necessary actions, and deletes the password from its memory. This prevents the cheque
being used more than once.

Since these cheques are implemented by password capabilities, which essentially are just
numbers, nodes that receive them as payment need to be convinced that they come from a
valid bank. One way to do this is to duplicate the password part of the capabilities. One
of them is signed with the bank's signature, its secret key. This becomes the certi�cate.
Nodes that have received the cheque can then �nd the public key of the group that the
cheque claims it's issued by. It then verify the certi�cate, and checks whether it matches
the password part of the cheque. If they match, the client canthen be convinced that a
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valid bank issued the cheque. The method used to �nd the public key of a group is given
in the next section.

The structure of the cheque becomes:

<group id>:<certificate>:<password>

Note that o�ine double-spending checking is not provided. Following the assumptions,
we assume that most payments are small, and that getting cheated by a small amount is
tolerable. If necessary, o�ine systems [21], can be incorporated. Since the structure of a
password capability is very 
exible, adding an o�ine checki ng feature to it should be simple.

4.5 Distributed Hash Table

A Distributed Hash Table (DHT) is similar to traditional has h tables in that it associates a
value with a key. Like hash tables, when presented with a key,it returns the corresponding
value. But unlike traditional hash tables, the data is stored some nodes in a network, not
in a table. So DHT is an overlay network method that provides a routing algorithm that
forwards information lookup requests to the right set of nodes in a network. Some examples
of DHT systems include [22, 23, 18, 17].

DHTs achieve high information lookup scalability in a fully decentralized network. Rather
than 
ooding the network with requests to �nd nodes that host the desired data, DHTs use
a routing algorithm, which eliminates half of the search space after every query. The way
this is done di�ers according to the routing algorithm employed. The central idea behind
it is that each node in the network stores information about all nodes in an area that it's
responsible for. Systems like [23, 17] use a naming system (aname is the key in the<key,
value> pair) which gives a hint to the location of the information. I n such systems, names
are numbers that can be compared. For example, in [17],XOR-ing the names of two nodes
will reveal the distance between them. Note that location and distance on overlay networks
like P2P systems don't re
ect the actual physical locations, just their locations in the nam-
ing space. Each node then needs to know about other nodes, which names are close to its
own. After every lookup, the querying node gets closer and closer to the nodes responsible
for the information it's looking for.

A DHT system is needed to implement a decentralized capability system. It is used to
route capability requests to the right set of nodes (the bank). In the case of withdraw
capabilities or cheques, it routes the withdrawal request to the bank that issued the cheque.
The password capability has an extra �eld, the 'Group ID', wh ich is assigned by the DHT
system, and is used as thekey used to route them. The complete capability structure
becomes:
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<Group ID>:<certificate>:<password>

Note that the DHT routing system is used non-traditionally h ere. While a DHT is used
route a request for information, when routing a cheque, the source nodes aren't expecting
information to be returned. The use of DHT here is just to route the cheque to the right
set of nodes.

While cheque routing is the main use of DHT in this system, it can also be employed for
the more common purpose: a general information lookup system. For example, it can be
used to implement a decentralized public key repository. Public keys of nodes and groups
are distributed in the network, and a DHT is used to �nd the pub lic key that corresponds
to a group, or a node. As with any information, protection from alteration is given by
redundancies. That is, by having many nodes store the same information, it's unlikely for
all of them to be malicious, and all collude to alter the information. But since public keys
are more sensitive information, a higher degree of redundancy can be used. Another use is
for storing information about which nodes each group is formed by.

4.6 Neighbour selection

Neighbour selection is a very critical aspect of our resource charging system. It is critical
that the majority of a node's neighbours are trustworthy, for the group's action to be trus-
ted. So how do we assign neighbours to nodes?

In ad-hoc networks, it's natural that a node's neighbours are those that it can directly con-
tact, those within its range. Nodes in a group need to performa lot of collective actions and
inter-communications. Hence, low communication overheadbetween them is very desirable.
On the other hand, the security implication of this scheme isthat it gives a hint about the
location (physically or topologically) of the nodes in a group. In this scheme, it's relatively
easy for a node to �nd the locations of its neighbours, which act as its bank. The node or
its owner can then negotiate a collusion, which would grant them unlimited bank account.
The chance that those neighbours are willing to collude withthe client node is very high,
considering that in such neighbour selection scheme, beinga neighbour a node is usually a
symmetric relationship. That is, If node A is B's neighbour, it's very likely that B is also
A's neighbour. So collusion would give them mutual bene�t.

Another problem with this method of neighbour selection is that the network would be
vulnerable to correlated failures. The use of redundanciesto provide fault-tolerance would
be useless if all the redundant nodes su�er correlated failures. For example, a blackout in
an area would force all the nodes in a group to go o�ine.
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Figure 4.3: A is B's neighbour, but B is also A's neighbour.

In a Distributed Hash Table system, neighbours of a node are nodes that are granted with
IDs that are close to its own. The assignment of IDs ignores the location of the nodes in
the underlying network. Under this scheme, trying to �nd the physical locations of the
neighbours is much harder. Further complication is added bythe fact that neighbours are
reselected periodically. Although incorporating DHTs neighbour selection to the system
would provide better security, the members of groups would be spread topologically. This
greatly increases the overhead incurred by group communications.

A compromise can be reached between security and e�ciency. There exist methods that
allow neighbour selection in DHTs that take into account the proximity of the nodes in the
underlying network [19]. So neighbour selection is still randomised (by using the IDs as a
measure), but it takes into account the proximity of the nodes. The central idea is that the
construction of routing tables should gives preference to nodes or hops which give a good
compromise between the closeness both in ID-space (all the possible names from the DHT),
and in the underlying physical network.

Note that routing tables that are biased toward the underlying network would cause slower
progress in id-space elimination, and would lead to more hops / queries. On the other hand,
bias toward the DHT's ID closeness would cause more hops in the underlying network, al-
though less DHT query hops. So a good compromise is needed.
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This compromise means that security, fault-tolerance and e�ciency are preserved to an
acceptable degree. Note that this randomised neighbour selection means that there is no
longer an incentive for a node to be act as a neighbour to othernodes without compensa-
tion. This means that being a neighbour should be considereda service that needs to be
compensated with payments.
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Chapter 5

Components of the Resource
Charging System

5.1 Initialization

When a node joins the network, a set of nodes is assigned as itsneighbours, acting collect-
ively as its bank. Those nodes then create a bank account for the new node, which contains
some initial amount of money.

To form a collective-bank, the neighbour nodes need to form agroup. The Distributed
Hash Table then assigns an ID for that group (a DHT assigns an ID to any information
that it hosts). They then decide on a threshold public/secret key pair. The group has a
single public key, and the secret key is shared among the nodes in the group. A detailed
description of the threshold signature scheme is given in [27], as previously mentioned.

The bank then needs to grant a parent withdrawal capability, and a deposit capability.
While it's more correct theoretically to have the bank generate the password (random num-
ber), it creates unnecessary overheads. All the bank nodes need to submit their contribution
to the password, and they all need to know the �nal password. Instead, having the client
node decide on a password is more e�cient without any disadvantages. The client has no
incentive to make the passwords weak anyway, since that would make it easier for others to
steal money from it. The only thing the client would want from the bank is for it to give
the node more money.

To avoid source nodes having to contact their bank for withdrawal capability derivation for
every transaction, the bank pre-generates some small cheques. So besides granting a parent
withdrawal capability, the bank creates a number of chequesof �xed denomination (e.g. 100
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of 1 unit cheques). This is done during bank formation, and could also be done periodically
(e.g. once every day), or on demand.

Ideally, prices don't vary greatly. When it's charged, it's usually the same (1 unit). When
overloaded, the price increase would probably be just another 1 unit. In such case, we can
still give 2 cheques of 1 unit each, instead of having to derive new capability.

If there's a high rate of new users joining the network, the network might be signi�cantly
a�ected by in
ation. For example, in a type of network where t here are a lot of users who
join the network, spend all of their money and never return, there would be a lot of money
in the system. If everybody has a lot of money, the use of resource charging to balance
load might be negatively a�ected. In such case, what can be done is reducing the amount
of money in every bank by the same ratio periodically, as suggested in [?].

5.2 Cheque sending

Since a cheque is just a value, a randomly generated passwordand some extra numbers, it
can be passed around to other nodes. Nodes that receive the cheque can use the cheques
they have received to do account transfer, or use them as payment to other nodes. The only
thing to note is that when transmitting the capabilities, th e channel needs to be encrypted
to prevent other nodes from knowing the password.

5.3 Compensating intermediate nodes

In ad-hoc networks, packet transmissions need to be done with the help of nodes, which
mediate the source and destination nodes. It's important that the work of those nodes' gets
compensated. To achieve this, we can use theamortized pair-wise modeldescribed in [25].
In this model, the source node gives a cheque to the next node in the hop, which covers
the cost of the entire transmission. That is, it's enough to be able to compensate all of the
nodes in the route. That node then is responsible for sendingthe next node in the route, a
cheque for an amount, which is enough to cover all the nodes inthe route after itself. This
goes on until the last node in the route gets paid, and the packet reaches the destination.

If one of the intermediate node refuses to pay the next hop, and the packet fails to be
transmitted, the source node deletes the route from its route cache. According to the mi-
cropayment assumption, being cheated by a small amount of money is not signi�cant. If
it knows which node in the path refused to do its part (by, say an error packet from the
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Figure 5.1: Amortized Pair-wise model.

last hop), the source node deletes all routes in its cache that contain the rogue node. The
micropayment assumption may not hold if the payment is quite large. This can happen if
the rogue node is one of the nodes early in the hops, and if the route is long or expensive.
Nonetheless, it's very unlikely that a single transmissioncan be very expensive, since in a
node's lifetime, it performs a lot of transmissions.

5.4 Bank account transfer

When a node has received some cheques, and wants to transfer money from payer's bank
to its own bank, it needs to request a bank account transfer. These are the necessary steps
to perform account transfer:

When node A has received a cheque issued byBankB.

� A sends the cheque to all of its bank nodes. It also inserts a transaction sequence
number to the packet.

� Each of A's bank nodes partially sign the request, and send it back toA, which then
act as the group's proxy.
A constructs a withdrawal request, fully signed with BankA's group signature. Also
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Figure 5.2: Account Transfer.

appended to it is BankA's group ID, so that the other bank knows where to send the
con�rmation back.
Using Distributed Hash Table routing, the withdraw request is routed according to
the ID in the cheque, and received by some ofBankB's nodes. These are theproxy
nodes.

� Each of the nodes that received the withdraw request, decrements B 's account, and
forwards the request to every other nodes inBankB.
If the transaction number hasn't been seen before (in some time unit before present),
and request comes froma group (i.e. not from a single node): decrement the e�ected
bank account, partially sign the request, and send it back tothe corresponding proxy
node.
If transaction number has just recently been seen (so the account has been decremen-
ted), just sign the message back without decrementing.

� After receiving the con�rmation (by partial signature) fro m the majority of the nodes
in the group, the proxy node combines the partial signatures to construct a fully
signed con�rmation, and sends it to BankA.

� BankA receives the con�rmation that the other bank has decremented their account
by certain amount, and now can incrementA's account by the same amount.

Note that there should be more than one proxy nodes in each transaction (this is actually
provided by DHT routing). It increases the chance of the request being processed, even it
the midst of a bad network condition, or the existence of rogue nodes in the bank group.
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When a node has more than one cheque, which are issued from thesame bank, the account
transfer can be performed simultaneously.

The decision regarding when a node should perform account transfer is tied to the nature
of the underlying network. They can choose to do it when they've received enough cheques,
or periodically. One thing to note is that early account transfer means that we can catch
cheques that have already been used (double spending), if the system doesn't implement
o�ine veri�cation.

5.5 Synchronization

As with any redundancy system, synchronizations need to be performed periodically to
eliminate any discrepancies in the stored information. Nodes in a group that are o�-line
or unreachable at the time when there was an update would haveinformation that's in-
consistent with the rest of the group. Nodes that misbehave might also purposefully store
inconsistent information.

Synchronization is performed by asking the other members ofthe group about the shared
information. Those nodes then returns what each of them thinks the information is. The
initiator then compares the information with its own. If it a grees with the majority of
them, the local information is considered valid. If it doesn't, the node corrects its local
information. It then noti�es any nodes that give inconsistent information, giving them a
hint to do synchronization themselves.

It would be desirable if the rogue nodes that purposefully choose to store inconsistent in-
formation can be rooted out, and be expelled from the group. This is quite di�cult, since
they might lie. They can give the right information when any member of the group asks
about it, but act di�erently, according to what bene�ts them . For example, colluding with
the client node, giving unlimited withdrawal.

If neighbour selection is done by the Distributed Hash Table, we can solve this problem by
modifying the system so that the DHT doesn't reveal the information about which nodes
form a particular group. This opens up a discussion on whether the DHT should store
such information or not. Knowing about which nodes form a group would make sending
information to a group (by its member or not) more e�ective. N ot knowing this means
if we want to send a message to the majority of the group, we would need to send a lot
more messages. Since we don't know which nodes are supposed to receive the message, the
message ends up being sent to all the nodes that could be the neighbours. We don't want
to risk the message not being received by the majority of the group. On the other hand,
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keeping this information secret prevents coordinated attack (i.e. attacking a set of nodes
that form a particular bank).

Sending messages half-blind as mentioned means that the message would get into the hand
of nodes that aren't part of the group. Depending on the nature of the message, this could
be a security problem. For collective actions that require collective signing (e.g. account
transfer) this is not a problem, since without the right part ial key, they can't send a par-
tially authenticated acknowledgement.

If a group's membership is unknown, singling out rogue nodesbecomes viable. Nodes that
request to initiate synchronization can keep trace of nodesthat return wrong information.
Those that keep returning wrong information often enough would be considered as a rogue
node. In deciding the threshold of the number of times a node misinforms, care has to be
taken so that nodes that often su�er bad network conditions won't get classi�ed as rogue
nodes. Note that if membership is not known, the initiator needs to send messages to a
lot of nodes, as discussed previously. Nodes that don't hostthe information, if they are
behaving properly should just ignore the message.

Even if rogue nodes can be singled out, they can't be expelled, since neighbour assignment is
done by the DHT system. The members don't have control over it. An alternative solution
is to punish in with other means, like not trusting them with o ther activities such as packet
transmissions.
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Chapter 6

Conclusion

In this thesis, we propose a resource charging system which requires nodes to pay (with
virtual currencies) for resource usage, and grants paymentto nodes that share resources.
By charging resource usage, sel�sh behaviours are discouraged, and network load is fairly
balances across the network. The system combines the concept of password capabilities and
distributed hash tables to create a charging framework that's secure, fully decentralized and
extensible. In addition, a price discovery algorithm, which encourages free packet forwarding
is also proposed.
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Chapter 7

Future works
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Figure 7.1: The stack that needs to be implemented.

While the design of the resource charging system is completed, an implementation is needed
for analysis. The system is a combination of a modi�ed password-capability system, a
threshold signature scheme and a modi�ed distributed hash table. Implementing all of
them on top of a real ad-hoc network would be a massive task. A good strategy is to divide
the implementation into a library and a simulation. The libr ary would be used to test the
security and robustness of the system, while the simulationis used test the performance
and e�ectiveness of the system.

Implementation of the simulation would consist of an underlying ad-hoc network simula-
tion, a modi�ed distributed hash table implemented on top of it, and the resource charging
protocol at the top of the stack. A capability system is not necessary for the simulation,
since we're not concerned about security. The ad-hoc network simulation needs to re
ect
the target network architecture. The simulation would be used to con�rm that resource
charging results in an e�ective load balancing. We're also need to con�rm that nodes that
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have standard con�guration wouldn't run out of money. Ideal ly, the fact that resource
charging is implemented shouldn't be visible to the user. Onthe other hand, nodes use
sel�sh con�guration should notice that it's activities are being restrained.

The charging system described in this thesis is not tied to any particular ad-hoc network
architecture. So the simulation is useful in �nding out parameters of the system that's
suitable for a particular architecture. Some examples of parameters that need to be decided:

� The price of each shared resource type, and the policy used toupdate the price.

� The initial amount of money each node is given initially.

� What ratio constitutes a majority of a group, and thet in (n, t+1) threshold crypto-
graphy.

� Interval / threshold of pre-generating cheques.

� Interval / threshold of bank account transfer.

The simulation would also be useful to test the loyalty-based price discovery. We need to
test whether the scheme would lead to an e�ective load balancing. The assumption of the
scheme also needs to be tested. For example, nodes that lie about their workload should get
disadvantaged, while nodes that are honestly busy should still be given a chance to provide
services in the future, etc. It's also very likely that the scheme still isn't robust enough.
Nodes with all relevant non-standard behaviours can be incorporated to the simulation, and
the e�ect to the e�ectiveness of the scheme can be observed. As with the charging system,
the parameters for the price discovery scheme need to be �tted to the underlying network
environment. Some example parameters:

� Interval / threshold for price / route rediscovery.

� What amount of price change would lead to choosing another route in the cache.

� The trial period for newly discovered routes.

The simulation can also be used to experiment with higher level charging protocols. Ex-
amples:

� Charging for other types of services and resources.

� Pricing system that takes QoS aspects into account.

� Taking client-server relationship into account. That is, often we have servers sending
a lot of data to a client. In such cases, the client should compensate the cost of packet
transmissions that the server needs to pay for.



36

The work in implementing an ad-hoc network simulator has been started. In the appendix
of this thesis, is a code, written in Python, which implements a simulation of the Dynamic
Source Routing algorithm. There are still some problems with the code, but it would serve
as a good starting point for further works. The reason why thesimulation is written in
Python, not on top of a real network simulator is because there already are experimental
DHT libraries written in Python. We think that implementing a DHT library is much more
challenging than writing a simple network simulator. Since we're interested in a high level
system, low level network details that are handled well by real network simulators aren't
very useful anyway.

The implementation of the library would consist of the modi� ed DHT, password capabilit-
ies, and threshold signatures. An additional layer for the resource charging system can also
be added. The library can then be experimented with.If necessary, it can be plugged into
the simulation code. As with the simulation, the library needs to be stress tested, to prove
the robustness of the design.

Even without the resource charging logic, the library could be spawned into a separate
project. In the charging system, decentralized capabilities are used to manage bank ac-
counts. In that application, the protected object is actually owned by a set of nodes. The
neighbours of a node that act as its bank owns the bank accountobject. Note that the
DHT is used unconventionally by the charging system. We could return to the conventional
application of a DHT: as a general information lookup system. The password capabilities
can then be used as a general access control system for the information hosted by the DHT.

An example application would be a decentralized shared workspace environment. For ex-
ample, a user can share its calendar, and create a capabilityto modify the calendar only
in a certain application-speci�c way. (S)he can then send that capability to another node.
Another example is a decentralized, secure, shared �le system that has no central servers.
Unlike P2P �le-sharing software, this would have similar properties to a real �le system,
with the added bene�t of a capability based access control system.

In these types of applications, the neighbours cache the published information, unlike in
the charging system where they own the information. One of the main di�culty of this
type of application of decentralized capabilities is the fact that the neighbours that cache
the information shouldn't be able to read them.

One way to do this is as follow:

� Encrypt the published data with the corresponding passwordcapability, using the
password as the key.
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� The neighbours are then given the one-way-hashed password capability.

� The real capability can be given to nodes that would need to access the data.

� To access the data, they hash the capability, and send it to the nodes that cache the
data.

� The hosts verify that the hashed capability is valid, and perform the necessary action.

The problem here is if the caching neighbours need to performan update on or execute the
hosted data (as indicated by the capability). Since it's encrypted, performing an update
would be very di�cult. In order to update the data, the neighb ours need to forward the
operation back to the owner of the object. The owner node thenupdates and republishes
the data. This would be very ine�cient, and leads to widespread inconsistent information.
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