major research area:

looking at different representation schemes for job shop scheduling problems

scheme 1: Open shop - nodes in tree, each node assigned to a machine at earliest point that does not conflict with processes of the same job.

scheme 2: standard job shop - 

with any of preorder, inorder and postorder traversal, the one invariant is that right is read after left.  This means that sequences which require one process to be done before another process can be guaranteed if the former is in the left branch of a node and the latter in the right branch of the same node.  Postorder traversal, however introduces a difficulty in that the root node of any branch is the last to be processed, so there can be conflicts due to storing a node here that relies on being before a node in the right branch.  For this reason, only inorder and preorder traversal will be used.

This requires a modification to the algorithm for the three genetic operators used in the open shop problem.

1. Node mutation - 

Two nodes are chosen at random

for each node, the potential new positions are checked:

  any nodes which are defined to follow it must appear to the right of the current node (excluding direct ancestors).

  any nodes which are defined to precede it must appear to the left of the current node (including direct ancestors).

if either of these conditions is not met, new nodes are chosen and the process repeated

2. Subtree mutation - 

the same process as above is applied to every node in a new position.  there will be no problems within each subtree, as the ordering of those modules should be fixed in the previously determined correct format, but conflicts could have been introduced between the subtrees and other nodes.

In order to enable valid subtree mutations, only small subtrees will be able to be practically swapped.  This should allow the evolutionary process to proceed more smoothly than allowing major changes to be viable.

This basic ordering requirement is the equivalent of speciation in the real world.  For two living things to be a part of the same species, there are certain conditions which can not be violated, which increases the chance of any mutation being non-viable, but at the same time, increases the chance of any viable mutation being small.  This effect will be observed in the results section.

3. Grafting  from a donor to a recipient - 

In the open shop scheduling problem, all that had to be done with grafting was to select a subtree from the donor which only included nodes whose recipient equivalents had at most one child.  Then the nodes in the recipient would be eliminated with a child being promoted to take the place of the deleted node, then the donor branch could be grafted on in a random place.

In this new version, as with the two other genetic operators, it must be ensured that, although the branch to be donated will itself be valid, the tree itself must be checked to ensure validity as grafting can significantly change the structure of the whole tree due to nodes being removed and branches being placed higher than normal.  The promoting of various branches should not actually cause any problems for the two traversals to be used (preorder and inorder), however the donor branch will possibly not be compatible with any available locations in the modified recipient tree.  If this happens, new donor selections should be tried X times, but then if no suitable branch is found, the recipient should be passed through directly to the next generation.

Passing a candidate through, unaltered, is often done in evolutionary algorithms, and rather than set up a fourth operator, it seems that this would be the ideal time to pass it through, as this tree, by defying change, represents an organism in the real world that is particularly well suited to its habitat and does not need modification at that time.  It will be shown that trees like this will be particularly fit individuals anyway, that would still be able to benefit the gene pool by remaining unchanged for future generations to benefit from.

Steady states:

When going through generations one at a time, I have noticed that often, the best candidate in a generation reaches some kind of local minimum (where lower is better), from which it cannot escape.  This effectively makes it look to the user as if there is no improvement, because the same best graph keeps getting drawn each time.

It could be said that a random search that keeps track of the best result to date would produce a similar looking best result vx generation graph, however it would most likely be much slower, due to all of the generations, even early on that would produce worse results as often as better results.

The main point that shows the difference between a random search and a genetic tree algorithm is that the average score for each generation also looks like a decreasing exponential, asymptoting to some "optimal" result.  This shows that the reason why the best score graph gets better; it is never going to be worse than the average.  In a random search, the average would start off terribly, and would probably get no better.

Notes to self:

 - start keeping track of the best, average and worst scores from each generation, to plot on a graph.

 - look at changing the weighting so that that it works on scores normalised to 1 instead of 0 to prevent too high a number of kids in the next generation being based on the best candidate. Talk about this in thesis.  It is something I did to try to get better results.
