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Weighted Graphs

¥ In a weighted graph, each edge has an associated numerical
value, called the weight of the edge

Edge weights may represent, distances, costs, etc.

Example:

Bl In a flight route graph, the weight of an edge represents the distance in
miles between the endpoint airports
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Shortest Paths (Goodrich & Tamassia o 12.6)

¥ Given a weighted graph and two vertices « and v, we want to find a
path of minimum total weight between « and v.

Bl Length of a path is the sum of the weights of its edges.
¥ Example:

Bl Shortest path between Providence and Honolulu
¥ Applications

Bl Internet packet routing

Bl Flight reservations
S A9
Bl Driving directions 8 D
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Shortest Path Properties

Property 1:

A subpath of a shortest path is itself a shortest path
Property 2:

There is a tree of shortest paths from a start vertex to all the other vertices
Example:

Tree of shortest paths from Providence
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DijkstraOs Algorithm

¥ The distance of avertex ¥ We grow a “cloud” of vertices,

v from a vertex s is the beginning with s and eventually

length of a shortest path covering all the vertices
between s and v

. : : ¥ We store with each vertex v a
¥ Dijkstra’s algorithm label d(+) representing th
computes the distances a_ el d(v) representi _g €
of all the vertices from a distance of v frc_>m_ s in the
given start vertex s: subgraph consisting of the
single-source all paths cloud and its adjacent vertices
¥ Assumptions: ¥ At each step
Bl the graph is connected Pl We add to the cloud the vertex
Pl the edges are u outside the cloud with the
undirected smallest distance label, d(u)
Bl the edge weights are Bl We update the labels of the
nonnegative vertices adjacent to u
MONASH University www.monash.edu.au
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Edge Relaxation

¥ Consider an edge ¢ =(u,z)
such that e d(zl)—SO
—! uis the vertex most recently '
added to the cloud /

—1 zis not in the cloud :

10 d(2) =75

¥ The relaxation of edge ¢
updates distance d(z) as
follows:

diz)! min{d(z),d(u) + weight(e)}
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Example
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Example (cont.)
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DijkstraOs Algorithm

¥ A priority queue stores the
vertices outside the cloud
Pl Element: vertex
Pl priority is given by elements
distance
—! replaceKeyl,k) changes the

key of an item
updating the queue

¥ Note that d(.) is only the
“best distance so far”’ and
only in the end converges to
the true distance

¥ Dijkstra is a greedy
algorithm

MONASH University
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Algorithm DijkstraDistances$G, 9
Q! new heap-based priority queue
for all v# verticegsG)

if v=s
setDistancév, 0)

else
setDistancév," )

Q=Iinser(Q, v

while AQ.isEmpty)
u! Q.removeMin)
for all e# incidentEdgesG,u)
{ relax edge e }
z! oppositéG,u,e
r! getDistancéu) + weighie)
if r <getDistancé¢z)
setDistancéz,r)
replaceKeyQ,z,n
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prepared from lecture material © 2004 Goodrich & Tamassia

10



Why DijkstraOs Algorithm Works

¥ Dijkstra’s algorithm is based on the greedy method. It
adds vertices by increasing distance.

.1 Suppose it didnOt find all shortest
distances. Let F be the first wrong
vertex the algorithm processed.

1+ When the previous node, D, on the
true shortest path was considered,
Its distance was correct.

1 But the edge (D,F) was relaxed at 5
that time! ,

.1 Thus, so long as d(F)>d(D), FOs
distance cannot be wrong. That is,
there is no wrong vertex.
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Analysis of DijkstraOs Algorithm

¥

¥

Graph operations
Bl Method incidentEdges is called once for each vertex
Label operations
Pl We set/get the distance of vertex z O(deg(2)) times
Pl Setting/getting a label takes O(1) time
Priority queue operations

Bl Each vertex is inserted once into and removed once from the priority
gueue, where each insertion or removal takes O(log n) time

Bl The key of a vertex in the priority queue is modified at most deg(w)
times, where each key change takes O(log n) time

Dijkstra’s algorithm runs in O((n + m) log n) time provided the
graph is represented by the adjacency list structure

Bl Recall that $, deg(v) = 2m

The running time can also be expressed as O(m logn) since the
graph is connected
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¥

Shortest Paths Tree

It is simple to modify
Dijkstra’s algorithm to
return a tree of shortest
paths from the start
vertex to all other
vertices

We store with each
vertex a third label:

Pl parent edge in the
shortest path tree

In the edge relaxation
step, we update the
parent label

MONASH University
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Algorithm DijkstraShortestPathsTre@és, 9
E

forall v# verticegsG)
E
setParentv, %)
E

for all e# incidentEdgeéG,u)

{ relax edge e }

z! oppositéG,u,e

r! getDistancéu) + weighie)

if r <getDistancé¢z)
setDistancéz,r)
setParen(z,9
replaceKeyQ, z,n
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It DoesnOt Work foNegative-Weight Edges!

DijkstraOs algorithm is based on the greedy
method. It adds vertices by increasing distance.

If a node with a
negative incident edge

It could mess up distances
for vertices already in the cloud.

COs true distance is 1 (via A-D-F), but it is
already in the cloud with d(C)=5
and will not be reconsidered!

www.monash.edu.au
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Bellman-Ford Algorithm

Works even with negative-
weight edges

Must assume directed
edges (for otherwise we
would have negative-weight
cycles)

Iteration i finds all shortest
paths that use i edges.

Running time: O(nm).

MONASH University
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Algorithm BellmanFord(G, 9
for all v#verticesG)
if v=s
setDistancev, 0)
else
setDistancev," )
fori! 1ton-ldo
for each e# edgeél)
{ relax edge e }
ul! origin(G,e)
z! oppositéG,u,e)
r! getDistancéu) + weighie)
if r <getDistancé¢z)
setDistancéz,r)

www.monash.edu.au

prepared from lecture material © 2004 Goodrich & Tamassia

15



Bellman-Ford Example
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Bellman-Ford vs Dijkstra

Dijkstra: O(mlog n)
Bellman Ford: a(mn)

Dijkstra is significantly faster (close to a full factor n), so if you know that
there are no negative edges, use Dijkstra.

BO i i www.monash.edu.au
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DAG-based Algorithm

K K

B

I MONASH University

%

You can be much faster
if you have a DAG.

Perfrom a topological
sort first, then calculate
distances in level order.

Works only with DAGs

Works with negative-
weight edges

Doesn’t use any fancy
data structures

Is much faster than
Dijkstra’s algorithm

Running time: O(n+m).

Information Technology

Algorithm DagDistancegG, 9

for all v#verticesG)
if v=s
setDistancev, 0)
else
setDistancev," )
Perform a topological sort of the vertices
foru! 1tondo {in topological order}
for each e# outEdges$G,u)
{ relax edge e }
z! oppositéG,u,e)
r! getDistancéu) + weighie)
if r <getDistancé¢z)
setDistancéz,r)
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DAG Example
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Bellman-Ford is Dynamic Programming

In the way we have developed it, it is easy to overlook that the Bellman Ford !
algorithm is indeed a dynamic programming approach.!

We are looking for the optimal (shortest) distances of all nodes fromtthode

The optimal path must have at mastl) edges.!
This is because there are no negative cycles.!

Let M[i,v] be the cost of the best path fr@to v using at most edges, let(v,w) be the
edge cost of edga=(v,w). !
We can observe!

M[i,w] =min(M[i ! Lw], min,(M[i! 1,v] + c(v,w)))

¥either the optimal path only needsl) edges!
Yor the optimal path the last edgesrgv,w) and the optimal path frosito v uses onlyi€l) edges!
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Bellman-Ford is Dynamic Programming (cont)

We can now clearly see the DP nature of Bellman-Ford.!
If we use the table-implementation that we are used to:!

Alg Bellman-Ford
fori=0to (n-1)
M[i,s]=0;
for all vertices v other than s
M[i,v]=+infinity;

fori=1to (n-1) // pathlength (maximal number of nodes-1)
for all edges e=(v,w)

M[i,w] = min( MI[i! 1w,
MI[i,w],
min(M[i! 1,v] + c(v,w)))
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All Pair Shortest Path: Floyd vs Dijkstra

We can use a related idea to compute the shortest paths between all pairs of nodes (u,v).!
This is FloydOs algorithm. LBfu,v] be the distance betweerandv, and" if there is no

edge (u,v).!

Alg Floyd
for all edges e=(u,v) { D[u,v]=c(u,v); }
for all vertices v { D[v,v]=0; }

for k = 1 to n // intermediate node
fori=1to n// source node
for j = 1 to n // destination node
D[i,jJ=min(DIi,j],D[i,K]+D[k,]]);

The runtime of Floyd is obviously &).!
We could instead use Dijkstra for each of theertices in turn.!

YDijkstra with Adjacency matrixO(n?) (how?) - so both are cubic!

¥-loyd is simpler --- it has a smaller factom!
¥Mf you need a simple (adjacency matrix) implementation, you can use Floyd.!

¥Dijkstra with Adjacency listO(m log n)!
¥or large sparse graphs €< n?) repeated Dijkstra with adjacency lists is superior.!
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Biconnectivity (optional)

Reliability is an important problem in networks. If a node is destroyed, can all other
nodes still communicate?

This relates to biconnectivity: A graph is biconnected if there is no vertex that
disconnects the graph into two components. If the graph 1s not biconnected, a vertex
that can disconnect it is called an articulation point.

Theorem: Let G be a connected graph with depth-first spanning tree 7. The vertex
v 1s an articulation point of G if and only if
1.!" vis the root of 7"and v has at least two children
2.1 vis not the root of 7, and for some child w of v in 7 there is no back edge
from and descendant of w to any proper ancestor of v.

This seems reasonably obvious (proof left as exercise).
How can we use this theorem to design an algorithm that check biconnectivity?
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1.!

2.1

3.

Biconnectivity (optional)

Perform a DFS on G starting at any vertex v to compute num(v), the preorder number of v.

For each vertex w compute low(w), the smallest number num(u) of of any vertex u that is

reachable from w (including itself) by following zero or more edges from w to one of its
descendants x and then following a back-edge from x to u.

low(w) can be computed by a postorder traversal starting from w. When we visit w we have
already computed low(z) for each of its children z. low(w) is the minimum of
1. num(w)
2.1 low(z) for any child z
3.1 num(x) for any vertex x where a back edge (w, x) exists.

Find articulation points:

1.I'  The root of the DFS spanning tree is an articulation point if it has more than two children
Assume the root r has two subtrees L(eft) and R(ight). If r is not an AP then there is an edge e bridging from L to R. In this case e would have
been traversed in the DFS to visit all nodes in L before returning to the root. So the root would not have the subtree R. Cohtradiction.

2. Any other vertex v is an AP iff low(w)>=num(v) for some child w of v.
low provides us with the brst node reachable from D (in preorder numbering) via a back edge. If low(v)>=num(v) then there is no back edge to

a predecessor of v, so removing v disconnects the graph
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Biconnectivity (optional)

Right: DFS starting from A, each vertex labeled with num/low. APs are C, D

@ ()
8N\
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EilS1 Best Solution, Length-428.87175

31
26

Harder Problems: TSP S

23
48
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Not all path problems are as easy as the ones we have seen. =

Some do not permit any fast solutions. T

The most famous instance is the travelling salesman problem (TSP). 5 s

TSP: Find a path through the graph that visits each vertex exactly once vl "ol
(once and only once) and has a total length of less than some constant £. « 4

40

This problem is known to be NP -complete. You will learn about NP -complete
problems in FIT2014/FIT3014. For now it has to suffice to say that they are really hard...
Given a solution you can check in polynomial time that it is correct, but

there is no way to solve such problems in polynomial time from scratch:

basically there is no way around having to check every possible path in the worst case.

(This is oversimplified... nobody has proven this (vet), but there is an enormous amount
of evidence that it is true and practically every computer scientist/mathematician believes it.)
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