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Abstract

In order to facilitate effective search and retrieval of multimedia data in rapidly

growing collections, much research has been devoted to Content-Based Mul-

timedia Retrieval (CBMR) in general and to Content-Based Image Retrieval

(CBIR) in particular. In CBMR, similarity between items is computed based

on automatically extracted features. Relevance Feedback (RF) has been used

to deal with user subjectivity and the semantic gap by keeping the user “in

the loop.”

Existing methods for RF can be considered to have a system-centric bias

since they are typically modelled very closely in terms of the retriever that

they aim to augment. However, RF is concerned with a different problem from

retrieval. Retrievers return a ranked list of matches ordered by similarity to

a query specification whereas RF deals with “understanding” the information

need implicit in the user’s classification of seen results and expressing it to the

retriever. Therefore, for an RF approach to be truly user-centric, it should

be modelled in general terms, i.e. as independently of any particular retrieval

mechanism as possible.

This thesis proposes a novel, classificatory analysis based relevance feed-

back framework (CAFé) based on a user-centric model of information need

that is independent of any particular retrieval paradigm. The model of the user

need is based on the principle that a complete representation of the user need

is contained in an exhaustive user classification of the collection. This model

provides a conceptually appealing basis for relevance feedback; each successive



iteration of relevance feedback can be treated as a classification that becomes

a closer approximation of the user’s information need. The system iteratively

achieves a better “understanding” of the user’s information need, gradually

converging to a satisfactory set of results.

The framework is based on Rough Set Theory (RST), which is explicitly

designed to deal with classificatory analysis incorporating uncertainty and

approximation. The user’s information need may not be expressible in “crisp”

terms of the feature information, hence the need for rough approximations.

RST-based concepts and algorithms are used to identify sets of attributes that

preserve the user classification as well as the entire attribute set. Such attribute

sets are used to represent the system’s approximate understanding of the user’s

information need. Two methods for using the distilled approximation of the

information need are proposed. The first fuses the obtained approximation

into a single revised query specification, which can be fed to the retriever. The

second is based on fusing the results obtained from multiple retrieval runs,

each run corresponding to one aspect of the approximated user need.

The theoretical development of the framework itself is formulated without

placing constraints on the mode of the collection, the nature and domain of

the features or indeed the underlying retrieval mechanism. To demonstrate

the applicability of the framework to different retrievers it is implemented in

conjunction with two separate image retrieval systems. Post-feedback retrieval

results from both the retrievers are studied under various conditions: using

their native feedback mechanisms; using a generic CAFé-based mechanism

and using a CAFé-based mechanism customised for the particular retriever.

The study demonstrates the extent to which the user’s information need is

captured and how well it can be communicated to the retrieval engine.
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Chapter 1

Introduction

The affordability of digital multimedia acquisition equipment and large sec-

ondary storage devices has resulted in the accumulation of very large and

varied collections of multimedia data – image, video and audio – stored in

computer accessible digital format. It is not uncommon for an individual to

have a personal collection of digital images, audio and video that together take

up storage space in the order of gigabytes. Quite apart from personal leisure,

organisations are able to archive valuable image, video, and audio data that

is crucial to their function. Such data can include satellite imagery, security

camera footage, video and audio recordings of meetings and conferences, etc

that can collectively take up terabytes worth of storage. Given the rate of

proliferation of digital cameras and audio recording equipment, the sizes of

such collections can only increase.

Obviously, as the size of multimedia databases and collections increase,

effective search and retrieval techniques become of greater and greater impor-

tance for effective management and use of the data.

At first glance, it might seem that an approach to making such collections

accessible for effective search and retrieval might be based on annotating the

individual items in the collection textually. Such an approach has indeed

been taken and is appropriate under certain conditions. However, the sheer
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bulk of such collections can make manual keyword annotation of items in them

infeasible. In fact, the richness of the semantic content of a given image or video

clip, and the variety in a given collection can result in sufficient complexity to

render simple keyword descriptors inadequate even if it were feasible to assign

them to the multimedia data. The above factors make searching for required

information in such collections complex, since existing computer systems can-

not directly compare multimedia data in a useful manner. Hence there has

been much research into the discipline that has come to be known as Content-

Based Multimedia Retrieval (CBMR), in which automatically extracted meta-

data regarding the multimedia database is used as the basis for judging the

similarity of items in the database.

Despite significant progress in the area, certain challenges related to the

fundamental nature of the multimedia retrieval problem remain. These are

user subjectivity; i.e. two human users may disagree on the similarity of two

items of data, and the semantic gap; i.e. the criteria that make two items of

multimedia data similar to a user may not be well reflected in the automatically

extracted meta-data regarding those two items.

Relevance feedback, a technique for improving information retrieval by

learning from user input regarding their perceived similarity of retrieved re-

sults, has been shown to be a powerful tool to deal with the twin challenges

of subjectivity and the semantic gap.

In this dissertation, the critical need of keeping the user in the loop for the

purposes of facilitating effective content-based retrieval of multimedia data is

acknowledged. It is argued that further work is necessary in order to develop a

truly user-centric relevance feedback approach that can “understand” the user

feedback and convey this understanding to a retrieval system.

The dissertation presents a formulation of the requirements of such a user-

centric approach as a list of desiderata based on an analysis of existing work on

relevance feedback in Content-Based Multimedia Retrieval. It then proceeds
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to propose a general framework for relevance feedback in CBMR called CAFé

(Classificatory Analysis based FEedback) which treats the relevance feedback

problem as one of classification while considering it distinct from the retrieval

problem. Care has been taken to develop the framework in accordance with

the desiderata proposed. The extent to which the proposed system satisfies the

desiderata is studied and also results from experiments based on implementing

the framework for image retrieval are presented.

In this chapter, we provide an introduction to the overall research area

of CBMR in Section 1.1. What we consider the fundamental challenges that

persist despite the research in the area are discussed in Section 1.1.1. With

this discussion as the background, the motivation for the research as well as

the objectives that are set for this dissertation are laid out in Section 1.2.

The contributions that the dissertation makes are then outlined in Section 1.3.

Finally, the layout of the dissertation is described in Section 1.4.

1.1 Content-Based Multimedia Retrieval

A body of tools and techniques has emerged to address effective and efficient

retrieval of data from large collections of multimedia data has emerged to form

the area known as Content-Based Multimedia Retrieval (CBMR). Inspired by

the wealth of research done regarding the indexing and retrieval of textual

information, these techniques rely on automatically extracting numerical rep-

resentations of audio-visual information and using this extracted data as the

basis of comparison and matching. The audio-visual content of the collection

is reduced to this extracted data representing various properties called features

like colour, texture and shape in the case of images and additional temporal

information for video clips. To a CBMR system, the numerical values as-

signed to these features for a given multimedia object represent the entirety

of information available regarding it. The principle is that the features are
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designed to capture the salient contents of the raw data and hence if two

objects have similar feature values, users may find them perceptually similar.

Retrieval systems measure this feature similarity in a variety of ways, such

as by representing each object as a point in feature space and computing

the distance between them. However, as explained in the following section,

significant challenges remain.

1.1.1 Challenges in CBMR

CBMR remains a complex and challenging field of research. Significant design

and implementation issues arise from the requirements of effective storage and

representation of both the raw data and the voluminous meta-data that can

facilitate effective effective search and retrieval. Parallel issues have been

encountered with large structured databases as well as large collections of

unstructured documents.

However, this section specifically, and this dissertation in general, is con-

cerned with the higher-level, user-centric challenges that are characteristic of

CBMR.

1.1.1.1 Semantic Gap

Despite the phenomenal amount of work in the area such as the development

of sophisticated methods of similarity computation and the elaborate design

of various features, a significant challenge in the content-based retrieval of

visual information called the “semantic gap” remains. The term is used to

refer to the vast gulf that exists between human users’ perception of similarity

between two items of visual information and system computed measures of

similarity based on automatically extracted feature information. Even with-

out a precise explanation of the mechanism of similarity perception from a

cognitive or physiological perspective, it is evident that human users can form
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a very personal and complex impression in their minds while viewing visual

information. Two or more images1 that convey a similar impression would be

considered “similar.” These impressions may be based on a number of factors

including, but not limited to, the semantic content of the image, the users’

background knowledge and the context that the similarity is being considered

in. For example, a user may be able to associate the (semantic) concept

“President of the United States of America” with an image portraying George

W. Bush. If they are aware that Bill Clinton has also been a president of

America (background knowledge) and they are interested in images of current

and former presidents (context), then an image of Bill Clinton would be

considered similar but one of, say, Michael Douglas would not. This notion of

similarity may not necessarily be apparent to a retrieval system depending on

what other images are to be compared against and what kind of features have

been computed for the images. So while our hypothetical user considers images

of Clinton and Douglas dissimilar, the retrieval system finds them somewhat

similar to each other and distinct from the other images in the collection based

on the limited feature information available to it. In essence, then, the semantic

gap arises due to the gap between the high-level, semantic-based perception

of the user and the low-level, feature-based similarity computation of retrieval

systems. This may be seen as a limitation of the similarity measure, the

available feature information, or indeed of both.

1.1.1.2 Subjectivity and Context Sensitivity

Besides the semantic gap, the other great challenge is posed by the subjectivity

and context-sensitiveness of human users. Due to the personal and internal

nature of perception, two different users can disagree completely with each

1While our discussion in this chapter uses still images as an illustration, the issues

presented remain of broader pertinence and apply to other modes of multimedia including

video and audio clips.
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other as to whether two given images are similar depending on what they are

looking for, i.e., their criteria for judging similarity. To revisit our previous

example, hypothetical user B may disagree with the user in Section 1.1.1.1 if

they are interested in what they would consider “images of handsome men.”

In user B’s judgement, images of Clinton and Douglas might satisfy this

criterion and hence be mutually similar, while the image of Bush might be

seen as dissimilar. Note that this situation may arise even if user B is fully

aware of the semantic concept “President of the USA” and possesses the

background knowledge that both Bush and Clinton are related to that concept.

To further complicate matters, it is of course possible that the same user can,

at various times, due to a difference in context “disagree” with their own

perception. From a system-centric point of view the above behaviour seems

inconsistent, which makes it difficult for a similarity measure based on static

feature information to cater to the dynamic information needs of human users.

1.1.2 Towards Addressing the Challenges

Given the nature of the semantic gap, three broadly related approaches that

may reduce its impact on multimedia retrieval systems intuitively become

apparent :

1. Improve the design and selection of the features on which the collections

are to be indexed to the point where users’ similarity criteria are faithfully

reflected in the extracted information.

2. Develop similarity measures that better mirror human perception while

being computationally feasible.

3. Identify the combinations of features and similarity measures that are

most successful at reflecting the users’ perception.
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Each of these approaches has, in fact, been taken towards making CBMR

systems more effective at meeting users information needs.

Various features have been developed designed to best represent multimedia

data. In the case of visual features, for instance, early work focused on

greyscale images [HSD73]. The advent of digital colour imagery required better

representation of colour features. Histograms in RGB space became popular

for representing the colour in images. As its limitations in reflecting the user’s

perception became apparent, other colour spaces began to be used, specifically

the cylindrical HSV space and the CIE spaces. The recognition of shape and

object outlines as important perceptual properties led to colour-based spatial

features and segmentation techniques. For an overview of colour spaces and

colour-based features used in image retrieval see [SC96].

There have also been attempts to select appropriate ways of computing the

similarity. For instance, methods employed to compute the distance between

the feature vectors as a measure of the dissimilarity between the images the

vectors represent have been based on Euclidean distance (e.g. [ISF98]),

histogram intersection distance (e.g. [SB91]) and the quadratic distance

(notably in [FBF+94]). Apart from this, work has been done to express

similarity computation as estimating the probability that a given item in

the collection is relevant to the user’s information need given the feature

information about the query (e.g. [CMOY96b]). Other approaches have

been proposed for finding similar images to a query have included ones based

on machine learning techniques (e.g. self organising maps as in [KLLO00]).

Relevance feedback can be seen as falling under the last of the three

approaches above. Broadly speaking, all relevance feedback techniques can

be understood as methods to identify a combination of features and similarity

measure that reflects the user need as indicated by them during their feedback.
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1.2 Motivation and Objectives

1.2.1 Relevance Feedback

The automatic adjustment of the similarity measure and the feature informa-

tion based on users’ input to better meet their information need has evolved

into a very effective approach – Relevance Feedback (RF).

Relevance feedback is a technique originally developed for incorporating

user interaction into the retrieval of textual information. The user provides

feedback to the system regarding the relevance of the results retrieved by the

system. The system tries to learn from this feedback and retrieve another set

of results that should better meet the user’s information need. This kind

of technique has been widely discussed in the literature on content-based

multimedia retrieval, especially in image retrieval, and shown to consistently

improve retrieval results.

Relevance Feedback can be seen as the component of CBMR that is meant

to ensure that the user’s personal information need is taken into account in the

best possible manner. Thus it can be a single powerful tool for dealing with the

twin problems of the semantic gap and subjectivity [RHOM98]. The intensive

research in the area has served to demonstrate the potential of keeping the

users “in the loop” – the use of relevance feedback virtually always improves

recall and precision over a simple non-interactive retrieval [RH99]. Valuable

insights into the nature of this unique problem have also emerged [ZH03].

However, there is much scope for further work in the area, which motivates us

to study the problem and identify objectives for this dissertation.

1.2.2 Relevance Feedback should be User-Centric

Despite the demonstrated ability of having users in the loop, the principles

on which widely accepted models for relevance feedback are based tend to
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be system-centric than user-centric. Intuitively, it seems that for relevance

feedback to be effective, a very strong and explicit emphasis on capturing and

analysing the user information need is required. This intuitive hypothesis is

not stated explicitly in the literature, but our analysis of existing work does

lend it support (Chapter 2).

The motivation for the study of relevance feedback in this dissertation

stems from the premise that a user-centric relevance feedback technique should

ideally be able to - in some sense - “understand” what a given user wants with

respect to their specific query. To rephrase, an expression2 of the semantic

content of the user’s information need is contained in their classification of

retrieved results. A truly effective, user-centric relevance feedback technique

should be able to capture this semantic content and translate it into system-

centric terms for more effective retrieval.

1.2.3 Relevance Feedback as Independent of Retrieval

As an implication of the above, the need arises to study relevance feedback as

a problem with its own specific characteristics. Existing techniques are often

developed very closely in conjunction with a retrieval method. However, while

the relevance feedback module and retriever are complementary, they perform

fundamentally different tasks. A retriever should be able to return the top-n

matches in return to a given query specification. A relevance feedback module

should be able to interpret the users’ semantic needs from their classification

of results and communicate the best possible approximation of this need to the

retrieval engine. Intuitively it seems that if relevance feedback is too closely

coupled with retrieval, it may be susceptible to the same limitations that are

inherent in the retrieval engine.

2or at least a partial expression
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One of the major motivating factors for the research was investigating

the consequences of considering relevance feedback as distinct problem from

retrieval and attempting to model it in retriever-neutral terms.

1.2.4 General Framework as Basis for Comparison

It is desirable to have a theoretical foundation for comparing and contrasting

relevance feedback models. Such a framework would have to be able to cope

with existing models of relevance feedback as well as be extensible in order

to capture the essentials of future relevance feedback techniques that might

be developed. Developing such a framework would also present a novel per-

spective for gaining new insights into the problem. Hence, we are interested

in examining how relevance feedback can be approached in a general manner.

We propose that the way to do this is a logical extension from the position

regarding the independence of the relevance feedback from the retrieval engine

(Section 1.2.3). This is by placing as few constraints and making as few

assumptions as possible regarding not only the retrieval engine, but also the

capabilities of the user interface and the nature or domain of the features.

Specifically, a general framework should not be limited to being able to deal

with only two user classes (relevant and unmarked) or three user classes (rel-

evant, non-relevant and unmarked). There have been attempts to generalise

relevance feedback as (1 + x) (all relevant results are alike, each non-relevant

items are non-relevant in their own way, e.g. [ZH01a]) and (x + y) (multiple

classes of relevant and non-relevant items, e.g. [NH02, NMH02, NMH03]) class

problems in CBIR. On the other hand there has been work into various degrees-

of-relevance feedback (e.g. highly relevant, somewhat relevant, somewhat non-

relevant, non-relevant as in [WLM03]). A general framework should be able

to subsume these approaches and provide a common foundation for comparing

and contrasting them.
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1.2.5 Classificatory Analysis and the Choice of Rough

Sets

The previous sections serve to highlight that there are specific pitfalls that we

consider it is crucial to avoid. These are:

• Basing relevance feedback on an overly simplistic model of the user

information need.

• Formulating relevance feedback in terms too closely knit with the re-

trieval technique.

• Restricting capabilities to those provided by a particular user interface

e.g. allowing for only positive samples, multiple categories of relevance,

etc.

• Making benchmarking well in terms of evaluation measures based on

absolute judgements influence the modelling process.

• Introducing assumptions that are necessary for computational conve-

nience at a very high level of abstraction.

We contend that by avoiding the identified pitfalls we can overcome the

influence of system-centric biases to a greater degree than has generally been

accomplished.

Given that it has been deemed desirable not to place constraints on the

limitations of the user interface (Section 1.2.4) and the retrieval engine (Sec-

tion 1.2.3), the implication is that in the general case we need to be able to

handle feedback based on an arbitrary number of user categories. A sufficiently

advanced retriever could even allow for user-defined categories (in the spirit of

[SJ98]). Further, to remain user-centric (Section 1.2.2 ) we are interested in

distilling an approximation of the knowledge that the user has regarding their
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specific information need. Thus a classificatory analysis approach is intuitively

appropriate and conceptually justifiable.

The pitfalls above and the relevance feedback problem in general present

certain requirements that dictate which classificatory analysis tool might be

appropriate. Specifically, to remain user-centric, a technique that does not

require artificial parameters, external membership functions or assumptions

regarding probability distributions, etc is required. Since the results that the

user classifies are the result of a retrieval, they are virtually guaranteed to be a

non-representative sample of the entire collection. Furthermore the classified

results are likely to constitute a very small sample. A technique that is overly

reliant on the acquisition of a large and representative sample is therefore

unsuitable. Finally, to remain retriever neutral, it is vital to choose a technique

that can be adapted to suit a wide variety of retrieval mechanisms without an

“impedance mismatch”. Hence for a tool to be usable as the basis for our

framework it needs to not only match against the problem characteristics of

feedback itself but also be supported by theoretically sound extensions that

make it compatible with other mathematical tools. This will ensure that the

framework is generally applicable to various retrievers and that it can naturally

be used to express the characteristics of existing feedback methods.

The motivation discussed above has been channelled into the overall objec-

tive of developing a general, extensible framework for relevance feedback that

fulfils the requirements in the previous paragraph.

Our motivation itself suggests classificatory analysis as the overall direction

as a suitable basis for the proposed framework. The rationale and justification

for the specific choice of rough set theory is presented in greater detail in

Chapters 2 and 3.
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1.3 Research Contribution

The major contribution of this dissertation is the proposal of a novel relevance

feedback framework (Chapters 3–4). The framework is based on the principle

that, in heterogeneous collections where there is no definite ground truth, a

complete representation of the user need is contained in an exhaustive user

classification of the collection. In other words, for a given query, if the user

were to go through the entire collection and manually identify whether each

item was relevant or not to that query, then this labelling is the definitive

representation of the user’s information need. Such a user-based, manual

classification is obviously not feasible in itself. Further, it does not necessarily

ensure that the users information can be exactly and unambiguously expressed

in terms of the low-level feature information available. However, it provides a

conceptually appealing basis for relevance feedback. Each successive iteration

of relevance feedback becomes a closer approximation whereby the system

achieves a better “understanding” of the user’s information need, gradually

converging to a satisfactory set of results.

The salient features of the framework are that it

• is based on user-centric principles in order to best deal with subjectivity

and the semantic gap while being built on a solid theoretical foundation

that is conceptually appealing.

• is applicable in general for relevance feedback to collections of images,

videos, audio clips etc; i.e. does not constrain the mode of the collection.

• is general enough to work with a variety of retrieval engines including

inter alia ones based on the vector-space model, and probabilistic model

• places no constraints on the domain and nature on the feature informa-

tion and does not require artificial assumptions regarding their distribu-

tion to be made.
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• is extensible so that it can naturally and easily incorporate techniques

such as keyword features, user profiles, expert classifications, region-

based matching and pre-clustering.

A further contribution is the synthesis of the desiderata for a relevance

feedback framework (Section 2.5). The desiderata have been developed as

the result of analysis of the literature and can serve as guidelines for further

extensions to the framework as well as future work in relevance feedback in

general.

A two-fold contribution is made to the literature on rough set theory.

Firstly, the discussion, the framework and the associated implementation are

a pilot case study establishing a new domain for rough set theory. Secondly,

the adaptation of the theory to what we call the “growing sample” problem

domain includes theoretical results that can be of use to the wider rough set

community (Section 4.2).

The implementation of the proposed relevance feedback framework and its

integration with existing retrieval models is demonstrated (Sections 4.6, 5.2,

5.3). The analysis of the user feedback and attempt to “understand” the user

need remains the same. The way this information is communicated to the

retrieval engine has to be adapted based on the nature of the retrieval model.

1.4 Overview of the Thesis

The rest of this dissertation is organised as follows:

The following chapter presents an overview of existing work in relevance

feedback in CBMR and its role in dealing with subjectivity and the semantic

gap. While we are interested in the retrieval of multimedia information in

general, relevance feedback in image retrieval in particular has had much

attention focused on it and this bias comes through in the review. The existing

methods are presented as a taxonomy of relevance feedback techniques based
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on their underlying conceptual thrust and their model of the users information

need rather than what mode of multimedia they apply to. This helps to identify

and characterise the various approaches to the problem. A detailed analysis of

the comparative limitations and strengths of the existing approaches is used to

to develop desiderata for a relevance feedback model. These desiderata serve

as guiding principles for the design of the proposed framework. They can also

be useful for future work in the area.

The proposed framework for relevance feedback, CAFé is presented in

Chapter 3. Rough Set Theory [Paw91] is identified as a natural and conceptu-

ally appealing basis to model relevance feedback, based on a discussion of its

underlying philosophy and capabilities vis-a-vis the desiderata of Chapter 2.

The necessary rough set theory background is then introduced. The overall

architecture of CAFé is subsequently outlined and the modelling of the collec-

tion and the user’s feedback in rough set theoretic terms presented. We then

show how various expressions of user feedback can be accommodated by the

proposed model. The idea of the distillation of an approximation of the user’s

information need based on their feedback is also introduced. Care is taken to

distinguish between the analysis of the user feedback and its expression to an

underlying retrieval engine. Such an approach allows CAFé to be presented

independently of any particular retriever, which is one of the key desiderata.

Chapter 4 builds on the outline of the previous chapter and develops the

proposed framework in greater detail. A theoretical analysis of successive

iterations of feedback expressed in rough set theoretic terms is made. This

analysis provides the basis of the synthesis of the approximation of the user’s

information need. Two principal, generic ways of communicating the approxi-

mation of the user need to a retrieval engine are proposed. A running example

based on a simple image collection is used throughout the chapter for clarity.

15



Details on relevance feedback methods based on CAFé that are customised

for two specific retrievers – one vector-space and one probabilistic – are doc-

umented and discussed in Chapter 5. Experimental results from the imple-

mentation of these feedback methods are presented. The results and theory

presented are used to support the retriever-independence claim; the CAFé-

based analysis is useful regardless of the retriever.

A summary of the research done towards this dissertation and the con-

clusions drawn from it are summarised in Chapter 5. Potential avenues for

further work based on the dissertation are also briefly explored.
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Chapter 2

Relevance Feedback in

Multimedia Retrieval

2.1 Introduction

This chapter presents our analysis of relevance feedback in content-based multi-

media retrieval, establishes the need for a general, high-level model and outlines

our proposed desiderata for a relevance feedback method.

First, the key concepts “relevance”and “similarity” are examined 2.2. Due

to the intuitive appeal of these terms, they are widely used in the literature

on information retrieval generally and in work on content-based multimedia

retrieval specifically. However, translating these concepts into system-centric

terms remains problematic for reasons that are outlined. These problems and

their relationship with the issues of the semantic gap and subjectivity are

analysed. This analysis is used to demonstrate the need for relevance feedback

in content-based multimedia retrieval.

Having established the need for relevance feedback, the various ways in

which relevance feedback has been interpreted and what techniques have been

used to tackle the problems encountered are discussed 2.3. Exploring the rich

variety of tools and algorithms in the literature makes it abundantly clear that
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relevance feedback is indeed a powerful and mature way of addressing user

subjectivity. However, key issues remain worthy of further investigation 2.4.

In particular, we argue that traditionally the relevance feedback technique

designed for a particular retrieval method is given insufficient attention as

compared to the actual retrieval and indexing strategies in the context of

multimedia retrieval. In order to address the identified issues, we formulate

desiderata that take into account the strengths and weaknesses of existing

approaches and recognise the complexity and significance of the relevance

feedback problem 2.5. These desiderata are used as guiding principles for

our proposed general model, which is developed in the subsequent chapter.

If the relevance feedback technique is modelled in a general fashion, it

can focus on interpreting user input and be loosely coupled to the retrieval

engine and the feature set. A general relevance feedback model would also

support user feedback in terms of an arbitrary number of classes, i.e. support

the classification of the result set into the categories relevant and unmarked;

relevant, non-relevant and unmarked; or even, say, results given an integral

ranking between one and five.

2.2 Relevance, Similarity, Feedback and CBMR

Before a discussion of the use of the term relevance feedback in the literature, it

is necessary to introduce the terms similarity, relevance and user information

need.

The origins of such terms go back to the literature on “document re-

trieval systems” or “information retrieval (IR) systems” ([Luh57, Cle70, Sal70,

Jon71]), as they came to be known, which dealt with the retrieval of (electronic)

text documents from semi-structured or unstructured databases in response to

queries posed as keywords. Since the user queries are keywords that may occur

in the documents rather than meta-data based, such retrieval can be regarded

18



as analogous to content-based retrieval although the query paradigm is not

query by example.

Retrieval in the sense used in IR and CBMR can be contrasted with

retrieval from structured databases (sometimes referred to as “data retrieval”

when making an explicit distinction e.g. in [vR79]) where searching for data

involves exact matches e.g. a particular record in a relational database either

matches a search condition or it doesn’t. In IR searching for documents that

correspond to a user’s query expressed as a few keywords led to the inter-

related notions of similarity, relevance and user information need.

In order to facilitate discussion that applies to IR as well as CBMR, let

us allow the term item to encompass various modes and refer to any item in

a collection of similar items. Thus, an item could be an image in an image

collection, a video clip in a database of video clips, and even an electronic

document in a library of such documents, etc.

2.2.1 User Information Need

Informally, it can be said that the user has an idea of what kinds of items they

are searching for. The users’ intuitive understanding of what items would be of

interest to them is what we refer to as the user’s information need throughout

this dissertation. The query posed by the user represents an attempt by the

user to express their user information need in a form that the retrieval system

can process. It should be noted that the query expression represents a point

of difference between IR and CBMR. In IR the query is typically a set of

keywords whereas in CBMR it is more usual to query by example (QBE) or

by multiple examples (QBME). However, several variations are possible such

as query by sketch for image retrieval [SM99], query by humming for audio

[GLCS95], etc. An early attempt to distinguish between the user’s information
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need as an abstract concept and the user’s query as a representation of this

need was made in [MK60] in the context of IR.

2.2.2 Relevance and Similarity

It follows from the preceding discussion that a relevant item is then simply

one that satisfies the user’s information need. Typically, if a user inspects

a document, they can determine whether or not the document in question

is relevant. However, the prohibitively large size of collections means that a

retrieval system becomes necessary.

Note that the notion of the relevant item above is presented from the

user’s point of view, which is what we refer to as a user-centric perspective.

From a system-centric point of view, typically a CBMR system relies on the

assumption that if there is sufficient correspondence between the system’s

representation of an item x and a query q, the item is deemed “similar” to q.

Items that are sufficiently similar to q are expected to be relevant to the user

posing query q. [Lav04], which discusses various definitions of relevance that

have been used in the IR literature, describes this kind of relevance as being

referred to variously as system-oriented relevance or algorithmic relevance in

the context of documents and queries expressed as keywords. The system-

centric notion of similarity is easily generalised to apply to pairs of items in

the collection, which leads to the so-called cluster hypothesis1 and enables the

QBE/QBME paradigm.

Various limiting implications of relevance and similarity as outlined above

have been pointed out and discussed in depth. In CBMR among the most

significant limitations are the fact that the representations of the items in the

collection consist of automatically extracted information based on low-level

features that can be considered to capture only a primitive level of semantic

1“Documents that cluster together tend to be relevant to the same requests [vR79].”
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detail regarding the item. Hence if the system’s estimate of relevance is

based on a computed similarity score based on comparison of such feature

information, it will not necessarily correspond to user-centric relevance. The

second is that if similarity between two items in a collection is completely

determined by their representations within the system, then by definition such

a notion of similarity completely neglects the issue that the user’s information

need plays a role in determining whether two given items are similar to each

other. These two limitations are the two challenges in CBMR – the semantic

gap and user subjectivity (Section 1.1.1) – which we arrived at here as a

consequence of system-centric notions of relevance and similarity.

It could be argued that, since these challenges arise in relation to limitations

in feature extraction and as a consequence of the interpretation of relevance

and similarity, the way to deal with them should involve improving feature

extractors and definitions of relevance. Indeed the development of effective

features and efficient algorithms for visual and audio features remains an

active area of research (see e.g. [LSDJ06]). Also, in the literature on IR,

so many varying definitions of relevance have been proposed over the years

that comparatively recent work has been done in order to propose a unified

definition of relevance that would subsume and classify them, e.g. [Miz98,

CI00].

However, it should be noted that even with extremely effective feature

extraction techniques and sophisticated definitions of relevance and similarity,

it would still be very difficult to capture the entire semantic content of the

effect observing a multimedia item has on a user. Consider the case of doc-

ument retrieval; even though the entire text of a document is available for a

representation to be extracted, ambiguities and controversy arises in definitions

of relevance and similarity. The introduction to a survey on the early years of

content-based image retrieval begins thus:
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There is something about Munch’s “The Scream” or Constable’s “Wive-

noe Park” that no words can convey. It has to be seen. The same holds

for of a picture of the Kalahari Desert, a dividing cell, or the facial

expression of an actor playing King Lear. It is beyond words [SWS+00].

While the statement is used to support the retrieval of image retrieval by

visual content rather than by associated keywords, it does give an idea of the

magnitude of the task involved in capturing the semantic content of images

(and by extension, audio and video clips). The task is made yet more complex

by the fact that user perception is typically influenced by knowledge regarding

the objects or events recorded in a particular item. The gap between the

real-world object and its depiction in an electronic recording is referred to in

[SWS+00] as the sensory gap.

This brings us to a point regarding the use of sophisticated definitions of

relevance and user information need: for practical reasons it may be neces-

sary to formulate and use a strict and comparatively simplistic definition of

relevance, otherwise given the breadth of individual personal responses, one

could possibly conceive of circumstances under which almost every item could

be considered relevant to a particular query. This very concern is raised in

[Lav04] in connection with definitions of relevance in IR by citing [Fai63].

2.2.3 Relevance Feedback

Relevance feedback (RF) aims to iteratively improve the results of retrieval,

involving the user by indicating their opinion of initially retrieved results. RF

was initially proposed in IR [Roc71] but has subsequently been widely studied

in CBMR, particularly in CBIR [ZCLS03].

The component of a CBMR system that deals with relevance feedback can

be conceived of as a module in the overall system architecture, as shown in

Figure 2.1. For emphasis, the relevance feedback is shown in blue and its
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interaction with other related modules is shown with magenta arrows. Such

interaction is principally involved with the user interface, the index and the

retrieval engine. The relevance feedback module – treated as a self contained

module – and its communication with other modules of the CBMR system will

continue to be the focus of the dissertation.

The User Interface(UI) provides the mechanism through which the initial

query is posed, the results are presented to the user and through which feedback

is provided. The feedback can be provided in a number of ways; typically

results considered “relevant” and/or “non-relevant” are marked as such by the

user.

The Retrieval Engine (RE) initially takes a representation of the user query

as its input. This input is typically the feature information of the query item

(in query by example), or a synthetic feature signature (in query by multiple

example). It produces a set of results that are items from the collection

calculated to be most relevant to the user query. Due to the prohibitive

sizes of collections, usually only the top-n matches are displayed. REs are

often conceived of as distance functions that compute the distance between

the query and item vectors in feature space, such as [ISF98]. More complex

retrieval engines include Bayesian Networks (as in [WSI01]), and SOMs (as

in [KLLO00]). After an iteration of relevance feedback a modified query speci-

fication is generated that is meant to learn from the user feedback and improve

subsequent retrieval. A discussion of techniques for doing so is presented in

Section 2.3.

There is potential for the use of previously recorded data by the RF module.

In existing work, this historical information includes records of past sessions of

relevance feedback by multiple users (e.g [MSP04]) and training sessions by

individual users (e.g. [VL00]). In these works, the analysis of the historical

data is done in order to enhance the RE functionality. This is represented by

the dashed line in Figure 2.1. In our approach, the RF module is the component
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dealing with subjectivity and user-specific issues. Hence it is conceptually more

appealing to incorporate functionality that can exploit such data in the RF

module.

A succinct overview of the relevance feedback process in CBIR is provided

in [ZH01b], which we paraphrase and generalise to CBMR here:

(i) The system provides initial retrieval results through query-by-keyword,

sketch, example, etc.;

(ii) The user provides judgement on the currently retrieved items as to whether,

and to what degree, they are relevant or non-relevant.

(iii) The system learns and retrieves another iteration of results. Go to

Step (ii).

Naturally, the user can terminate the process when they are satisfied with

the results retrieved. They may also terminate the process after several itera-

tions if they feel that the system may not be able to satisfy their information
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need. They may choose to initiate initial retrieval again with a different query

specification, or simply to give up.

The description above allows various methods by which the user judgement

is to be provided. In [ZCLS03], which contains a survey of relevance feedback

techniques in CBIR, the description used is more restrictive:

Relevance feedback [...] is a supervised active learning technique used

to improve the effectiveness of information systems. The main idea is

to use positive and negative examples from the user to improve system

performance. For a given query, the system first retrieves a list of ranked

images according to a predefined similarity metrics [sic]. Then, the user

marks the retrieved images as relevant (positive examples) to the query

or not (negative examples). The system will refine the query based

on the feedback and retrieves a new list of images and presents to user.

Hence, the key issue in relevance feedback is how to incorporate positive

and negative examples to refine the query and/or to adjust the similarity

measure. [ZCLS03]

We can replace the word “images” with the word “items” above in order

to apply this description to CBMR instead of only CBIR. However, in this

description, the provision of relevance judgements is restricted to positive and

negative examples. While this may seem overly restrictive, it is possible to

go to the other end of the spectrum: in a very broad sense, virtually any

aspect of user-system interaction can be used in the interpretation of their

judgements regarding the system, e.g. the time spent at a web page, the

motion of their eyes while viewing an electronic document, etc. Hence, in

the context of content-based multimedia retrieval we use relevance feedback in

the conventional sense, whereby users are allowed to explicitly indicate their

opinion of results returned by a retrieval system subject to the constraints.

However, in the literature generally and in this dissertation in particular, the
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precise mechanism for indicating user judgements is not limited to only the

provision of positive and negative samples.

A retrieval system can allow the provision of user feedback in a number

of ways, e.g. the user only selects results that they consider relevant to

their query (only positive examples), the user provides positive as well as

negative examples, the user provides some sort of ranking of the retrieved

items, etc. In general terms, the user associates some or all of the results with

a number of categories. The relevance feedback module should be able to use

this classification to improve subsequent retrieval. It is expected that several

successive iterations will further refine the result set, thus converging to an

acceptable result. What makes a result acceptable is dependent on the user;

it may be a single result (the so-called “target searching” of [CMOY96b]). On

the other hand, acceptable may mean a sufficient number of relevant results

(referred to as a “category search” by [CMOY96b]).

Intuitively, for the results to be in conformance with the user’s information

need, the relevance feedback mechanism should understand why users mark

the results the way they do. It should ideally be able to identify not only what

is common about the results belonging to a particular category but also take

into account subtleties like what the difference is between an example being

marked non-relevant and being left unmarked.

Having outlined our perspective on relevance and relevance feedback, we

proceed to discuss existing approaches to relevance feedback in the following

section.

2.3 Existing Approaches to RF in CBMR

In this section an attempt is made to outline the major approaches to relevance

feedback that have been adopted by various researchers. Due to the emphasis

on feedback in CBMR as opposed to IR, in general the IR literature is not
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covered extensively in the following subsections, but is duly referred to when

discussing the origins of methods that have been used in CBMR. Secondly,

work done in CBIR/CBMR that is strongly focused on retrieval mechanisms

is not covered in great detail save for when such work involves a significant

emphasis on relevance feedback in addition to retrieval2.

Further, an examination of the literature reveals that relevance feedback

in image retrieval in particular has received a tremendous amount of atten-

tion [ZH03, ZCLS03, WLM05]. Although recently the interest in relevance

feedback as applied to video retrieval has been growing (e.g. [SLS+05, GJS06]),

this research is largely based on techniques that have been successfully used in

image retrieval when visual features are augmented by a temporal dimension;

i.e. the novelty stems from the use of textual annotations (as pointed out

in [SLS+05]) or the incorporation of features more suited to video (e.g. the

methods documented in [GJS06]) rather than significant advances in relevance

feedback methods themselves. The review in this section thus can be seen to

cover a greater number of feedback methods as applied to image retrieval rather

than from applied to other modes of data. However, the issues discussed apply

to CBMR in general. This will continue to be the approach in subsequent

chapters; the theory is intentionally developed independently of the mode of

the multimedia data in Chapters 3 and 4. The application of the theory is

illustrated by its use in CBIR in Chapters 4 and 5.

Our review of existing approaches proposes a broad categorisation of rel-

evance feedback methods based on their conceptual underpinnings into the

following broad approaches: Classical, Probabilistic, Machine Learning and

Keyword Integration.

2For a survey covering the development of various aspects of CBIR including retrieval

methods, visual features and other aspects not directly included in the scope of this

dissertation see [SWS+00]. A more recent survey on image and video retrieval can be

found in [SLZ+03]
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This classification scheme builds on existing attempts to review the litera-

ture on relevance feedback in CBMR; in particular [ZCLS03], [ZH03] and [WLM05]

are drawn upon. In [ZCLS03], a broad distinction is made between “Classical

Algorithms” and “Relevance Feedback as a learning problem.” Under the

heading of the learning problem various existing approaches are discussed

based on the temporal scale (feedback with “memory” i.e. cross-session feed-

back and log mining). A special emphasis is placed on methods that make

use of “semantic features” i.e. keyword-based features. In [WLM05], existing

methods are categorised as belonging to one of three classes – vector-space,

probabilistic or machine learning – based on the nature of the retriever they

are used in conjunction with. Rather than attempting to classify techniques,

an alternative approach is taken in [ZH03] where a number of “conceptual

dimensions” are proposed and various methods are examined under these

dimensions. The dimensions are of two types: user-based (what is the user

looking for, what to feed back and is the user greedy or cooperative) and

algorithmic (feature selection, class distribution assumptions, data structures

and objective functions and learning machines).

In this section, a classification of approaches is presented along with exam-

ples of various systems and algorithms that belong to them are presented in the

following subsections in the manner of [ZCLS03] and [WLM05]. However, we

will attempt to use as the basis of the classification the underlying principles

of the feedback method rather than that of the underlying retrieval model.

Since the feedback has generally been modelled very closely after the retriever,

three of the classes are similar to those identified in [WLM05] – the two-

class categorisation of [WLM05] is too coarse for our purposes. In order to

address the emphasis on keyword features in [ZCLS03], an additional category

is introduced under which they can be discussed.

An analysis of the key issues that be distilled from the literature surveyed

is presented subsequently in Section 2.4, which can be seen as analogous to
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the conceptual dimensions of [ZH03]. Our discussion explicitly focuses more on

user-centric issues (analogous to the user-based dimensions [ZH03]. An earlier

version of our survey was published as [ZWKS05].

2.3.1 The Classical Approach

Under the heading of the classical approach we consider early techniques

that have typically been formulated to to be used in conjunction with what

are generally known as vector-space retrievers and are based on the earlier

text retrieval feedback strategies. In the vector-space retrieval paradigm,

documents and queries are represented by vectors in n-dimensional feature

space. The similarity between two items can then be computed as a distance

between their feature vectors, e.g. by using the Euclidean distance (L2 metric)

or the cosine similarity. Feedback is typically implemented through Query

Point Movement (QPM) and/or Query Re-weighting (QRW). QPM aims to

estimate a better query point by moving it closer to positive example points

and away from negative example points. QRW tries to give higher importance

to the dimensions that help in retrieving relevant images and reduce the

importance of the ones that do not.

2.3.1.1 Simple QPM and QRW

Apart from the vector-space formulation, another characteristic of the classical

approach is that the methods under this heading can be seen to correspond

strongly with earlier, “classical” text retrieval methods. This correspondence,

along with the maturity and wide-ranging influence of these methods, is why

we group them under the heading of the classical approach. When emphasising

their roots in the vector-space paradigm, they may be described as vector-space

methods.
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An early, text retrieval feedback method for QPM that has subsequently

been adapted for use in CBMR is Rocchio’s Formula [Roc71]. The formula

calculates a new query point Q′ from the existing query point Q, given a set of

documents marked relevant D′
R and a set of documents marked non-relevant

D′
N as

Q = αQ+ β

 1

NR′

∑
i∈D′

R

Di

− γ

 1

NN ′

∑
i∈D′

N

Di

 (2.1)

where NR′ = |D′
R|, NN ′ = |D′

N | and α, β and γ are parameters that can be

tuned for the collection of documents.

Rocchio’s formula was adopted for use in image retrieval as part of the de-

velopment of the Multimedia Analysis and Retrieval System, MARS [RHM97],

which was directly inspired by ideas from research in document retrieval3.

In QRW, rather than changing the query point itself, the weights of the

dimensions corresponding to feature components that are expected to con-

tribute more in similarity computation are increased. This is also sometimes

also referred to as “learning the metric” (e.g. in [ZCLS03]). To an extent,

the term “Query Re-weighting” can be misleading in the sense it is not the

query vector that is affected; rather the coefficients of the distance function are

modified. However, in order to conform to the terminology in the literature,

we will continue to use the term QRW.

An intuitively appealing application of this method involves weighting the

feature components in inverse proportion to the standard deviation of the

values of a feature component for all samples marked relevant [RHM97]. This

method for QRW is referred to as the standard deviation method as in [ISF98].

3While MARS is ostensibly developed using extensions to the Boolean retrieval

model in [ORC+97], the retrieval and relevance feedback techniques proposed are readily

expressible in vector-space terms and are subsequently considered in that fashion by other

researchers [ISF98, ZCLS03] as well as by the authors themselves in subsequent work [RH99].
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This has the effect of weighting highly those feature components for which the

relevant samples have similar values.

2.3.1.2 MARS, MindReader and Falcon

It can be seen that QPM and QRW are not mutually exclusive. The standard

deviation method for QRW was used in conjunction with QPM based on

Rocchio’s formula in [RHM97] for CBIR, which we will refer to as the MARS

feedback method, or simply as MARS when ambiguity does not arise from the

abbreviation.

The MindReader system [ISF98] aims to improve upon the ad hoc parame-

ters required by the use of Rocchio’s formula in [RHM97] and to propose a solid

mathematical foundation for the QRW. In MindReader, the distance function

used is the the generalised ellipsoid distance function. It is assumed that the

user has an “‘ideal’ query vector in mind” and that the distance of the sample

vectors from the ideal query vector is a generalised ellipsoid distance. Further,

the user is assumed to provide a goodness score for each positive sample. Under

these operating assumptions, relevance feedback is expressed as a minimisation

problem whereby the revised query and weights should ensure that samples

with a high goodness score are close to the user’s ideal query vector. Solving

the minimisation problem using Lagrange multipliers, the “optimal” revised

query is shown to be an average of the positive samples’ query vector weighted

by the goodness scores. The “optimal” updated weights are computed based on

an inverted covariance matrix of the sample vectors. The standard deviation

based QRW of [RHM97], which was originally postulated based on the authors’

intuition, is shown to be “optimal” in the special case when the generalised

ellipsoid distance is equivalent to the Euclidean distance4.

4The word optimal has been stated in quotes in the discussion in order to highlight the fact

that the optimality is used in the sense that it is used by the authors of the papers cited; i.e.
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Several variations on a MARS-like or MindReader-like approach have been

used. For example, in [YPPW01], the QPM is based on a weighted average

that also incorporates the original query, not just the relevant sample feature

vectors and the QRW is based on inverse variances rather than inverse standard

deviations. The authors of FALCON (Feedback Adaptive Loop for Content-

Based Retrieval) [WFSP00] propose to use an “aggregate dissimilarity func-

tion” rather than a single similarity measure. The aim is to improve upon the

MARS and MindReader methods by being able to better handle disjunctive

queries, i.e. queries for which the relevant items may occupy a number of

disjoint clusters in feature space.

2.3.1.3 The Rui-Huang Method (RHM) and Extensions

It has been shown that the MARS and MindReader QPM/QRW methods are

in effect special cases of a single framework that defines distance based on a

two-level model (Figure 2.2) and is presented in [RHOM98, RH99, RH00]. The

model places features like colour, texture and shape at the higher level. The

lower level contains the feature vector for each feature. The overall distance

between a training sample and the query is defined in terms of both these

levels in a manner that includes both the MindReader and MARS approaches

as special cases. The QPM is based on a weighted average of the positive

samples as in MindReader. The QRW is based on re-weighting the “higher-

level” features (i.e. the higher level in Figure 2.2). Such a re-weighting is

shown to improve subsequent retrieval while incurring a lower computational

cost than, say MindReader [RH00]. This method will be referred to as the Rui-

Huang method after the names of the authors who developed it. The theory

upon which the Rui-Huang method is based is not restricted to CBIR, although

the authors do demonstrate it using experiments on an image database. Its

the optimality criteria are based on various simplifying assumptions and constraints rather

than an absolute measure.
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applicability to other media, however, is suggested by other work; for example

it has been adapted for the detection of emotional events in video based on

the users’ feedback [Kan03].

In ImageGrouper [NMH03], users can nominate retrieved images as be-

longing to the positive, negative and neutral groups. Or they can choose to

name their own groups depending on their information need and create sub-

groups. A hierarchy of identified sub-groups can serve as a semi-automatic

keyword annotation tool. As the authors themselves declare, the novelty in this

approach stems from the design of an interface designed to enhance usability

from the point of view of trial-and-error searching rather than in a particularly

novel technique. The relevance feedback algorithm used is an adaptation of

the MARS technique [RH00].

In [LW03] two re-weighting algorithms are developed for use in audio

retrieval with time-domain features as well as frequency domain features. The

first is a standard deviation based re-weighting while the second relies on

minimising the weighted distance between the relevant examples and the query.

2.3.1.4 QPM/QRW for Region-Based Retrieval

The combined QPM/QRW approach has also been applied in the context of

region-based image retrieval systems, i.e. systems that are based on region-

to-region similarity rather than global similarity. For example, in [JLZZ02b,

JLZZ02a, JLZZ04] the authors develop two relevance feedback techniques. The

one pertinent to this section uses Rocchio’s formula to calculate an ideal query

based on all the regions of the initial query and the positive samples. The

re-weighting is designed to give greater emphasis to regions that are deemed

to be of greater importance with respect to the user’s information need.

The recent techniques in this area are characterised by their robustness,

solid mathematical formulation and efficient implementations. However, their
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Figure 2.2: Hierarchical “Multimedia Object Model”

semantic underpinnings may be seen as somewhat simplistic due to the un-

derlying assumptions that (a) a single query vector is able to represent the

user’s query needs and (b) visually similar images are close together in the

feature space. There is also often an underlying assumption in methods of

this kind that the user’s ideal query point remains static throughout a query

session. While this assumption may be justifiable when performing automated

tests for computation of performance benchmarks, it may not capture users’

information needs at a semantic level.

2.3.2 The Probabilistic-Statistical Approach

In this approach, feedback provided by the user is used to revise system

estimates of the probability that a given item in the collection is relevant to the

user for all items in the collection. Proponents of relevance feedback algorithms

that are based on probabilistic principles argue that such an approach has

a conceptual advantage due to the acknowledgement and modelling of the

uncertainty inherent in the process of a system-centric estimate of relevance.

We note that while [WLM05] consider the probabilistic approach as a separate
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category in their three-class taxonomy of relevance feedback methods, other

authors such as [ZCLS03] categorise probabilistic methods along with other

“learning” methods. This is perhaps due to the fact that probabilistic methods

— particularly Bayesian reasoning — are often employed in machine learning

and pattern recognition applications. However, we contend that an explicit

probabilistic emphasis better characterises the three methods presented below;

it is also a more accurate reflection of the original authors’ philosophical

positions.

2.3.2.1 PicHunter

Some of the best-known and most widely cited work on probabilistic rele-

vance feedback in CBIR is the work of Cox et al. on the PicHunter system

[CMOY96a, CMOY96b, CGM97, CGM97, CMMY98] for image retrieval.

In the PicHunter system [CMOY96b], the user is supposed to be interested

in a single, specific target image as the result of their search. Having explicitly

assumed such a model of user behaviour, the probability that a given datum

is the target is estimated using Bayes’ rule by expressing it in terms of the

probabilities of the possible user actions (marking). The number of iterations

taken to retrieve the target image (search length) is used as an objective

benchmark. At each iteration four images are displayed. The user can select

zero or more images as relevant. Any images left unmarked ones considered not

relevant; such an interpretation of the user’s actions is subsequently referred

to as absolute judgement [CMMY98].

A subsequent extension [CMMY98], the stochastic-comparison search, is

based on interpreting the marked images as more relevant than unmarked

ones (relative judgement); the relevance feedback is addressed as a comparison-

searching problem.

A summary of the theory developed, the experiments conducted and con-

clusions drawn is presented in [CMM+00].
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2.3.2.2 The Geman-Moquet Stochastic Model (GMS)

The stochastic model proposed by Geman and Moquet [GM99] tries to improve

on the PicHunter stochastic-comparison technique [CMMY98] by taking into

consideration the the fact that the actual interactive process of relevance

feedback is actually more random than a noisy response to a known metric.

Hence the metric itself is modelled as a random variable; by contrast the

metric used in [CMMY98] does not vary from query to query or user to user.

Following the terminology in [GM99], let the index of image y be of the form

f(y) = (f1(y), . . . , fm(y)) where each feature fs(y) is a vector of real numbers

of dimension ps. If ds is a metric on Rps × Rps, then for each set of positive

coefficients α1, . . . αm a metric d(y, y′) on images y, y′, can be defined as:

d(y, y′) =
m∑

s=1

αsds (fs(y), fs(y
′)) (2.2)

The space of all such metrics generated by coefficients αs for which
∑

s αs =

1 is denoted by D. Then the metric employed by the user can be said to be

some member of D, which might depend on both the target and the query.

Three cases regarding the metric are explored. In the first case, the metric

is taken to be fixed, which incorporates the least amount of uncertainty. In the

second, all the metrics are assumed to have the same distribution. To better

incorporate subjectivity, the third case allows non-identically distributed met-

rics where the actual distribution is taken to be dependent on an interaction

between the target and displayed images.

The third case, the most complex and general model, is seen to perform

better in terms of mean search length than the ones with simplifying assump-

tions, when humans perform the tests. The authors note that this is in contrast

with the simulations, where the added complexity is seen to increase the search

length.
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2.3.2.3 The Wilson et al. Bayesian Framework (BIR)

BIR (Bayesian network Image Retrieval) is a probabilistic retrieval frame-

work [WSI00, WSI01, Wil02, WS02] inspired by the use of Bayesian networks

for textual information retrieval such as [Tur92, Ind98].

As shown in Figure 2.3, the general Bayesian network architecture consists

of a query layer (QNet), a database layer for the items in the collection (DNet)

and one or more index feature layers (INet) in between. The retrieval method

is based on evidential inference within the network from the query to the

database objects. Inference propagation using the noisy-OR algorithm is used

to evaluate the conditional probabilities P (Image|Query) for all images in

the database. The retrieval results consist of the ranking of the items in the

collection in order of belief that they are relevant to the query.

A Relevance feedback method that can incorporate user interaction in

the form of positive samples and can be used in conjunction with the BIR

architecture above is described in [WS02]. The nodes in the document layer

corresponding to the images marked relevant are used as evidential nodes in the

diagnostic inference. This diagnostic inference (initially suppressed) updates

the beliefs in representational feature layer nodes. The updated beliefs are

used in subsequent predictive inference for improved retrieval results.

The generality and elaborate modelling of user subjectivity is representa-

tive of the more sophisticated techniques approach while the computational

complexity associated with such modelling can be a challenge during imple-

mentation. The semantic interpretation of the techniques in this area is more

appealing than those from the classical approach. It seems conceptually more

robust to try to estimate the probability of a given datum being the target given

the user’s actions and the information signatures of the multimedia objects.

The intuitive conjecture that elaborate and complex modelling of the user
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Figure 2.3: BIR architecture

response seems to be confirmed by [GM99] who ascribe this behaviour to the

greater allowance for variation and subjectivity in human decisions.

2.3.3 The Machine Learning Approach

The problem of relevance feedback has been investigated from the “machine

learning” perspective. Various methods that have been developed for Artificial

Intelligence (AI), Pattern Recognition (PR) and Data Mining applications

have been adopted by CBMR researchers, including decision trees, neural

networks, support vector machines (SVMs), Bayesian classifiers and clustering.

While this overall approach encompasses a broad spectrum of techniques, the

fundamental principle remains to characterise the user’s feedback as a learning

problem (typically supervised learning, but unsupervised learning methods

have also been employed) and subsequently to “learn” the user need from

samples provided by the user during the interaction. Samples provided from

past sessions can also be incorporated in an effort to accumulate a training

sample. An overview of the various learning schemes that have been used is
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given below, along with specific examples of systems or algorithms that use

them.

2.3.3.1 Decision Trees

Decision trees are used as the basis of the relevance feedback framework called

RFDT [MBS00]. The samples provided by the user are used to partition the

feature space and classify the entire database of feature vectors based on the

partitioning. RFDT stores historical information from previous feedback and

uses it while inducing the decision tree. The gain in average precision is doc-

umented to improve with a higher number of images marked relevant at each

iteration during testing on high resolution computed-tomography (HRCT)

images of the human lung [MBS00].

2.3.3.2 Neural Networks

The PicSOM system [KLLO00] used Self Organising Maps (SOMs) for image

retrieval. Subsequent work [KLO02] demonstrated that system can be en-

hanced with relevance feedback. The underlying assumption in the feedback

method proposed is that images similar to each other are located near each

other on the Self-Organising Map surfaces.

An unorthodox variation on the use of machine learning for relevance feed-

back involves an attempt to minimise the user involvement. This is done by

adapting a self-training neural network to model the notion of video similarity

through automated relevance feedback [MG02]. The method relies on a

specialised indexing paradigm designed to incorporate the temporal aspects

of the information in a video clip.

2.3.3.3 Support Vector Machines

Support Vector Machines (SVMs) are a family of related supervised learning

algorithms developed by Vapnik et al. that aim to select a linear classifier that
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minimises classification error, while simultaneously maximising the margin

between the classes [Vap95]. The application of SVMs to relevance feedback

in CBIR has been widely studied according to [HL04a].

An early method of this type was proposed in [THH00], where an SVM

is used to update the weights for the Mahalanobis distance5 based on user

feedback in terms of positive and negative image samples. The authors note

that such an approach is more effective than the use of positive samples

alone; however the experiments conducted show that at least four positive

and negative samples each are required for the method to be effective.

An SVM “active learner” [SC00] is used in [TC01] for image retrieval. An

active learner l has three components (f, q,X) where X is a set of labelled

data, f is a classifier f : X → (−1, 1) and q is a querying function that,

given X decides which instance to query next. The querying function q is

what distinguishes active learning from other learning methods. The method

in [TC01] is referred to as SVMactive and involves a training phase followed by

a retrieval phase. The feedback phase consists of several iterations of feedback

by the user providing twenty positive and twenty negative samples at each

iteration. The retrieval phase is then initiated, where an SVM is learned

from the feedback provided and then used to retrieve the top-k most relevant

images which are determined as the k images farthest from the SVM boundary

separating the relevant and non-relevant images.

A method for inferring a semantic space through long-term learning that

involves the use of SVMs is proposed in [HMK+02]. Singular Value Decom-

position (SVD) is used to reduce the dimensionality of the semantic space and

the relevant and non-relevant samples may not be linearly separable in the

reduced dimensionality space. However, a nonlinear SVM implicitly maps its

input to a high-dimensional space and applies the linear SVM in that space,

5This is the same distance measure as the generalised ellipsoid distance measure discussed

in Section refsec:litrev-app-mars.
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which is why it is used to learn a target function that can retrieve relevant

images in [HMK+02].

Noting that SVM methods for relevance feedback were largely dealing with

strict binary classifications (as the methods previously covered in this section

do), a modified SVM called the Biased Support Vector Machine (BSVM) is

proposed and used for relevance feedback in CBIR [HL04a]. The idea is to

avoid the imbalance that is inherent in considering negative samples, namely

that the negative examples typically outnumber the positive examples by a

large factor. The BSVM aims to exploit the negative examples provided while

not being adversely affected by the imbalance mentioned previously by allocat-

ing greater weights to the positive support vectors than to the negative ones. In

related work, the authors also propose a (x+1) class problem perspective (i.e.

users are interested in multiple positive classes and one negative class) and use

a strategy that combines an ensemble of SVMs, each of which distinguishes

between a positive class and the negative class [HL04b]. The strategy is

implemented as part of a CBIR system that uses a group-based interface.

2.3.3.4 Log Mining

The application of a Market Basket Analysis to data from log files to improve

relevance feedback is described in [MSP04]. The idea is to identify pairs of

images that have been marked together (either as relevant or non-relevant) and

use the frequency of their being marked together to construct association rules

and calculate their probabilities. Depending on the technique used to combine

these probabilities with the existing relevance feedback formula, significant

gains in precision and recall can be achieved.

2.3.3.5 Bayesian Inference

[VL00] formulate the image retrieval problem as one of Bayesian inference with

the aim of minimising the probability of retrieval error. Having formulated
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the problem thus, it is known that the Bayesian classifier is optimal. Learning

through feedback is done over two time scales, short-term and long-term. The

short-term learning involves updating the system’s beliefs about the user’s

information need at each successive iteration based on the samples provided

by the user. A decay factor is used to penalise older iterations to increase the

contribution of recent iterations to the beliefs. The long-term learning, which

refers to learning across sessions, involves the user labelling regions of interest

with a keyword, referred to as an “attribute,” e.g. a user might label a region

of an image as “sky” while looking for images of mountains [VL00]. Given a

set of example regions for an attribute, its probability is calculated based on

the probabilities of the samples.

The machine learning methods usually place an emphasis on the user’s

classification of the results, which is a conceptually natural and appealing

way to model relevance feedback. However, obtaining an effective training

sample may be a challenge. Further, care needs to be taken to ensure that

considerations of user subjectivity are not lost while considering historical

training data that may have been contributed by multiple users.

2.3.3.6 Genetic Algorithms

The Region and Feature Saliency Pattern (RFSP) model of image similar-

ity [STH03] is proposed as a better approximation of human similarity per-

ception than pre-existing methods. The image similarity criterion used is

a “pattern of feature combinations distributed over the image regions, each

having a different importance.” [STH03]

More specifically, in addition to a feature similarity function Sf that returns

a similarity for a pair of images q and i, a region similarity function SR is used.

SR returns a region similarity degree for a pair of images q and i with respect to

a particular region r. The overall image similarity SI of two images q and i is

calculated as a weighted average of the region similarities. SI can be simplified
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to a form expressed in terms of SF , the feature weighting function wF and the

region weighting function wR. RFSP is defined to be a structure containing

these two functions.

The relevance feedback method proposed is based on the use of a genetic

algorithm (GA) that infers the assignment of the various region and feature

weights, given a query image and relevant samples provided by the user. The

chromosome coding used corresponds to the RFSP structure and represents the

image partitioned into N ×N regions with each gene corresponding to one of

the regions. The fitness function is expressed in terms of retrieval precision and

variations on mutation and common crossover are used as the GA operators6.

As pointed out in [ZCLS03], care must be taken while considering “CBIR as

a pattern recognition or classification problem,” since in general purpose image

collections there may not be rigid, pre-defined classes unlike more constrained

domains. Further, typically the sample size available is very small [ZH03],

which should be dealt with carefully. The incorporation of samples from past

sessions can be used to increase the sample size, yet may involve compromise

on the modelling of user subjectivity.

2.3.4 The Keyword Integration Approach

The methods contained in this approach have some overlap with the other

categories identified in the current section in the sense that their mathematical

and algorithmic bases can be said to correspond to one of the earlier mentioned

approaches. However, due to the emphasis of the methods on keyword-based

features (sometimes described as “semantics” or “semantic features”), they are

described separately here. Specifically, the integration of keyword as well as

visual features is their distinguishing characteristic.The motivation is that in

some cases the user’s information need is better expressed in terms of keywords

6For an introduction to GAs and related terminology see [Gol89].
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(possibly combined with low-level features) than in terms of only low-level,

visual features.

2.3.4.1 The iFind System

Much work on integrating semantic (keyword) features and low-level features

has been done as part of the development of the iFind system [LMZ99,

LHZ+00, ZCLS03].

As described in [ZCLS03], the keyword features are represented in a

semantic network. The nodes in the network are either image nodes or keyword

nodes. An image can be linked to multiple keywords and each keyword can

apply to any number of images. Each link is assigned a weight representing

a degree of association between the corresponding image and the keyword.

The keyword associations may be obtained manually or automatically from

annotations such as ALT tag strings within the IMAGE tags of HTML files. The

low level features are treated in a manner similar to that of the Rui-Huang

Method (Section 2.3.1.3). During relevance feedback, keywords that are related

to the query are linked with an initial weight to the positive sample images

if the links do not already exist; if the links do exist then their weights are

incremented. Link weights are correspondingly decremented for the negative

samples and links deleted if their weights fall below a threshold. A function

that incorporates the keyword as well as visual feature similarity is proposed as

the overall similarity measure. A probabilistic keyword propagation scheme is

proposed in order to automatically annotate images that do not already have

annotations.

While relevance feedback is formulated as a small sample machine learning

problem in [ZCLS03], their emphasis remains on the keyword annotations

and the propagation of these annotations to un-labelled images as well as the

cross-modal query expansion, hence the work on iFind is presented under the

current section rather than under the machine learning approaches.
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2.3.4.2 Two-Layered Graph Theoretic Model

Rather than treating visual and keyword features separately as in iFind, the

authors of [ZYLP02] use a two-layered graph theoretic model for relevance

feedback in image retrieval. One layer is the visual layer and the other

is the semantic layer. Each layer is an undirected graph with the nodes

representing images and the links representing correlations. The nodes in

the two layers actually represent the same images but the correlations are

interpreted differently. A correlation between images in the visual layer denotes

a similarity based on low-level features while a correlation in the semantic layer

represents a high-level semantic correlation. The visual links are obtained in an

offline manner at the time images are added to the database. An algorithm to

learn the semantic links based on feedback is outlined in the paper. These

semantic links are then exploited in subsequent iterations. The semantic

information becomes more beneficial in the long term as the links are updated.

These techniques enable so-called cross-modal queries, which allow users to

express queries in terms of keywords and yet have low-level features taken into

account and vice versa. Further, a learning process to propagate keywords to

unlabelled images based on the user’s interaction.

However, in the methods mentioned previously, keywords and “semantics”

seem to be used almost interchangeably. It can certainly be argued that,

keywords can be used to represent a higher semantic level than automati-

cally extracted features under certain conditions. However, the fact remains

that, depending on what keywords an item has been annotated with, the

automatically extracted features for a given item may be more useful than

keyword features in terms of characterising an item with respect to the user’s

information need. In such cases, the visual features would be said to capture a

higher semantic level than the keyword features. Further, the use of keyword

features does not directly overcome the semantic gap and subjectivity issues;
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since possibly no textual annotation can capture all the semantic content that

any possible user can read into a multimedia item. Hence we will specifically

acknowledge the use of keyword annotations in multimedia retrieval, but ex-

plicitly refer to it as the use of keywords or textual annotations rather than

“semantics.” It is also worth noting that the incorporation of such features

into a multimedia retrieval system means that it is not purely content-based.

2.4 Issues from Existing Techniques

This section presents an analysis of what are considered the key issues in

relevance feedback for CBMR in general but also CBIR in particular. The

discussion will show that the issues identified are considered at a high enough

level of abstraction so that they apply regardless of the mode of the collection

that is to be searched by a content-based retrieval system. The material in

this section draws on the categorisation of existing relevance feedback methods

from the previous section (summarised in Table 2.1) as well as on our previously

published work [ZWKS05].

2.4.1 Closely Coupled Retrieval and Feedback

As initially observed in [CMM+00], in content-based retrieval, a much higher

emphasis has traditionally been placed on the initial query and retrieval phase

rather than on relevance feedback. This observation is echoed in [ZWKS05].

When such an approach is adopted, the quality of the results of retrieval

depends on the user’s choice of the query and the effectiveness of the stan-

dard similarity measure in capturing the user’s information need through the

feature set. Needless to say, such an approach can barely be said to take user

subjectivity or the semantic gap into account at all.

The rapidly growing body of research on relevance feedback, particularly in

image retrieval, shows that a much wider appreciation for the role of relevance
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feedback has emerged. However, while there is indeed much attention devoted

to relevance feedback, the vast majority of the work surveyed presents very

closely coupled methods for relevance feedback and retrieval. An existing

way of emphasising relevance feedback involves blurring the distinction be-

tween feedback and retrieval, as for example, methods like MindReader and

PicHunter do by simply regarding the initial query as equivalent to an iteration

of relevance feedback.

While progress has been made in the sense that relevance feedback is con-

sidered during the proposal of a particular method rather than simply added on

post-hoc, a balanced formulation of relevance feedback as a problem related to

but separate from that of retrieval seems the most appropriate. This point can

be inferred from the discussion comparing and contrasting relevance feedback

with retrieval in [ZH03]; relevance feedback can be considered a classification

problem with a small, typically asymmetric training sample (because the small

number of negative training samples provided by the user is unlikely to be

representative). However, retrieval involves returning the top-k matches to a

given query specification, which is subtly different from a binary classification

on each item in the collection; specifically, the ranking or classification of

non-relevant items is not of concern as long as they are not among the top-k

results [ZH03].

2.4.2 Modelling the User’s Information need

If semantic issues are a concern in a multimedia retrieval system, the rele-

vance feedback must be based on a robust conceptual model of the user’s

information need, which captures the complexity inherent in human subjec-

tivity [ZWKS05]. This is because, in the general case, no fixed class structure

can be assumed to exist in the collection of items [ZH03].
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Since most existing techniques take an analytical and reductionist ap-

proach, missing out on important details or making simplifying assumptions

too early in the modelling process can lead to deficiencies at the implemen-

tation stage. For instance, one of the methods covered under the classical

approach proposes at the very outset that the user has an “ ‘ideal’ query vector

in mind and that the distance of the sample vectors from this ideal vector is

a generalised ellipsoid distance” [ISF98]. It can be seen that from a semantic

viewpoint, if we acknowledge that the user’s information needs are complex

and highly abstract, claiming that an “ideal query vector” can represent this

may not be conceptually justifiable. The users information needs in open-

ended browsing may evolve based on the results initially presented to them.

Indeed, the users may not always start out with a fixed, clear query in their

mind at all.

[NMM98] point out that image databases can be classified into two types.

The first type is the homogeneous collection7 where there is a ground truth

regarding perceptual similarity. This may be implicitly obvious to human

users, such as in photographs of people where two images are either of the

same person or not. Otherwise, experts may largely agree upon similarity,

e.g. two images either represent the same species of flower, or they do not.

However, in the second type, the heterogeneous collection, no ground truth

may be available. A characteristic example of this type is a stock collection of

photographs. Systems designed to perform retrieval on this second category of

7This is in contrast with the use of the term homogeneous collection to mean a collection

of the same kind of multimedia objects, i.e. a collection containing only images but no text

documents, video clips, or audio clips. For most purposes we use the term collection to mean

a collection of a single kind of multimedia object. When necessary we use mixed collection

or multi-modal collection to refer to collections containing different kinds of multimedia

objects.
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collection should therefore be as flexible as possible, adapting to and learning

from each user in order to satisfy their goal [NMM98].

In homogeneous collections, it is theoretically possibly that retrieval strate-

gies may perform adequately even if they are not augmented by relevance

feedback. This is because the feature set and similarity measure can be

chosen in order to best reflect the accepted ground truths. This would not

be true of heterogeneous collections. Relevance feedback becomes increasingly

necessary with heterogeneity in large multimedia collections. When there is

no immediately obvious ground truth, the semantic considerations can become

extremely complex. The user’s information need may be specific to: the users

themselves (subjectivity); the context of their situation (e.g. while considering

fashion the keyword “model” would map to a different semantic concept than if

cars were being considered) and the semantic concept(s) associated with their

information need (which may or may not be expressible in terms of keywords

and visual features). There would then be zero or more multimedia objects

that would be associated with the user’s information need8.

The methods discussed under the probabilistic and machine learning ap-

proaches (Sections 2.3.2 and 2.3.3 respectively) attempt to formulate a much

higher level and more general model of the relevance feedback scenario than,

say, some of the classical methods. This means that simplifying assumptions

are only made at a later stage as and when they become necessary. This

avoids the reductionist trap whereby if something relatively minor is missing

at the higher levels, the lower levels may suffer greatly. In this sense, these

approaches could be seen as having a conceptual advantage. In particular,

among the various models for the measure used to reflect the information

8A consequence of the above line of reasoning is related to pre-clustering of multimedia

collections. The use of unsupervised clustering techniques to determine existing clusters in

the database off-line is theoretically at odds with the rationale of relevance feedback in the

case of diverse collections [ZH03].
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need described in [GM99], the most general model with fewest simplifying

assumptions is observed to be the most suitable for modelling the human

response. The more effective modelling does however, come with a penalty

in terms of added computational complexity. Again, a general model, which

incorporates a more user-centric approach, can be seen as more conceptually

robust than a more restrictive, system-centric one.

2.4.3 Modelling the User’s Response

An argument analogous to that presented in the previous section can be made

for the modelling of the user response. In the simplest case, the user’s response

can be restricted to the provision of only relevant samples, i.e. a single class

of samples are provided and fulfilling the user’s information need thus involves

other items from the collection that would belong to the same class as defined

by the user. Even in this simple case, there is some scope for ambiguity, namely

as to whether marking a given result relevant implies that that particular result

itself meets the user’s need, or is an indication that the need is not met but

the result marked relevant is a close approximation. For instance, the theory

developed for PicHunter (Section 2.3.2.1) makes a distinction between absolute

judgement, where images being marked by the user are nominated as relevant

while unmarked ones are considered non-relevant; and relative judgement,

which interprets the user feedback to mean that the marked images are more

relevant than the unmarked ones [CMM+00].

Further, in the case when negative examples are employed (i.e. the user is

allowed to nominate results as either being relevant or non-relevant) additional

complexity is introduced in the system’s interpretation of unmarked results;

they can be completely ignored, treated as forming a separate class (neither

non-relevant nor relevant) or as being non-relevant but to a lesser degree than

the ones actually marked as such, etc.
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It is worth mentioning here the different treatment of two-class user feed-

back by various machine learning methods. Typical user feedback is provided

in terms of two classes, i.e. relevant and non-relevant [HL04b]. The system

can, however, be designed to internally treat the feedback as a (1 + x)-class

problem (i.e. all relevant samples are alike, but the negative samples do not

necessarily belong to the same class as in [ZH01a]), an (x + 1)-class problem

(i.e. the relevant samples may belong to different classes but the non-relevant

samples can be considered to fall into the same class as in [HL04b]), or an

(x+y)-class problem (i.e. there may be various classes within the relevant and

the non-relevant samples as in [NMH03]). Such treatment depends on what

assumptions are made regarding the distributions of the various classes. Hence,

in general, even though the user interface may provide a simple mechanism for

the user response in a certain manner, the interpretation of the user’s feedback

may involve “reading between the lines” in order to distill a more effective

approximation of the user’s information need.

2.4.4 Dependence on Feature Types and Domains

As pointed out in Section 1.1.2, more expressive features can be useful in

helping to bridge the semantic gap. Further, it can be expected that for a given

collection, a particular relevance feedback method can yield better results if

the collection is indexed on features that better reflect the user’s criteria for

(semantic) similarity. However, just as certain relevance feedback methods are

formulated in terms that are too closely coupled to the retrieval engine (Sec-

tion 2.4.1), others can be seen to be too closely tied to a particular feature type

or domain. Among the methods presented previously, the keyword-integration

approach (Section 2.3.4) in particular can be characterised as such. In addition,

some of the machine learning methods that are formulated specifically to take
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advantage of region-based features such as [STH03] could also arguably be

considered to be at risk of over-emphasising a particular feature domain.

We argued previously that the implicit assumption that keyword-based

features are at higher semantic level than low-level visual features might not

necessarily be justified under all conditions. Our general position in this

respect can be summed up by stating that the domain of a particular feature

representation is not necessarily indicative of its semantic richness. Keywords

should be considered textual rather than semantic; the capturing of the se-

mantic content should involve some combination of various features of possibly

different domains.

A similar argument can be made for relevance feedback methods formulated

too specifically in terms of regional features such as [STH03]. For clarity

it is worth stating that the point being made here is not that the use of

regional or keyword features should be discarded; the point is, rather, that

a relevance feedback framework ought to be able to take advantage of novel

features naturally. That is, rather than having to reformulating a relevance

feedback method to take advantage of certain types of features, the method

ought to be compatible with a flexible feature representation scheme so that

novel feature descriptors can easily be incorporated. This position is partly

supported by the conjecture in [CMOY96b] that their algorithm produces

probability distributions that are very complex functions of the feature sets

used and hence can cause semantically similar images to be retrieved, despite

few obvious similarities in the low-level feature information of such images.

This conjecture represents an ideal for relevance feedback; an effective rele-

vance feedback method should be able to take advantage of the user interaction

so that semantics that were not initially apparent may emerge. Hence, a

relevance feedback method should be able to incorporate various features

naturally so that powerful combinations of them might emerge that are useful

in characterising the user’s information need.
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Aside from the conceptual appeal of a method that could incorporate

various features regardless of their domain, another important criterion for

the robustness of a relevance feedback method is the compatibility of the

tools used while developing a “composite” relevance feedback strategy. For

instance, in [LHZ+00] a semantic web based on keywords is integrated with a

vector-space style representation of low-level features. Care must be taken to

ensure that in cases like these, when multiple tools are combined, conceptually

compatible approaches are used rather than fusing disparate tools in an ad

hoc manner.

2.5 Desiderata for an RF Framework

The study of existing literature on relevance feedback in Section 2.3 and the

analysis of the issues identified from existing approaches in Section 2.4 suggests

a rather unorthodox perspective on the relevance feedback problem. Elements

of this perspective can be encountered in the existing literature, but it has

not been explicitly taken by other authors9. The most significant aspects of

the perspective are that relevance feedback should be considered separately

from retrieval and, consequently, be formulated independently of a specific

retrieval mechanism. It should further not be dependent on or constrained by

a particular type (global, local, high-level) or domain (integral, real, text) or

by the capabilities of a particular user interface mechanism.

The current section specifies and clarifies this novel perspective by present-

ing it as a list of desiderata for a relevance feedback framework. The desiderata

are outlined in the following subsections.

9Our earliest work from this perspective was published as [ZWKS03].
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2.5.1 Retrieval Engine Independence

The task of relevance feedback can be interpreted as being distinct from

retrieval by identifying its role in CBMR and contrasting it with that of

retrieval. Simply put, retrieval tries to answer the question: which objects

are similar to the query specification? Feedback deals with the two questions

what does the fact that objects were marked in a particular fashion say about

what the user is interested in? And how can this information be best conveyed

to the retrieval engine?

The implications of the above distinction are quite fundamental, since

recognising it allows the formulation of a relevance feedback framework that

is not tied to a particular retrieval mechanism and can therefore be considered

general with respect to various retrieval methods. Such generality is nominated

as a desideratum, due to the following conceptually appealing reasons. Firstly,

it allows the use of appropriate, distinct methods for the related but different

tasks of feedback and retrieval. Secondly, relevance feedback can be seen as

the component of the CBMR process that is intended to keep the process user-

centric. It follows, therefore, that if a relevance feedback method is formulated

such that it is too closely coupled with a particular retrieval engine, it may

suffer from the system-centric limitations of that particular engine.

2.5.2 Feature Set Independence

As discussed in Section 2.4.4, the benefit of the relevance framework should

come from its ability to infer an approximation of the user’s information need

from an available feature set. However, it should be able to natively incorporate

novel features as they become available regardless of the type or domain of such

features.

Rather than accommodating certain types of features specifically (such as

region-based or keyword-based features), the aim should be to be able to use
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as generic a model of features as possible. Among the classical approaches,

this has been attempted in [RH00] by using the two-level multimedia data

model to allow for different features with multiple representations. In the

probabilistic-statistical approaches, the BIR architecture [Wil02] is designed

for extensibility across features by being able to build different networks for

each feature and then combine the results either using a late or an early

integration paradigm.

2.5.3 User Emphasis

In order to cater to user subjectivity and to help bridge the semantic gap,

a relevance feedback framework should take a user-centric emphasis. Key

components of such an emphasis are the model of the user’s information need

and that of the users response.

Since user subjectivity is one of the challenges that relevance feedback is

meant to address, care must be taken to avoid an overly simplistic model of

the user’s information need. Typically, due to system-centric concerns such

as computational complexity, simplifying assumptions regarding the user’s

information need have to be made. When necessary they should be made

in conjunction with lower-level, system-specific design decisions rather than as

part of the overall model.

Also, a relevance feedback framework should avoid constraining the manner

in which the user provides feedback by mandating, for example, a specific num-

ber of classes or a fixed scoring scheme. Rather, the framework should strive to

be as general and flexible as possible by accommodating specific mechanisms

for the provision of feedback as special cases. This is because different user

response mechanisms may be appropriate under different conditions and indeed

for different users.
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2.5.4 Capacity to Utilise Histories

Certain machine learning methods for relevance feedback (e.g. [VL00] and

[MSP04]) emphasise the significance of cross-session “memory” i.e. learn-

ing not just from the current, on-line session but also keeping track of and

learning from historical data from past sessions. As pointed out in [ZH03],

in practice such methods can provide additional training data for learning

methods; however, they may also be seen as compromising the handling of user

subjectivity since there is usually an implicit assumption regarding a consistent

user information need across sessions or even across users that, depending on

the application domain, may be difficult to justify.

Nevertheless, the capacity to utilise historical data is considered a desider-

atum; a relevance feedback framework should potentially be able to exploit

such data if and when it is available and appropriate.

2.5.5 Computational Feasibility

While users may be prepared to wait a short while for the system to return

the next set of retrieved results, a long delay will be perceived as frustrating

and may result in the user terminating the session before their information

need is fulfilled. Hence, a relevance feedback framework aiming to fulfil users’

needs must be able to analyse and process the feedback provided within a time

considered acceptable for “on-line” use. This desideratum is widely recognised;

for instance in [ZH01b] it is stated that an RF algorithm should be sufficiently

fast to support “real-time” user interaction by avoiding heavy computation

over the whole data set. While this desideratum is implied by the emphasis

on the user, it may conflict with certain other desiderata, in the sense that

attempting to better satisfy the others may require extra computation. There

is a delicate balance to be maintained here; users do not necessarily expect an

instantaneous system response and may be willing to wait for a short interval
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if they expect that the system may satisfy their information need; however

unduly long delays will almost certainly cause frustration. Thefore a com-

promise will be necessary in terms of the sophistication of the computational

processing dictated by the other desiderata. Hence this desideratum is worderd

as computational feasibility rather than optimality.

2.6 Conclusion

In the current chapter we presented an overview of the literature on relevance

feedback in CBMR with an emphasis on CBIR techniques. Existing approaches

were examined based on their conceptual underpinnings and categorised as

belonging to one of four categories: classical, probabilistic, machine-learning

and keyword integration. The strengths and weaknesses of each particular

category were discussed. The review of the literature reveals that despite the

wealth of literature in the area, key issues remain. These include the close

integration of retrieval and feedback methods; limitations in the modelling of

the user’s information need and response; and the dependence that certain

existing feedback methods have on specific feature types and domains.

We propose to tackle these issues from a new perspective; that of modelling

relevance feedback in its own right – separately from retrieval. Examining

the issues identified from this perspective suggests that in order to address

them, a novel relevance feedback framework is required. Such a framework

would have to meet a number of desiderata that we outline. The desiderata

offer clear guidelines on what properties a relevance feedback technique should

have. Specifically, the relevance feedback framework is to be modelled as

independently of the retriever, feature set and user interface as possible. It is

not to depend for its efficacy on a specific kind of feature, nor be limited to

handling features of a particular domain. Should historical data be available,

it is to be utilised in a manner that does not compromise the handling of
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user subjectivity. Above all, it should be based on sound theoretical principles

with an explicit emphasis on the user. At the same time, it must remain

computationally feasible to be of practical use in satisfying users’ information

needs. These desiderata are numbered and summarised below:

1. Retriever independence

2. Feature independence

3. User Emphasis

4. Capacity to utilise histories

5. Computational feasibility

In subsequent chapters, when necessary, the desiderata are referred to by

their numbers above.

In the following chapter, we outline a framework for relevance framework

that attempts to satisfy the desiderata. The framework models the problem

of understanding the user’s information need as a problem of classificatory

analysis without making unwarranted assumptions regarding the nature of the

retriever, the number of user feedback categories, the feature domains or even

the mode of the collection.
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Chapter 3

Classificatory Analysis Based

Feedback - CAFé

3.1 Introduction

This chapter proposes our general framework for relevance feedback in multi-

media retrieval. By general, we mean that it is not dependant on a particular

retrieval system, and can in fact be used in conjunction with a number of

retrieval techniques; it allows for an arbitrary number of classes of user feed-

back and does not place restrictions on the domain of the feature data. In

fact the framework is formulated in terms that do not even limit its use to a

particular mode of multimedia data. The framework is developed in keeping

with user-centric principles. This generality is necessary in order to satisfy the

desiderata of the previous chapter.

To remain user-centric, we begin with the premise that the user would know

what they are looking for if they encountered it1. It follows that if the user

could manually classify the entire collection into self-defined categories (which

need neither correspond precisely to “relevant” and “non-relevant,” nor be

1Note that this is much more user-centric than the assumptions that have been made in

the literature, such as “the user need is represented by an ideal query vector” [ISF98] etc.
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limited to a number of two) with respect to their query, such a classification

forms the definitive ground truth for that collection, for that particular user,

with respect to the given query, at that time. The aim of a relevance feedback

then becomes to infer an approximation of the user’s information need from

their classification of seen results and express this “understanding” to the

retriever. This take on the problem suggests rough set theory as the basis

for our framework. Rough set theory is explicitly designed for classificatory

analysis involving uncertainty without making assumptions regarding data.

Further, its connections to other branches of mathematics are well understood

and hence a framework based on it can be adapted to a wide variety of

retrievers.

Having settled on rough set theory, the next step is to formulate relevance

feedback in rough set theoretic terms. The multimedia collection can quite

naturally be modelled as a rough information system with each item as an

object and the meta-data (most importantly the feature information that the

collection is indexed on) as attributes. By considering the users relevance

feedback as a classification, each iteration of relevance feedback can, without

loss of generality, be expressed as a rough decision system. An analysis of these

decision systems can be used to approximate the user’s need purely in terms

of the meta-data. The analysis we propose takes into account the fact that

the items the user actually labels are typically a small and non-representative

sample of the entire collection. Until this point no assumptions regarding the

retriever, the mode of the collection (image, audio, video), and the nature of

the user categories (absolute versus relative judgement, degrees of relevance,

etc.), need be made since the key factor remains obtaining the best possible

approximation of the users’ own knowledge of their information need. The

subsequent step is converting this approximation of the user need into a form

that can be communicated to the underlying retrieval engine.
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The current chapter is organised as follows. Section 3.2 establishes that

rough set theory can serve as the foundation for a framework for relevance

feedback that enables us to fulfil the desiderata of Section 2.5. Section 3.3

proceeds to introduce the basic rough set theoretic concepts as a prerequisite

to the presentation of the model. Section 3.4 shows how various aspects

of the relevance feedback problem can be naturally formulated in rough set

terms statement and outlines the proposed conceptually appealing solution

framework.

3.2 Rough Set Theory as a Tool for Modelling

RF

Rough set theory was proposed by Pawlak [Paw82] to deal with reasoning

under conditions of uncertainty involving imprecise data without needing ex-

ternally assigned functions or artificial parameters. It has subsequently been

used as the basis of a formal framework that aims to automatically transform

data into knowledge [Paw91].

There exists a rich literature on Rough set theory that demonstrates its

utility as well as illustrates its strong links to other mathematical systems

such as fuzzy set theory [Thi98, DP90], topological spaces and closure systems

[Yao98, Yao96], probability theory and information theory (both are addressed

in [Yao03]) . This section highlights the features of the theory that make it

suitable for our purposes. It also establishes how issues in relevance feedback

can be addressed in a manner that are suitable in the light of the desiderata

(Section 2.5).
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3.2.1 Conceptual Fit

Existing work in CBMR supports the interpretation of relevance feedback

as a classification problem (Section 2.2.3, [ZH03]). In this dissertation, the

approach taken is inspired by the notion that a hypothetical exhaustive clas-

sification of a collection by the user contains a complete, if highly redundant,

expression of the user’s information need. Each iteration of relevance feedback

is taken to reflect an approximation of this user need. The idea is to distill the

implicit knowledge about the information need in an iterative manner to get

a closer and closer approximation of the user need with subsequent iterations.

In rough set theory, there is a central assumption regarding knowledge;

specifically, knowledge is deemed to have a fundamental basis in the classifica-

tory abilities of sentient beings ([Paw91], p.2). In other words knowledge comes

from the ability to classify objects, whether they be real things, abstract ideas,

processes, etc. A thorough analysis to justify whether this assumption holds

in general is beyond the scope of this dissertation. However, it can be seen

that this conceptual basis conforms with the approach outlined in the previous

paragraph. The human user has a knowledge of their own information need.

It is on the basis of this knowledge that they are able to classify seen results

during relevance feedback. The relevance feedback module of a CBMR system

aims to be able to capture an approximation of the knowledge inherent in the

classification.

This analysis of a classification of data with a view to obtaining the knowl-

edge implicit in it is what rough set theory is explicitly designed to do. The

information about the multimedia items that the retrieval engine matches

on along with the user’s classification are all that is necessary for such an

analysis. This is why we are able to present our relevance feedback framework

independently of the retrieval engine (Desideratum 1) as well as independently

of the feature set in question (Desideratum 2).
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3.2.2 Reasoning Under Uncertainty and Imprecision

Rough set theory provides a sound theoretical framework for reasoning under

uncertainty. Users of retrieval systems are not meant to be experts who can

provide formal, precise and unambiguous query specifications and feedback.

Further, what makes particular items relevant to a user may not be expressible

in “crisp” terms, hence the need for rough approximations. In the extreme case,

it is theoretically possible that two items have identical feature signatures but

fall into different user categories. Using rough approximations ensures that

this sort of situation can be modelled and dealt with (Desideratum 3).

Further, feature information is typically computed as real numbers repre-

senting precise values e.g. “this image is 12.734% red and 87.266% yellow.”

However, we contend that this is not a natural reflection of human perception

of features, which takes place at at a coarser level of granularity. Rough

set theory provides a natural way to deal with granularity of information;

in a given decision system the information can be described up to classes of

equivalent objects. The equivalence classes can be altered depending on the

process of discretization applied to the continuous data.

3.2.3 Datatype Independence

There are no constraints placed on the domain of attribute values by rough set

concepts as long as an indiscernibility relation can be defined on them. This

makes a rough set based feedback mechanism very general, since it need not

limit itself to numeric values for features (Desideratum 2). Keyword features

can be seamlessly incorporated into a rough set based feedback mechanism,

rather than dealing with them separately as in [LHZ+00],[ZCLS03] and related

approaches (Section 2.3.4).
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3.2.4 Extensibility and Ease of Integration

Quite apart from its application to various fields as a powerful tool in its own

right, rough set theory has proved valuable in improving systems based on

other techniques by the development of hybrid methods [KPS98].

Rough set based methods have been successfully used in conjunction with

neural nets leading to hybrid models (e.g. [JKS+94, BMP98]). They have also

been used to specify concurrent systems for the automatic generation of Petri

nets as in [Sur96, PS03]. Rough sets and fuzzy sets can be seen as complemen-

tary and their interrelationships and generalisations are discussed in [DP90,

Thi98]. Rough Set techniques have been used in conjunction with previously

established methods. A hybrid Principal Component Analysis (PCA)2 Rough

Set approach for feature reduction and dependency identification in breast

cancer detection from electrical potential measurements using a quadratic

discriminant classifier is discussed in [Swi98].

Just as rough set theory has been incorporated into other methods to im-

prove them, so too have various techniques been incorporated for the enhance-

ment of rough set based systems. Optimisation heuristics based on genetic al-

gorithms can be used for the efficient computation of rough set parameters such

as patterns [NSSW97], reducts [Wró95] and decision rules [VØ00] (Desidera-

tum 5). To incorporate a controlled degree of uncertainty in classification

and better utilise partially incorrect classification information, the Variable

Precision Rough Set Model [Zia93] has been proposed as a generalisation of

rough set theory. Statistical techniques have been used to supplement rough

set theoretical analysis (e.g. the use of “dynamic reducts” in [Baz96]). An

approach that aims to supplement rough set theory with “meta procedures”

to better avoid the influence of random fluctuations without making additional

statistical assumptions is ROUGHIAN [DG01].

2For an introduction to PCA see [Jol02].
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The fact that rough set theory can be integrated with a variety of other

tools and that its relationships to other branches of mathematical theory

are well understood makes it ideal for our purposes. We are interested in

analysing relevance feedback separately and communicating the output to the

retrieval engine. Since rough set theoretic notions can be easily linked to

neural networks, classifiers, fuzzy sets and statistical methods, incorporating

the output of a rough set analysis into any retriever can be performed in a

natural, computationally feasible and theoretically elegant manner without

needing to make minimal additional unwarranted assumptions that might

impair the user emphasis (Desiderata 1, 3 and 4).

3.2.5 Application Areas

Rough set theory has been successfully applied to a wide variety of areas.

Sections 1.10 and 1.11 in [KPS98] contain a comprehensive survey of the use of

rough set theory. A more recent review of the applications of rough set theory

is [WYLA04]. These works serve to illustrate the diversity of the application

domains that have benefited from the application of rough set theory. Two

broad areas to which rough set theory has been applied and that have direct

implications from the point of view of our interest in them are Knowledge

Discovery and Information retrieval.

3.2.5.1 Knowledge Discovery and Data Mining

Rough set theory shares the goal of synthesising approximations of target

concepts in terms of background knowledge with Knowledge Discovery in

Databases (KDD) and Data Mining (DM)3. Hence it has been widely used in

3 KDD is defined as “the nontrivial extraction of implicit, previously unknown, and

potentially useful information from data.” [FPSM92]. Data Mining is the process of

automatically or semi-automatically discovering patterns in data (after [WF05], p. 5).

While the two terms may be perceived as being interchangeable, in [FPSS96] an distinction
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those contexts to discover patterns in data, eliminate redundancy and identify

dependencies. As pointed out in [KPS98] and [WYLA04], rough set based

methods have been used for pattern extraction in KDD/DM; several successful

KDD/DM case studies in diverse areas such as medicine (e.g. [CKØ98]),

engineering (e.g. [BVC+00]) and economics (e.g. [SZ95]) have been pre-

sented. Unlike in relevance feedback, sample size is usually not a problem in

conventional KDD applications, since by definition KDD deals with looking

for trends in large quantities of data. However, in KDD while the discovery of

the trend is of interest, so is making the trend available in a way that makes

it possible for the human user to use it (e.g. [FHS96, Kei02]). The parallel for

relevance feedback is that while distilling the best possible approximation of

the knowledge contained in the users’ feedback is essential, so is its expression

in a form best suited to the retrieval engine.

3.2.5.2 Information Retrieval

Rough information retrieval has been discussed theoretically in [Miy98] based

on the assumption that there exist predefined classes in the collection. Two

theoretical cases are addressed; firstly, when the subset of relevant documents

is a crisp subset of the collection and secondly, when the subset of relevant

documents is a fuzzy set. Some implementation suggestions are made and the

author acknowledges that considering rough approximation for more complex

indices (such as of images) would be a challenge.

In [GHOS96] the authors propose a “Rough Set Model of Information

Retrieval.” They propose to model a subject classification index in terms

of a family of information systems. Various strategies for retrieval based on

different kinds of similarity between sets of keywords are presented.

is made between the two; KDD accepts as input the results of DM and transforms them

into useful and understandable information (see also [Wri98]). However, these definitions

are not universally accepted.
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Vocabulary Mining using rough set theory [SRKC01] has been developed

([DG88, Sri89, Sri91]) to better utilise domain-specific vocabularies.

By representing both the queries and documents as rough sets and and and

Web Search based on VPRSM [Zia93] is presented in [ZF02]. The document

ranking is adapted from the one in [DG88].

The use of rough set theory for the retrieval of information has been focused

on retrieval strategies and shown to be of use in the specific cases where the

items in the collection are documents, each of which can be represented as sets

of keywords. These approaches are not directly applicable to the more complex

representation of multimedia data, as indeed is acknowledged in [Miy98]. They

also stem from assumptions of similarity and relevance very different from ours,

e.g. the assumption that if an item (document) falls into one of the “leaf nodes”

of a known hierarchical structure, then other documents from this node are

relevant. The applicability of rough set theory to such retrieval techniques

hinges on the assumption that the documents can be accurately classified

by an expert. This dissertation recognises the greater degree of subjectivity

inherent in multimedia collections and hence the authoritative classification is

not determined by experts but by the users. Hence our assertion that rough

set theory is suitable for relevance feedback in multimedia retrieval rather than

the retrieval aspect that has been explored for textual collections.

3.3 Rough Sets Terminology and Notation

The previous section established the applicability of rough set theory to rele-

vance feedback in multimedia retrieval in abstract terms. This section defines

the rough set theory concepts and notation that will be used in the proposed

model. This section also serves as an introduction to the basic rough set

theoretic concepts for readers who might be unfamiliar with them. The sym-

bols and terminology used follow the conventions in [Paw91]. We also draw
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on [KPS98] which provides a very accessible and practical, but nevertheless

detailed, tutorial while following a compatible system of notation.

Information System

Without making assumptions regarding the nature of knowledge, or indeed

the universe of discourse, let us consider the representation of facts (explicit

knowledge) in a manner that lends itself well to the application of rough

set theory. Such a representation is a simple table of data, where a given

row corresponds to an object from the universe of discourse. Each column

represents an attribute that can be measured or otherwise obtained for each

object. Such a table is called an information system.

More formally,

Definition 3.1. An Information System A is a pair (U,A) where

• U is a non-empty, finite set of objects called the universe

• A is a non-empty, finite set of attributes such that a : U → Va,∀a ∈ A

• the set Va is called the value set of a.

This is the sense in which the term shall be used throughout the dis-

sertation. When it is necessary to refer to the broader, more commonly

used meaning (an interconnected set of resources including software modules,

hardware components and networking infrastructure), the term system will be

used instead to preserve the distinction.

While the definition above places no constraints on Va ∀a ∈ A per se, there

is a practical consideration, namely that it should be possible to define an

equivalence relation4.

4In order to better handle missing or incomplete data, this requirement can be relaxed

and only a tolerance relation used on Va e.g. in the extension to rough set theory proposed

in [ST99].
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Let us consider the data on the ten best selling breakfast cereals based on

a study by the Australian Consumers Association5 . A number of brands of

breakfast cereal were considered to be of interest, as were certain properties

they possess. Data regarding the nutritional information of each brand was

gathered, including numerical information such as serving size in grams, the

market share as a percentage, the percentage of fibre and the calorific value in

kilojoules per serve. Further, an assessment of the brand’s level of fat, sugar

and sodium content was made. Rather than specifying precise numeric values

for these measures, the data was presented at a coarser level of granularity such

as “High” or “Low.” For example, between 27% and 40% sugar was simply

labelled “High.” Above 40% sugar was characterised as being “Very High.”

The data can be summarised as a simple information system in Table 3.1.

The set of these brands is our universe and the brands themselves are objects.

U = { Weet-Bix, Just Right . . . }

Often for convenience and brevity each object can be labelled by a lowercase

letter with a numeric subscript, say xi for convenience. Then

U = {x1, x2, . . . xN} where N = |U |.

The properties of these brands regarding which data was accumulated are

the attributes.

A = { Brand, Market share, Serve Size, Fibre, Energy, High Fat, High Sugar,

Sodium }

Since U must be finite (by Definition 3.1), it follows that, for a given

information system, the value set of an attribute can be enumerated. In the

example above, for instance, we can write:

5http://www.choice.com.au/viewArticle.aspx?id=104969\&catId=100198\&tid=

100008\&p=5, last accessed 25 October, 2005
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VMarketshare = {17.5, 7.9, 6.6, 6.4, 5.6, 5.2, 4.4, 3.7, 3.1, 2.4}

VSize = {30, 34, 35, 40, 45}
...

VSodium = {Low,OK,High, V eryHigh}

Decision System

The data in an information system (or some subset of it) can be supplemented

by a posteriori information, typically as an outcome of a known classification

such as by a human expert. The known outcome can be represented by an

attribute that is distinguished from the remaining attributes and is called

the decision attribute. The a priori and a posteriori information together

constitute a decision system.

Definition 3.2. A Decision System is an information system of the form

A = ((U,A) ∪ {d}) ,

where d /∈ A is the Decision attribute. The elements of A are called

conditional attributes.

With respect to the earlier example, the study assigned a rating to each

brand on breakfast cereal which represented a judgement regarding whether

the brand was “Good,”“OK” or “Bad.” Using the rating, which represents

a known outcome, as the decision attribute and the attributes from the data

in Table 3.1 as conditional attributes, a decision system can be constructed as

shown in Table 3.2.

Equivalence and Indiscernibility

Analysing a decision system involves identifying the objects that have the same

value of the decision attribute and computing how their conditional attributes
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contribute to their being assigned that value. For instance, after looking at

Table 3.2, it can be seen that cereals with low fat and low sugar are likely to

be considered “Good.” An alternative statement of the same observation is

that objects that are alike with respect to the values of the attributes “High

Fat” and “High Sugar” are also alike in “Rating”. In order to facilitate such

deduction automatically, it is useful to formulate terms that capture the notion

of “alikeness,” which is done using an indiscernibility relation as below.

Definition 3.3. The B-indiscernibility relation of an information system A =

(U,A) is defined as

INDA(B) = {(x, x′) ∈ U2 | ∀a ∈ B a(x) = a(x′)}

where B ⊆ A.

That is, if two objects have identical values for some some subset of at-

tributes, then they are indiscernible from each other in terms of only those

attributes.

Definition 3.4. The B-equivalence class of an object x, [x]B is the set of

objects that are B-indiscernible from it.

With respect to our example decision system, if we set

B = { Serve Size, High Fat, High Sugar }

Then Corn Flakes, Special K and Rice Bubbles are B-indiscernible and

form what is called an equivalence class.

An indiscernibility relation defines a family of equivalence classes denoted

by U/INDA(B). When it does not lead to ambiguity, the subscript A can be

omitted. Doing so, and using the xi labels for brevity the equivalence classes

are written as

U/IND(B) = {{x1}, {x2, x6}, {x3, x9, x10}, {x4}, {x5}, {x7, x8}, }
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The above can be seen as a classification of U . In this sense equivalence

relations and classifications can be used interchangeably. Clearly, correspond-

ing to another set of attributes C where C 6= B and C ⊆ A an IND(C) can

be defined, which results in another classification of U .

Definition 3.5. A knowledge base is a family of classifications over U . A

class X of U is called a concept.

An obvious case where more than one classification of U is of interest is

when an attempt is being made to compare equivalence classes of the decision

attribute U/IND(d) with equivalence classes of the conditional attributes

U/IND(A). It is in attempting to express one classification as another that

the need for rough approximations arises, as is presented in the subsequent

section.

Rough Approximation

It is necessary to introduce rough approximation in order to be able to express

a concept in terms of an attribute set.

Consider some X ⊆ U . The aim is to be able to express X in terms of

some attribute set B ⊆ A. There are two kinds of objects in U with respect

to X

Objects that are definitely members of X: Objects that belong to equiv-

alence classes of B which are entirely contained in X can be classified as

members of X with certainty based on the values of their attributes in

B. The set of such objects is called the B-Lower bound of X and written

as B(X).

Objects that might be members of X: Objects that belong to equivalence

classes of B that have some overlap with withX can possibly be classified
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Possibly Good
B(X)−B(X)
{x1, x5, x7, x8, x9}

Good, B(X)

Not Good, B(X)
{x2, x3, x4, x6, x10}

Figure 3.1: Rough Approximation of the set “Good”

as members of X. The set of such objects is called the B-Upper bound

of X, written as B(X).

To re-state the above mathematically,

Definition 3.6. For some X ⊆ U and B ⊆ A

(i) B(X) = {x | [x]B ⊆ X}

(ii) B(X) = {x | [x]B ∩X 6= ∅}

(iii) The set X is B-Rough if B(X)−B(X) 6= ∅.

For instance, it may occur to one to see how the concept “Good” is ap-

proximated in terms of fat and sugar content.

Here X is the subset of cereals rated “Good” so

X = {x1, x5, x8}

and the subset of attributes B becomes

B = { High Sugar, High Fat}

The equivalence classes and the rough approximation for this example is

shown in Figure 3.3.
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Reduct and Core

In order to summarise the information contained in a decision system, it be-

comes necessary to determine whether some attributes are superfluous. Specif-

ically, a common consideration is whether some subset of attributes can ap-

proximate the classification of the decision attribute as well as the entire

attribute set. A minimal subset of the conditional attributes that preserves

the indiscernibility relation is called a reduct.

Definition 3.7. A reduct of a set of attributes B ⊆ A is a subset of attributes

B′ ⊆ B such that

• INDA(B) = INDA(B′)

• B′ is minimal i.e. no attribute a ∈ B′ can be removed from B′ without

violating the condition above.

Typically, a given decision system has several reducts of the condition

attribute set with respect to the decision attribute. While computing a single

reduct is comparatively simple, computing all possible reducts is NP-hard

[XWC93] as is finding a reduct with minimal cardinality [SR92]. According to

[KPS98] genetic algorithm based heuristics are used to compute a sufficient

number of reducts [Wró95], [Wró98], [VØ00]. Algorithms relating to reduct

computation are described further in Appendix F.

The subset of attributes that belong to all reducts is called the core.

Definition 3.8. The core of the attributes A, CORE(A) is defined as

CORE(A) =
⋂
RED(A)

where RED(A) is the family of all reducts of A.

Since the core is, by definition, part of every reduct, it can be interpreted

as the “most characteristic part of knowledge, which cannot be eliminated

while reducing [it]. [Paw91]” The practical implications stem from the fact
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that computing the core is computationally simple [SR92] and can hence be

used as the basis for reduct computation algorithms.

Dependency and Significance

A set of attributes D can be said to depend totally on another set of attributes

C if all value sets of D are uniquely determined by the value set of C, in the

manner that a functional dependency can exist between attribute sets of a

relation. It can be useful to extend the idea of dependency to allow for a

degree of dependency. This is done by computing the ratio of all objects that

can be correctly classified into the classes in U/D using the attributes in C to

the total number of objects in the universe. The numerator of the ratio, called

the positive region of the partition U/D with respect to C, is defined below.

It is subsequently used in the computation of the degree of dependency.

Definition 3.9. The positive region of the partition U/D with respect to C,

POSC(D) is the set of all elements of U that can uniquely be classified into

classes of U/D using C, i.e.

POSC(D) =
⋃

X∈U/D

C(X)

Definition 3.10. For two sets of attributes, D ⊆ A and C ⊆ A the degree of

dependency of D on C, γ(C,D), is defined as

γ(C,D) =
|POSC(D)|

|U |

The degree of dependency can be used to obtain the significance of a

particular attribute subset. For a decision system A = (U,C∪D), the effect of

removing an attribute set B ⊂ C can be gauged by computing the difference

between γ(C,D) and γ(C − B,D). This difference is a measure of the error
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introduced in the classifying power of C if B is removed from it. The difference

is normalised in the formal definition below.

Definition 3.11. The significance of an attribute subset B ⊂ C in the decision

system A = (U,C ∪D) is a measure of the error of classification that results

from removing B from the condition attribute set C. It is denoted by σC,D(B)

and computed as

σC,D(B) = 1− γ(C −B,D)

γ(C,D)

If it is understood which decision system is under consideration, the sub-

script to σ can be omitted.

Generalised Decision and Consistency

The idea of approximating the decision attribute with respect to the condi-

tional attributes has been explored previously. A related concept is that of the

generalised decision function.

The generalised decision of an object x in terms of a set of attributes A is

the set of decision outcomes for all objects that are A-indiscernible from it.

Definition 3.12. The generalised decision in A = (U,A ∪ d) is the function

∂A : U → P(Vd) where

∂A(x) = {i | ∃x′ ∈ U : x′IND(A) x and d(x) = i}

The higher the cardinality of the set of values in the generalised decision for

an object x, the more the uncertainty that objects with the identical attribute

signature as x can be correctly classified according to the values of d based on

information in terms of A.
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If a unique decision can be made for all objects in a decision system

based on the conditional attributes, the decision system is called consistent

or deterministic. This idea can be formalised in terms of the cardinality of the

generalised decision function as is done below.

Definition 3.13. A decision system A = (U,A∪ d) is said to be consistent if

|∂A(x)| = 1 ∀x ∈ U

The above, basic rough set concepts provide sufficient background for an

overview of the proposed framework, which is presented in the next section.

3.4 The Proposed Framework - CAFé

Having established the suitability of rough sets in Section 3.2 and introduced

rough set theory in the previous section, we proceed to propose our framework

in this section. We begin by presenting our interpretation of relevance feedback

in the overall architecture of multimedia retrieval systems in Section 3.4.1.

Based on this interpretation the user model is developed in Section 3.4.2. The

internals of the framework are subsequently proposed in Sections 3.4.3 – 3.4.5.

3.4.1 Relevance Feedback and Retrieval System Archi-

tecture

The role of relevance feedback in the overall content-based multimedia retrieval

was initially presented in Figure 2.1. We revisit the architecture and consider

the RF module in greater detail in Figure 3.2. The manner in which this

role is conceived justifies the consideration of relevance feedback as a self-

contained module in its own right. As before, the RF module is shown in blue

for emphasis. However, we now consider the internal architecture of the RF
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module; the other modules continue to be regarded as “black boxes.” Apart

from the internals of the RF Module, its interaction with other related modules

is germane to the discussion here. Such interaction is principally involved with

the user interface and the retrieval engine and is marked in purple.

The UI provides the mechanism through which the user provides their

feedback. This can be done in a number of ways, the simplest being to

facilitate positive feedback only. Such a UI has been used in, for example,

PicHunter [CMOY96a, CMOY96b]. UIs with varying capabilities, such as

allowing users to indicate positive and negative feedback (e.g. [TV00]), degrees

of relevance [WLM03, WLM04]and group-based feedback [NH02] have been

proposed. Regardless of the details of the UI, the information supplied by the

user can be interpreted in terms of classification of viewed results. How this

can be done is shown in Section 3.4.4.

The RE initially takes a representation of the user query as its input.

This input is typically the feature information of the query item (in query by

example), or a synthetic feature signature (in query by multiple example). It

produces a set of results that are items from the collection calculated to be most

relevant to the user query. Due to the prohibitive sizes of collections, usually

only the top-n matches are displayed. The simplest REs are distance functions

that compute the distance between the query and item vectors in feature space,

such as [ISF98]. More complex retrieval engines include Bayesian Networks

(as in [WSI01]), and SOMs (as in [KLLO00]). After an iteration of relevance

feedback a modified query specification is generated that is meant to learn from

the user feedback and improve subsequent retrieval. A discussion of techniques

for doing so is presented in Section 2.3.

There is potential for the use of previously recorded data by the RF Module.

In existing work, this historical information includes records of past sessions of

relevance feedback by multiple users (e.g [MSP04]) and training sessions by

individual users (e.g. [VL00]. In these works, the analysis of the historical data
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Figure 3.2: Relevance Feedback as a component of CBMR

is done in order to enhance the RE functionality. This is represented by the

dashed line in Figure 3.2. In our approach, the RF Module is the component

dealing with subjectivity and user-specific issues. Hence it is conceptually

more appealing to incorporate functionality that can exploit such data in the

RF Module.

3.4.2 Modelling the User Need

Our aim in the dissertation is to develop a framework for Relevance Feedback

in CBMR that is truly user-centric. The first and most crucial step towards

proposing such a framework must be an effective interpretation of the user
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need. Unless the user’s information need is adequately taken into account, the

subjectivity issue cannot be addressed.

It is our position that an expression of the knowledge of what the user wants

is represented by an exhaustive classification of the collection by the user in

question with respect to the query at a given point in time. Clearly if the user

were able to do this, it eliminates the need for the retrieval system. Hence it

is obviously not directly useful as a practical strategy for retrieval. However,

it does provide us with a useful perspective on the problem. This dissertation

posits that each iteration of feedback can be viewed as an approximation of

the hypothetical classification of the whole collection. Hence at each successive

stage of relevance feedback the objective is to glean a closer approximation of

their information need.

In the case when the user is fairly clear on what they are looking for and

provide consistent feedback (indicating that their information need remains

static) the above idea of successive approximation is especially appealing.

In a realistic situation, however, the user need may be more complex. The

user might start out with only a vague idea of what they have in mind (dy-

namic) and browse through the collection over several iterations of feedback.

Having then acquired some knowledge of the collection their information need

may crystallise (become static).

In general the premise will be that some approximation of the user’s in-

formation need is inherent in every iteration of their feedback. Further, a

comparison of the analyses of subsequent iterations can provide an indication

of the evolution of the user need.

If we consider retrieved results that have been labelled as individual samples

to train machine learning techniques, we encounter the small sample problem.

As pointed out in [TV00], conventional machine learning methods may not

be well suited under these circumstances because they tend to rely on a

small number of classes and a large number of training samples. The typical
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approach to mitigating the problem is to use previously accumulated data

[VL00, MSP04] which, while of use under specific circumstances reduces the

emphasis on subjectivity and context. This is why we propose to have the

RF Module analyse the knowledge embedded in the classification that each

iteration represents. Further, successive iterations and “related” iterations can

be combined and interpreted as “better” approximations of the user need. The

user need can then be communicated to the RE in a form that is appropriate

for it. We refer to this informally as the “growing, non-representative sample”

approach. The details of how the user needs are captured and interpreted in

CAFé are discussed in the subsequent sections.

3.4.3 Modelling the Collection

In the proposed framework the collection is modelled as rough information

system as follows.

Consider a homogeneous multimedia collection which is our universe of

interest labelled U . The “raw” multimedia data is the set of items, xi that

make up the collection so that U = {x1 . . . xi . . . xN} where N is the number of

objects in the collection. In addition to the multimedia data, we are interested

in meta-data, representing features computed from the raw data, as well as

other available meta-data such as keyword annotations6

Let F be the set of features. For each feature Fi, multiple representations

Fij are possible. A given representation may require more than one component

Fijk
. By making a distinction between features and their representations we

conform to the Multimedia Object Model of Figure 2.2 and retain generality

6Strictly speaking, once annotations and expert classification data are allowed, the

process is no longer merely content based multimedia retrieval. However, given the proven

utility of manual and semi-automatic keyword annotation (Section sec:litrev-keyword), we

wish to allow for the framework to be able to take advantage of this optional information

when it is available.
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through a layer of abstraction by not requiring each feature to have a single

representation.

In the proposed framework, the above collection meta-data is to be ex-

pressed as a rough set information system (Definition 3.1). For convenience

and in order to have a consistent equivalence relation (equality) across at-

tributes, all attributes will be considered atomic, i.e. single valued per object.

However, they can take a textual, integral or fractional value. In order to

express feature data in the information system it is necessary to consider the

raw data items x ∈ U as the objects and have the feature components Fijk
as

attributes.

For representations of a feature that are automatically extracted and assign

either a single (atomic) value or leave the value undefined per component per

item, each component is simply added to the attribute list.

For the non-content based features, three broad cases arise.

1. Structured keyword annotation or expert classification e.g. each item

is assigned a single keyword value representing the feature, such as

“Author” or a single class label, say “Species” as determined by an

expert.

2. Each item has a list of keywords of unspecified length associated with

it. It is of interest only to know whether or not a keyword is associated

with the item.

3. There is a set of keywords of interest and a weight is assigned for each

{keyword,item} pair.

Dealing with case 1 is trivial. A new feature Fannotation (or Fkeyword as

the case may be) is created. It is deemed to have a single representation

Fannotation1 with exactly one component Fannotation11
. For a given item xi, the

value of Fannotation11
is set to the assigned annotation or keyword. This is an

instance of how text values can be natively incorporated into the framework.
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Cases 2 and 3 are analogous to Boolean and vector-space text retrieval

with the items being our “documents” and the keywords being the “terms.”

To deal with case 3, a new feature Fkeyword is created. It has one representation,

Fkeyword1 . The components Fkeyword1k
correspond to the set of keywords that

the items are indexed on. For an item xi the value of Fkeyword1k
is set to the

weight of the corresponding keyword, item pair. Case 2 is treated as a special

case of the above, with the values of the Fkeyword1k
s being either zero or one

to indicate the absence or presence of the corresponding keyword in the list of

keywords associated with item xi.

Incorporating the content-based features directly and the additional meta-

data as above, the collection becomes an information system U = (U,F) such

that Fijk
: U → VFijk

,∀Fijk
∈ F.

3.4.4 Capturing the User’s Feedback

3.4.4.1 User’s Feedback as Classification

In any multimedia retrieval system, the way users express their relevance

feedback is determined by the capabilities of the user interface through which

they interact with the system. Since one of the goals of the framework is to

be as general as possible, it should be able to cater to existing user interfaces

as well as be extensible so that advances in user interface technology can still

benefit from it.

In existing systems, users express their feedback in existing systems in one

of the following ways:

1. indicating positive examples only (e.g. [ISF98])

2. indicating positive items as well as explicit labelling of negative examples

(e.g. [TV00])
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3. classification based on a number of relevance categories (e.g. [TSV99,

WLM04])

4. allocating “goodness” score to each item (also used in [ISF98])

5. group-based labelling of the seen items [NH02, NMH03]

In cases 1 – 3, which can be considered the typical methods in relevance

feedback, it is trivial to formulate the users feedback as a classification, since

all they differ in from a classification point of view is the number of classes the

seen items are categorised into.

Case 4, in which users provide specific ratings for how relevant or how non-

relevant a given item (usually by dragging a slider), is open to criticism if the

user provided score is directly incorporated (see, e.g. [WLM03]). However, for

the sake of completeness, it is desirable to incorporate this kind of feedback.

To avoid directly using the user provided scores, the scores are to be converted

into a number of classes. At the coarsest level, the degree of relevance or non-

relevance can be ignored by the RF Module; only the label is retained, thus

simplifying it to an instance of case 2. At the finest level, the goodness score

scale can be mapped to an arbitrary number of categories by discretizing the

goodness score interval, thus becoming simplified to an instance of case 3.

In case 5, of which ImageGrouper [NMH03] is an example, users can

nominate retrieved images as belonging to the positive, negative and neutral

groups. Or they can choose to name their own groups depending on their

information need and create sub-groups. This can be interpreted as a more

finely grained classification, or as a classification of classifications.

Cases 1 – 3 above can be seen as a special instance of case 5 when there

is only one level in the group hierarchy, i.e. there are no sub-groups. Thus in

all cases, the user’s feedback is expressible as a classification of seen items.

It is important to point out that, according to our intuitive understanding

of the user need, we do not necessarily need to make a qualitative distinction
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between the various feedback classes. This means that unlike in existing

systems, our classes need not correspond to values or points on a scale. Indeed,

they need not even correspond to an ordinal scale as in [WLM04]. This is

not a limitation of the proposed approach; in fact it is considered a strength.

Our objective remains that of understanding the user feedback; thus all that

is of interest in is why certain items were labelled by the user in a certain

manner. The nature of the label and its correspondence with the actual values

of available features are not required. Informally, the analysis is to be based

on finding correlations in similarity between features and user classification.

Naturally, depending on the nature of the retriever, information about the

labels may be used in computing similarity. As a simple example, the retriever

would make a distinction between the “relevant” and “non-relevant” classes if

it were based on the simple distance in vector-space paradigm. For instance,

it might transform the feature space to have more “relevant” sample closer to

the query and, perhaps, “non-relevant” samples further away from the query

in the vector space. So while a retriever may need to associate significance to

a label, the RF Module need not.

3.4.4.2 Constructing the Decision Systems

Once the collection meta-data has been expressed as a rough information

system (as in Section 3.4.3) and the feedback expressed as a classification

as above, we can express a given iteration of feedback as a rough set decision

system, or in the general case, as a family of decision systems.

The Simple Case – Single Decision Attribute When the user feedback

takes the typical form of a single outcome of classification per item, as is typical

(see cases 1 – 3 in Section 3.4.4.1), the decision system for the ith iteration is

constructed as follows.
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F1 e.g. Colour F2 e.g. Texture · · ·Fi · · · Fm

F11 e.g. histogram · · · F1n1
F21 · · · F2n2

· · ·Fij · · · Fm1 · · · Fmn

Image F111
· · · · · · F1n11

· · · · · · · · ·Fijk
· · · Fm11

· · · d

x1
k

x2
k

...

xNk
k

Table 3.3: The decision table built by RF during the kth iteration

Let there be nl labels that are available to the user and C be the set of

labels, i.e. C = {l1 . . . lnl
}. For completeness, the seen items that are left

unmarked can be assigned the label l0, so that at the end of the first iteration

of feedback, every item that has been seen has a label. Then, according to our

interpretation, the definitive ground truth for the collection with respect to

the query for this session is the hypothetical classification U/C that the user

would perform – were they able to do so – based on their own knowledge of

their information need. We are then interested in acquiring the best possible

approximation of the knowledge contained in Xi/C, where Xi denotes the seen

items for iteration i. An attribute, d, is introduced with C as its domain.

Then the set of objects in the decision system Xi is Xi ⊂ U . The attribute

set F of the rough information system forms the conditional attribute set of

the decision system. The attribute d is added to correspond to the outcome

of the classification and its domain Vd is the set of possible labels C. In the

typical case, C is known in advance due to the inherent capabilities of the user

interface hence we do not need to keep track of a changing Vdi
across iterations

of feedback. So the decision system can be written as Xi = (Xi,F ∪ d).
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The General Case – Groups and a Family of Classifications In the

general case, when the users feedback takes the form of hierarchical annota-

tion, a single information system for the entire feature data and classification

outcomes is constructed as follows.

During the ith iteration, a new attribute dj
i is introduced for each level j

in the hierarchy. The domain of the attribute is the list of the user labels

for that level in the hierarchy. Let the hierarchy be nh levels deep. Each

group corresponds to a label, which is the name that user refers to the group

by. The j-th level in the hierarchy of groups corresponds to a set of labels

Lj = lj1 . . . linhj
, where nhj

is the number of groups at level j.

Then, for a completely lossless adaptation of the hierarchy, we create an

information system Ii with its attributes including the feature information as

well as the classification information. So Ii = (Xi,F
′
i) where F′

i = F ∪ Di.

For a full analysis of Ii, a decision system can be constructed for each layer

in the hierarchy by treating each dj as the decision attribute in turn: X dj

i =

(Xi, (F
′
i − dj

i ) ∪ d
j
i ),∀d

j
i ∈ Di.

3.4.5 Inferring Users’ Information Need

In the traditional view of relevance feedback, one of the user categories (e.g.

relevant) has a special significance. Satisfying the user’s information need

involves getting all items that belong to that class, other times multiple cate-

gories are of interest and we may be interested in top-n matches for each class.

This is important for distance based retrievers, for instance, when it may be

worthwhile only considering the “relevant” group and attempting to transform

the feature space such that unmarked items that should belong in this group

become closer to ones already in the group.

However, in the general case, a user-centric approach would be to at-

tempt to understand why the user assigns certain items belong to a given
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category. Clearly for humans, there are situations when the presence of a

factor causes an item to be relevant and its absence makes it non-relevant. In

these situations it is of paramount importance to identify the underlying factor

itself. Hence in CAFé we propose to analyse the decision system based on the

known classification rather than necessarily assigning significance to a given

category. The challenge thus becomes capturing the knowledge implicit in the

users classification, which is an approximation of the knowledge that can be

extracted from the hypothetical classification of the entire collection.

For the sake of clarity let us consider the case when there is no group

hierarchy and therefore the user categorises each seen item into one of a pre-

fixed number of categories represented, as before, by the labels l1 . . . lnl
. Then,

according to our interpretation a definitive representation of the user need is

contained in the hypothetical classification U/C, where C = l1 . . . lnl
. If this

classification were to be approximated in terms of the feature information, a

corresponding decision system could be constructed as W = (U,F ∪ d). The

knowledge implicit in U/C regarding how the the feature information affects

the user classification can be summarised from W using rough set concepts

like reducts or decision rules. Of course, at no point is U/C available to us

since if it were the retrieval system would be unnecessary. In fact, it may never

be arrived at since the user may terminate their search well before the system

results in perfect recall, since |U | could be very large.

At the jth iteration of relevance feedback, the decision system Xj = (Xj,F∪

d) is constructed. Since Xj ⊆ U , the knowledge contained in Xj is an approx-

imation of the knowledge contained in W which, in turn, is an approximation

of the knowledge the user has regarding their information need as specific to

their query and the collection U .

The challenge stems from the fact that, since |Xj| � |U | and the items

in Xj were retrieved as the best matches to a query, Xj is unlikely to be a

representative sample of X. Further, since users typically label relatively few
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items, the number of labelled samples may be much smaller than the number of

features being dealt with which can make the extraction of knowledge difficult.

In CAFé, we propose to use reducts (Definition 3.7) as the basis for the

approximation of the knowledge regarding the user’s classification in in terms

of the feature information. Our reasons for doing so follow.

As the name implies, reducts are meant to provide a way for the knowledge

in the decision system to be reduced and hence are theoretically appropriate

for summarising the knowledge in a given iteration of feedback. In CAFé each

reduct represents a set of feature components that can classify the seen items

as well as the entire feature set in terms of the user feedback. Hence the set

of reducts of Xj can be used as an approximation of the user need that can be

revised when further information becomes available such as through the next

iteration of feedback. Often the cardinality of a reduct can be much smaller

than the cardinality of the entire feature set thus making a reduct a highly

compact representation. When a large number of reducts exist, the attributes

that occur frequently among them can constitute a set that is much smaller

than the entire attribute set.

To better interpret the user need, the previous iterations also need to be

taken into account. This can help to overcome the small sample issue by

gradually accumulating a “growing sample.” This is done by constructing a

cumulative decision system consisting of all the seen items, not simply items

seen in the current iteration, X ′
j =

⋃
j

Xj . When no ambiguity is caused by

doing so, such as when it is clear which iteration is being considered, the

subscript j can be omitted for brevity. Comparing RED(X ′
j) and RED(X ′

j+1)

provides an indication of how the users need evolves from iteration j to j + 1.

It is in fact possible to use rough set theoretical techniques to generate

decision rules that express the user classification (decision attribute) in the

terms of the reducts (minimal subsets of the features), which can be interpreted

as a more precise and specific distillation of the classification. However, our
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position is that this is too fine a degree of granularity to use, since |Xj|/|U|

is small enough to make such rules of very limited applicability to {x : x ∈

(U −Xj)} 7.

In CAFé reducts are interpreted as attribute subsets that are known to be

useful in approximating the users information need within the seen examples.

In this manner, relying on the reducts themselves, and being careful about

the way they are interpreted, is used as a way of overcoming the small sample

issue and, in layman’s terms, avoiding “reading too much” from the data.

Each reduct is merely a subset of feature components. The knowledge

embedded in the set of reducts can be augmented by a measure of its expected

importance as well as by a measure of the importance of individual attributes

within a reduct. The above notions can be natively modelled by any retrieval

engine, regardless of its theoretical underpinnings.

Having decided to use reducts to approximate the knowledge of the infor-

mation need, the goal can be stated rather simply, i.e., to identify subsets of

attributes θ that is likely to have significant overlap with the reducts of W .

The starting point for such subsets is the set of reducts obtained from each

Xj, RED(Xj). The measure of overlap can be estimated in the spirit of the

rough set literature as a simple ratio of cardinalities:

ψθ =


|ρ|
|θ| , ∃θ : θ ∈ RED(W), ρ ⊆ θ

|θ
|ρ| , ∃ρ′ : ρ′ ∈ RED(W), θ ⊆ ρ

0, otherwise

These attribute subsets will be called “proto-reducts” since they are not

necessarily reducts of either X or of W initially, but they are expected to

evolve to become closer and closer to reducts W .

7 A possible way to utilise decision rules is by synthesising them from historical sessions

of relevance feedback, when doing so is justified by semantic considerations and does not

compromise the handling of user subjectivity.
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To restate the goal, then, we interpret the problem of inferring the user’s

need as the problem of computing a set Θ of attribute sets θ that that we

expect will have a high value of ψθ.

Theoretically, there can exist many such reducts for a given Xj. In practice,

too, since the feature set can have a very high cardinality, it is often the case

that a large number of reducts exist. Each of these reducts can be interpreted

as terms in which an “explanation” for the seen cases of the user feedback can

be expressed, so they are the basis for the synthesis of Θ. Subsequent feedback

is used to strengthen the confidence is some of the elements of Θ and eliminate

those that are only of local significance.

The method proposed for the synthesis of Θ is based on theory developed

in Section 4.2.2 and is presented in Section 4.3

3.4.6 Communicating with the Retriever and Multiple

Iterations

As discussed in the previous section, at the jth iteration of relevance feedback

we summarise the knowledge about the user’s information need as RED(Xj)

and RED(X ′
j) and attempt to synthesise Θ that is expected to have significant

overlap with RED(W).

Having represented the inferred user need in the form a set Θ of proto-

reducts, the task of communicating this to retrieval system needs to be ad-

dressed. In CAFé, the aim is to formulate this communication in as general

terms as possible, i.e. assuming as less as possible about the retrieval engine.

If we assume that a retrieval engine can perform retrieval based on a subset

of the set of feature components F, then since Θ is available, multiple retrievals

can be done using each θ as the subset of features on which the retriever

compares items in the collection. The results from the various retrievals

can then be combined in a manner analogous to the fusion of results from
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various retrieval runs for meta-search. Details of this method are presented in

Section 4.6.2 under the heading Result Fusion.

On the other hand, it may also be possible to weight the various feature

components individually (the subset based retrieval of the previous paragraph

is analogous to permitting binary weights). Most retrieval engines do in fact

support this kind of weighting. Computing weights to feed to the retrieval

engine that are expected to improve retrieval based on Θ is investigated in

Section 4.6.1.

The discussion on the framework in the current section as it relates to

Figure 3.2 and to subsequent sections is summarised in Figure 3.3. The blue

box denoting the Relevance feedback module and the magenta data flows

delineate the scope of the framework.

3.5 Conclusion

The current chapter presented an overview of the proposed classificatory anal-

ysis based framework for relevance feedback. The framework is based on the

conception of relevance feedback as the module in the overall CBMR system

architecture that handles user subjectivity and attempts to bridge the semantic

gap and accordingly focusses on the user feedback while beind independent of

a particular retrieval engine (Desideratum 1).

In order to satisfy the desideratum that the framework be user-centric

(Desideratum 3), the model of the user information need is based on the

assumption that the user’s classification of results is an approximation of

how they might categorise the entire collection. The framework isolates the

problem of synthesising an approximate “understanding” of the user’s infor-

mation need in terms of the feature information from that of expressing such

an understanding to the retrieval engine, thereby remaining independent of

any particular retrieval method. The user’s provision of feedback is modelled
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as a classification without constraining the number of possible classes or the

nature of the labels.

Given the approach taken, rough set theory emerges as a natural choice

for the basis of the framework since it is explicitly designed for classificatory

analysis involving uncertainty and allows attributes to take values from any

domain (Desideratum 2). The multimedia collection can be modelled as a

rough information system with the objects being the items in the collection

and the attributes corresponding to feature components. Each iteration of user

feedback can be expressed as a rough decision system. Successive iterations

of feedback taken cumulatively provide a growing sample, based on which

the understanding of the user’s information need can be continuously refined.

Historical data can be incorporated by considering it as part of the sample

(Desideratum 4).

We propose to model the system’s approximation of the user information

need as a set of proto-reducts, which are sets of attributes that are expected to

have a significant overlap with reducts of the decision system representing the

(theoretical) classification of the entire collection. Such an approximation of

the user information need can generically be used for subsequent retrieval by

combining the results from multiple retrieval runs (one for each proto-reduct)

or by fusing it into a single, revised query specification.

The details of how the set of proto-reducts are synthesised and how the

approximation of the user’s information need they represent can generically

be expressed to the retriever are discussed in the following chapter.
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Chapter 4

Understanding the User’s

Information Need

4.1 Introduction

The previous chapter outlined the proposed framework CAFé after introducing

the required theoretical background. The principle underlying the perspective

taken on the user model was also presented, which is this: a user-centric

exhaustive classification of the collection with respect to the user query is

the definitive description of that user’s information need within the given

context. The representation of such an exhaustive classification as well as

individual iterations of feedback as decision systems and the approximation of

the knowledge in them as reduct sets was proposed. Care was taken to outline

the framework in conformity with the proposed desiderata (Section 2.5).

The current chapter develops CAFé in greater detail. The theoretical

construct of the global decision system representing the user need is revisited.

The analysis of the various iterations as subtables of the global decision system

is based on the deduction of interesting properties that the reduct sets of such

subtables have with respect to the reduct set of the global decision system.

These properties are deduced as natural extensions to classical rough set
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theory for dealing with the specific nature of the “growing sample” formed

by the iterations of relevance feedback that reflects the evolution of the user’s

expression of their information need. In addition, the reduct set of the decision

system corresponding to a given iteration of feedback has certain properties

under conditions specific to the scenario encountered in relevance feedback for

CBMR, which are examined.

A simple image collection is used as an example through the development

of the theory described above for clarity. It also serves to demonstrate the

utility and intuitive appeal of the theory.

The theoretical discussion can be taken advantage of in CAFé since it has

significant implications for understanding the user’s information need as an

approximation of feature information and, consequently, for estimating how

good an approximation has been obtained. It immediately suggests itera-

tive techniques for constructing a successively better approximation to the

reduct set of the global decision system and measures of convergence indicating

whether the approximation is improving.

Heuristic modifications and extensions of such techniques are also proposed

in order that they be useful even when various system-centric constraints such

as computational complexity become the overriding concern. This is in keeping

with our user-centric design principle of having a semantically justified design

of a technique and making simplifying assumptions when necessary at a much

lower level of abstraction.

The rest of the chapter is organised as follows. First, key notation from the

proposed framework is briefly revisited early in Section 4.2. A sample image

collection is introduced (Section 4.2.1), which is used to illustrate the theory

developed. The rest of Section 4.2 develops the theory necessary in CAFé for

modelling the user’s information need across iterations. The actual synthesis

of the approximation of the user need is discussed in Section 4.3 and its

convergence is considered in Section 4.4. A note on the issue of discretization
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of the feature data is made in Section 4.5. Incorporating the CAFé-based

approximation of the user’s information need in subsequent retrieval while

making as few assumptions about the retriever as possible is examined in

Section 4.6. Key conclusions drawn from the material in the chapter are

summarised in Section 4.7.

Portions of this chapter draw on our earlier published work [ZWS07].

4.2 Revisiting the Framework

Recall that in Section 3.4.5 the idea of using a set of reducts as the concise

expression of the user need contained in an iteration of relevance feedback was

proposed. It was also argued that the problem of obtaining an understanding of

the user need expressed as an approximation in terms of the feature information

can be expressed in rough set terms as one of finding a family of attribute sets

such that each attribute set has significant overlap with a reduct of the global

decision system.

This family of attribute subsets is to be synthesised based on the iterations

of feedback that the user does in fact provide by expressing them as decision

systems and reducing the knowledge in them. Hence it becomes important

to analyse the global classification decision system in conjunction with the

decision systems representing individual iterations of feedback.

As before, let

• U be the set of objects in the collection

• F be the set of feature component representations (the lowest level in the

feature hierarchy). When necessary the individual attributes are denoted

by ai.

• X0, X1, X2... be subsets of U , with each Xi corresponding to the set of

objects viewed in an iteration of feedback.
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• d be the decision attribute, representing the outcome of the user’s clas-

sification

• C be the finite set of possible class labels that are available to the user

for labelling (the attribute d can take a single member of C as a value

per item, per iteration)

In theory, the user could manually classify the collection, giving us U/C.

This can be represented as the universal decision system

W = (U, F ∪ d)

for which the set of all reducts RED(W) can be computed.

Corresponding to the ith iteration of relevance feedback we can construct

the decision system

Xi = (Xi, F ∪ d)

and for which we can compute RED(Xi).

In CAFé we consider RED(W) a highly compressed but effective approxi-

mation of the users information need described by W . RED(Xi) is, in turn, a

compressed approximation of the information regarding the users information

need contained in Xi.

4.2.1 Example: The Letters collection

To better appreciate the previous section, let us consider an example : the

image collection “letters”. It consists of images representing letters of the

alphabet repeated six times in various colour combinations. Each image is

identified by a unique file name. From a user-centric point of view, the collec-

tion is simple enough that a brief description can be used to indicate a possible

classification of the collection. For example, the collection can be spoken of

as being “classified by letter” to have twenty-six readily identifiable (by a
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human) classes or “classified by colour-coded alphabet” to be unambiguously

partitioned into six sets. Also since the collection contains only three colours,

computer generated colour and textural indexes are comparatively easier to

read and interpret than would be the case for a real-world collection, which

makes it suitable for didactic purposes. The complete collection is described

in Appendix A (see Table A.1).

To illustrate the theory in this section, let us simply designate the entire

collection as U1, where the superscript 1 is used to indicate that this specific

example is referred to. Assume that it is indexed on colour and texture. Let

the feature colour be represented as a three-colour histogram in RGB space

and the texture feature by the Angular Second Moment (ASM), Measure of

Correlation (Corr), Contrast (Contr) and Variance (Var) as in [HSD73]1. So

the attribute set, referred to as F 1, becomes

F 1 = {R,G,B,ASM0, Contr0, V ar0, Corr0, ASM45, Contr45, V ar45, Corr45}

It is possible to manually classify the example collection into six classes, each

of which represents the alphabet in a single colour combination. Each of

these classes can be referred to by its colour combination e.g. red-on-blue

(abbreviated to rb) , green-on-blue (gb), etc. giving us the set of class labels

C1, where

C1 = {rb, gb, rg, bg, gr, br}

It is also feasible for a user to classify the collection into twenty-six classes

of images representing the same letter to construct W . Let a single character

representing the letter that the images in a class depicts be the the label for

that class so that

C2 = {A,B,C...Z}
1These measures are computed with d = 1 for θ = 0◦ and θ = 45◦. See Appendix C for

details.
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Image B G R ASM0 Contr0 Corr0 V ar0 ASM45 Contr45 Corr45 V ar45 d1

1 0.9167 0 0.0833 0.828 0.0186 0.879 1.08 0.821 0.0243 0.844 1.08 rb

2 0.8909 0 0.1091 0.786 0.0178 0.909 1.1 0.771 0.0318 0.839 1.1 rb
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27 0.9202 0.0798 0 0.834 0.0186 0.875 1.07 0.827 0.0241 0.839 1.08 gb

28 0.8928 0.1072 0 0.789 0.0178 0.908 1.1 0.774 0.032 0.836 1.1 gb
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53 0 0.9164 0.0836 0.827 0.0186 0.88 1.08 0.82 0.0243 0.844 1.08 rg

54 0 0.8908 0.1092 0.786 0.0178 0.909 1.1 0.771 0.0318 0.839 1.1 rg
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80 0.1092 0.8908 0 0.786 0.0178 0.909 1.1 0.771 0.0318 0.839 1.1 bg

81 0.0798 0.9202 0 0.836 0.0158 0.894 1.07 0.827 0.0237 0.842 1.08 bg
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105 0 0.0798 0.9202 0.834 0.0186 0.875 1.07 0.827 0.0241 0.839 1.08 gr

106 0 0.1072 0.8928 0.789 0.0178 0.908 1.1 0.774 0.032 0.836 1.1 gr
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131 0.0833 0 0.9167 0.828 0.0186 0.879 1.08 0.821 0.0243 0.844 1.08 br

132 0.1091 0 0.8909 0.786 0.0178 0.909 1.1 0.771 0.0318 0.839 1.1 br
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156 0.0814 0 0.9186 0.839 0.0107 0.929 1.08 0.83 0.0184 0.879 1.08 br

Table 4.1: Global decision system W1

It is interesting to note that even in a simple collection of images like

this one, user subjectivity can come into play; the above two classifications

represent two entirely different user information needs.

Given U1, F 1 as above, and using decision attributes d1 and d2 to indicate

the outcome of the two classifications, we can construct the global decision

systems W1 and W2 as in Tables 4.1 and 4.2. The bulk of the feature data

is omitted for brevity.

Image B G R ASM0 Contr0 Corr0 V ar0 ASM45 Contr45 Corr45 V ar45 d2

1 0.9167 0 0.0833 0.8276 0.01859 0.8794 1.077 0.8208 0.02428 0.8439 1.078 A

2 0.8909 0 0.1091 0.7864 0.01778 0.9094 1.098 0.7713 0.03183 0.8391 1.099 B

3 0.9203 0 0.0797 0.8364 0.01576 0.8936 1.074 0.8275 0.02367 0.8416 1.075 C

4 0.9022 0 0.0978 0.8033 0.01899 0.8933 1.089 0.7924 0.02877 0.8398 1.09 D

5 0.9089 0 0.0911 0.8223 0.01071 0.9359 1.084 0.8023 0.03 0.8221 1.084 E

6 0.9306 0 0.0694 0.859 0.01071 0.9179 1.065 0.8465 0.02245 0.8294 1.066 F

7 0.9003 0 0.0997 0.8004 0.01879 0.8963 1.091 0.7868 0.03143 0.828 1.091 G
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.

.

.

.

154 0.0785 0 0.9215 0.8352 0.01919 0.8686 1.073 0.8311 0.02204 0.8504 1.074 X

155 0.0619 0 0.9381 0.8673 0.01576 0.8656 1.059 0.8638 0.01816 0.8465 1.059 Y

156 0.0814 0 0.9186 0.8385 0.01071 0.9291 1.075 0.8297 0.01837 0.8794 1.076 Z

Table 4.2: Global decision system W2
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4.2.2 An Iteration in terms of a Global Classification

We are interested in synthesising a family Θ of attribute sets θ from the Xis that

each θ is likely to have a high degree of overlap with a reduct ρ ∈ RED(W).

We can call these θs “proto-reducts.”

Over several iterations the proto-reducts are to evolve to reflect a growing

understanding of the users information need and a confidence measure assigned

to each of them indicating the expected overlap with a reduct of W .

4.2.2.1 Discernibility Preserving Attribute Sets

Since we are interested in attribute sets θ that may be supersets or subsets

of some ρ ∈ RED(W), it is useful to introduce the notion of a Discernibility

Preserving Attribute Set (DPAS) of the information system. This is the term

that we use for a subset of the attribute set that can classify the set of objects

as well as the entire attribute set. It is a reduct analogue with the minimality

requirement relaxed.

Definition 4.1. A DPAS of the information system

A = (U,A ∪ d)

is defined as a set of attributes B such that

• B ⊆ A and

• INDA(B) = INDA(A)

A useful property of the DPAS that follows from its definition is:

Theorem 4.1. For a given DPAS R of A = (U,A ∪ d), there exists at least

one set of attributes ρ ⊆ R such that ρ ∈ RED(A, d)

Proof. By definition 4.1, R can classify the the objects into equivalence classes

as well as the entire attribute set. If there is no attribute that can be removed
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from it without violating this property (a dispensable attribute), then it is

minimal and therefore a reduct, ρ = R.

If, on the other hand, there is a dispensable attribute a ∈ R, it can be

removed to yield another DPAS. This process can be successively repeated

until a ρ ⊂ R is found from which no attributes can be removed without

worsening the classification.

Note that Theorem 4.1 does not guarantee that there is a single reduct

corresponding to a given DPAS (the “at least one” clause). E.g. we could

trivially have a DPAS constructed from the union of two non-intersecting

reducts.

4.2.2.2 Subtables

During relevance feedback, the users classification of a subset of the collection

will be available and decision system be constructed corresponding to it. The

relationship between such a decision table Xi and the overall decision system

W is clearly of interest and can be represented in an intuitively appealing

manner as that of a subtable. This is described formally in Definition 4.2 as

follows.

Definition 4.2. If A = (U,A ∪ {d}) is a decision system then any system

B = (U ′, A ∪ {d}) where U ′ ⊆ U is called a subtable of A (after [Baz96]).

For example let us consider some arbitrary subset X1
1 ⊂ U1, say

X1
i = {11, 15, 34, 38, 57, 59, 75, 82, 93, 94, 99, 100, 108, 118, 129, 143}

We can construct the subtable X 1
1 of W1 corresponding to X1

1 ⊂ U as in

as in Table 4.3. The images that make up the set X1
1 are shown in Figure 4.1.

While traditional user interfaces for CBMR systems do not allow users to

provide feedback at such a fine level of granularity ( |C1| = 26, |C2| = 6), for

clarity we assume that in both cases here the user provides feedback in terms

of the same classes.
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Image B G R ASM0 Contr0 Corr0 V ar0 ASM45 Contr45 Corr45 V ar45 d1

11 0.9154 0 0.0846 0.823 0.0214 0.863 1.08 0.82 0.0229 0.855 1.08 rb

15 0.9054 0 0.0946 0.809 0.019 0.89 1.09 0.799 0.0269 0.846 1.09 rb

34 0.9096 0.0904 0 0.814 0.0202 0.878 1.08 0.805 0.0282 0.832 1.08 gb

38 0.9473 0.0527 0 0.889 0.0107 0.894 1.05 0.881 0.0174 0.83 1.05 gb

57 0 0.9089 0.0911 0.822 0.0107 0.936 1.08 0.802 0.03 0.822 1.08 rg

59 0 0.9001 0.0999 0.8 0.0188 0.897 1.09 0.787 0.0314 0.828 1.09 rg

75 0 0.8694 0.1306 0.736 0.036 0.843 1.12 0.731 0.04 0.827 1.12 rg

82 0.0981 0.9019 0 0.803 0.019 0.894 1.09 0.792 0.0288 0.84 1.09 bg

93 0.0948 0.9052 0 0.808 0.019 0.89 1.09 0.799 0.0269 0.846 1.09 bg

94 0.0811 0.9189 0 0.835 0.0146 0.903 1.08 0.825 0.0237 0.844 1.08 bg

99 0.0824 0.9176 0 0.828 0.0202 0.868 1.08 0.822 0.0251 0.837 1.08 bg

100 0.0695 0.9305 0 0.85 0.0196 0.85 1.07 0.847 0.0218 0.834 1.07 bg

108 0 0.0956 0.9044 0.807 0.019 0.891 1.09 0.796 0.029 0.835 1.09 gr

118 0 0.0955 0.9045 0.799 0.0279 0.84 1.09 0.79 0.0359 0.796 1.09 gr

129 0 0.0597 0.9403 0.871 0.016 0.859 1.06 0.868 0.0182 0.841 1.06 gr

143 0.1214 0 0.8786 0.749 0.0372 0.827 1.11 0.744 0.0408 0.812 1.11 br

Table 4.3: Subtable X 1
1

11 15 34 38 57 59 75 82 93 94

99 100 108 118 129 143

Figure 4.1: The subset X1
1
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4.2.2.3 Reducts of Subtables

Defining the concepts of the DPAS and the subtable leads to the following

idea regarding the relationships between the reducts of a decision system and

a subtable of it. Since a reduct can classify all seen cases as well as the entire

feature set with respect to the decision attribute, it must be able to do so for

any subset of its attributes. Formalising this and examining the consequences

yields the following properties:

Theorem 4.2. Given a subtable B of a decision system A,

(i) Corresponding to any reduct ρ of A, there exists a reduct ρ′ of B such

that ρ′ ⊆ ρ.

(ii) There can be no reduct ρ′′ of B that is a proper superset of any reduct of

A.

Proof. If ρ is a reduct of A then, by definition 3.7, INDA(ρ) = INDA(A).

Also, by definition 4.2, the set of objects in B is a subset of the objects in

A. So for every pair of objects x, x′ in B such that x and x′ belong to the same

equivalence class will also be in the same equivalence classes as they are in A.

Therefore, any reduct ρ of A must preserve the equivalence classes in B, so

INDB(ρ) = INDB(A). According to Definition 4.1 ρ is a DPAS of B.

Hence, by Theorem 4.1, there must be a ρ′ ⊆ ρ such that ρ′ is a reduct of

B. This establishes part (i).

Also, since ρ is a DPAS of B, by definition there cannot be any reduct of

B that is a superset of ρ, since it would not be minimal. This shows part (ii)

to be true.

In our example X 1
1 is a subtable of W1. The set of reducts of the subtable,

is

RED(X 1
1 ) = { {B, G}, {B, R}, {B, Contr0}, {B, Corr0}, {B, ASM45},

{B, Contr45}, {B, Corr45}, {G, R} {G, Contr0}, {G, Corr0}, {G, V ar0},
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{G, ASM45}, {G, Contr45}, {G, Corr45}, {G, V ar45}, {ASM0}, {R, Contr0, Corr0},

{R, Corr0, V ar0}, {R, ASM45}, {R, Contr45}, {R, Corr45}, {R, Corr0, V ar45}

}

The reduct set of the global decision system is RED(W1) = {{B,G},

{B,R}, {G,R}}

In this particular instance, though the sample is rather small (15 items),

the reducts of the global decision system themselves appear as reducts of the

subtable. However, this is not always the case; typically a subset of a reduct

is enough to classify the items in a small subtable.

For any subtable, let the set of its reducts that are subsets of or the same

as reducts of the global decision system be denoted by the symbol REDW , i.e.

REDW(X ) = (ρ : ρ ∈ RED(X )andρ ⊆ ρ′ ∈ RED(W)) (4.1)

Theorem 4.3. Let A and B be subtables of W . If A is a subtable of B

then

(i) ∀ρ ∈ REDW(A),∃ρ′ : ρ′ ⊇ ρ where ρ′ ∈ REDW(B), and, consequently

(ii) |REDW(B)| ≥ |REDW(A)|

Proof. If ρ ∈ REDW(B), then, by definition, there must exist at least one

ρ′′ : ρ′′ ⊇ ρ and ρ′′ ∈ RED(W).

Since B is a subtable of W , ρ′′ is a DPAS of B (by Theorem 4.2).

Therefore, there must exist a reduct ρ′ of B .

Because ρ′ ∈ RED(B) and ρ′ ⊆ ρ′′ ∈ RED(W), by definition, ρ′ ∈

REDW(A) (Equation 4.1).

Theorem 4.4. If X1 and X2 are subtables of W, X1 6= X2, then

(i) |REDW(X1 ∪ X2)| ≥ |REDW(X1)| and
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(ii) |REDW(X1 ∪ X2)| ≥ |REDW(X2)|

Proof. The proof of this theorem follows from Theorem 4.3 by setting B =

X1 ∪ X2. To prove part (i), let A = X1. To prove part (ii), let A = X2.

4.2.3 Independent Analysis of a Given Iteration

In addition to an overall understanding of the relationships between a given

iteration and a hypothetical global classification, it is also necessary to anal-

yse the knowledge embedded in the user classification as represented by the

decision system corresponding to a given iteration of relevance feedback. This

analysis of Xi is to be done in terms of the set of reducts RED(Xi) (for reasons

examined in Section 3.4.5).

Theorem 4.5. In the decision system A = (U,A ∪ d), for two attribute sets

C,D ⊂ A such that C ∩D = ∅ and C =⇒ D (i.e. D totally depends on C),

there can be no reduct of A that contains both C and D.

Proof. For there to exist a reduct containing C and D, it would have to be of

the form ρ = (C ∪D ∪E) where E ∩C = ∅ and E ∩D = ∅. For generality, E

is allowed to be the empty set.

Now, because C =⇒ D, C can generate a partition that is either the same

as or finer than D, or

IND(C) ⊆ IND(D)

as in [KPS98].

So, for any ρ as above, we can remove D without affecting the partition it

generates, or

IND(ρ) = IND(ρ−D)

Since we can remove D from such a ρ without worsening its classification,

even if ρ is a DPAS it cannot be a reduct since it is not minimal.
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4.3 Synthesising proto-reducts

By introducing the DPAS and proposing Theorem 4.2, we see the merit in

not simply considering reducts as atomic but also analysing their composi-

tion. Dealing only with complete reducts has yielded interesting results, as

in [Baz96], where the frequency of occurrence of reducts within a number of

randomly chosen subtables of a given decision table is used as the basis of the

theory of the so-called dynamic reducts and an indication of the “goodness”

of a reduct.

However, in the case of relevance feedback in multimedia retrieval, it is clear

that the subtables that will be available will be very small, and the number

of attributes rather large. Hence, for an Xi corresponding to an iteration of

feedback, typically RED(Xi) will contain a number of reducts, almost none of

which are likely to have sufficient classifying power to be reducts of W .

Theorem 4.2 provides a starting point for dealing with this issue. While in

the typical case, reducts of W are very unlikely to occur directly in RED(Xi),

and not all reducts of Xi will overlap with reducts of W , there should be some

reducts ρ ∈ RED(Xi) that are subsets of reducts of W. Theorems 4.3 and

4.4 lend support to the growing sample approach, by showing that examining

the decision systems constructed cumulatively after subsequent iterations can

yield progressively better approximations of RED(W).

The real world scenario for which the users information need can be mod-

elled most easily in system-centric terms is when the user has a very clear idea

of what results they are interested in and the need remains static. In this case,

the user is able to classify each item according to their own knowledge with

respect to their query. Further, the sequence of presentation of results is not

considered important; i.e. regardless of which items are presented along with

or before a given item do not affect the users judgement regarding that item.
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Under conditions similar to relevance feedback, the above idea can be used

as the basis of a way of synthesising a family Θ of attribute subsets θ that

are successively better approximations of RED(W). Assuming we had W and

were given successive “iterations” (each iteration being a number of labelled

items Xi/C) one at a time, such a way could be based on computing the

reducts of the the decision system containing all labelled items x known up to

that point. In other words, we can assume that the user is able to consistently

assign a label c ∈ C to any given x ∈ U .

At each iteration i we can construct the decision system Xi corresponding

to the seen items. Further, we can construct the cumulative decision system

X ′
i consisting of all the items seen so far as X ′

i = (
⋃
i

X,F ∪ d).

Let us first consider the case when the feature information is rich enough

to adequately capture the user’s static information need. In this case, we can

ensure that X ′
i is a consistent decision system (Definition 3.13) for a static

user information need, since the earlier assumption guarantees that any given

item in the collection is always assigned the same decision outcome and in the

current case the feature information is rich enough that no two items with

identical feature signatures fall into the same user category.

Since X ′
i is consistent, it is especially appealing to consider basing our

set of proto-reducts Θ on the reduct set RED(X ′
i ), since this represents the

“growing sample” in its entirety. While Theorems 4.3 and 4.4 suggest that as

the cardinality of X ′
i increases RED(X ′

i ) will become a better approximation

of REDW in general, intuitively we can expect that the rate of convergence

to REDW will be comparatively rapid.

So, for this simple case, a naive algorithm for synthesising proto-reducts

would simply consist of computing the exhaustive reduct set of the cumulative

decision system at each iteration. The iterations would continue either until

the user terminated the session, or a stable model of the user need has been
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obtained in terms of convergence of the proto-reduct set Θ. A high-level

abstraction of such an algorithm is presented as Algorithm 4.12.

Algorithm 4.1 Iterative Synthesis of Θ for consistent X ′

1: Θ = ∅; X ′ = ∅

2: while there are further iterations do

3: Construct the decision system Xi representing the current iteration as

Xi = (Xi, F ∪ d)

4: Append Xi to X ′, thus constructing the cumulative decision system

5: The set of proto-reducts Θ is assigned RED(Xi)

6: end while

The basic, naive approach can be augmented in view of the following

argument. For each reduct ρ ∈ REDh(X ′
i ), only two possibilities arise. Firstly,

ρ is significant in terms of W , in which case there exists some ρ′ ∈ RED(W) :

ρ′ ⊇ ρ. If not, ρ is only of local significance.

If a reduct exists such that it, or one of its subsets, is a reduct for the

decision system constructed at every iteration, then that reduct can definitely

be considered significant with respect to the user need. This is because it

represents a set of attributes that is able to “explain” the user’s classification

at every stage.

The set of such reducts corresponding to an ordered set of subtables 〈Xi〉

can naturally be constructed by iteratively eliminating reducts that do not

have this property as in Algorithm 4.2 (the actual elimination is done in line

13).

Algorithm 4.2 relies on the principle that, given a static user’s information

need and an expressive feature set, the system should be able to identify

with greater and greater accuracy a stable model of this need over successive

iterations based on consistent feedback. Semantically, if the user need is known

2The termination condition involving convergence is a significant feature of the framework

and is examined in greater detail in Section 4.4
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Algorithm 4.2 Iterative Synthesis of Θ

1: Θ = ∅; i = 1;X ′ = ∅

2: while there are further iterations do

3: Construct the decision system representing the current iteration Xi =

(Xi, F ∪ d)

4: Append Xi to X ′, thus constructing the cumulative decision system

5: Compute RED(X ′
i )

6: if Θ = ∅ then

7: Initialise Θ to RED(Xi)

8: else

9: for all proto-reducts θ ∈ Θ do

10: if ∃ρ ∈ RED(X ′) such that ρ ⊇ θ then

11: Replace θ by ρ in Θ

12: else

13: Remove θ from Θ

14: end if

15: end for

16: end if

17: i = i+ 1

18: end while
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Subtable X 1
i The items in X1

i ⊂ U

X 1
1 { 11, 15, 34, 38, 57, 59, 75, 82, 93, 94, 99, 100, 108, 118, 129, 143 }

X 1
2 { 9, 14, 32, 55, 58, 73, 81, 91, 101, 110, 120, 130, 144, 146, 151 }

X 1
3 { 8, 16, 31, 52, 54, 70, 79, 88, 97, 107, 117, 126, 141, 142, 150 }

X 1
4 { 7, 17, 29, 49, 51, 67, 77, 86, 95, 105, 116, 124, 139, 149, 153 }

X 1
5 { 6, 13, 28, 46, 48, 65, 74, 83, 90, 103, 115, 122, 136, 137, 147 }

Table 4.4: A family of subtables of W1

to be static we should observe a stable or converging to stable model of the

user need.

The algorithm starts with the set of proto-reducts initially set to the com-

plete set of reducts of the decision system corresponding to the first iteration

of relevance feedback. As the user provides more feedback, the system is able

obtain a set of proto-reducts that are “growing” and continue to preserve the

cumulative user classification.

Consider as an example a family of arbitrary subtables of W1, as in in

Table 4.4 (including the previously introduced X 1
1 ). The processing of these

subtables using Algorithm 4.2 is shown in table 4.5.

Note that the order in which the iterations are presented to Algorithm 4.2

is significant. Consider two arbitrary subtables P1 and P2 of W , where, for

generality, we may have P1 ∩ P2 6= ∅ and RED(P1) ∩ RED(P2) 6= ∅. If we

provide Algorithm 4.2 with 〈P1,P2〉 as input, the set of proto-reducts Θ will

reflect the evolution from RED(P1) to RED(P1∪P2). For 〈P2,P1〉 , Θ would

not be the same since, in general RED(P1) 6= RED(P2).

Also, in order to converge to a non-empty Θ, Algorithm 4.2 assumes, firstly,

that there does in fact exist one or more attribute sets that are reducts of all

the constructed decision systems and secondly, that a subset of one of these

attribute sets appears in the reduct set of the first iteration. Another issue
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relates to its computational complexity. As has been previously mentioned,

the computation of the exhaustive reduct set of a decision system is an NP-

hard problem (Section 3.3) and therefore using Algorithm 4.1 directly is not

usually feasible for realistic applications.

In order to deal with the above issues we can rely on heuristic techniques

to compute a sufficient number of reducts, since the exhaustive reduct set is

bound to contain some redundancy in the sense that if each reduct represents

an aspect of the user’s information need, all of them need not necessarily be

considered. Also, as mentioned previously we are not necessarily interested

in computing the exhaustive reduct set of W ; rather it is required to identify

a set of proto-reducts that has a high degree of overlap with that set. A set

of reducts computed using a heuristic algorithm that is not necessarily the

exhaustive reduct set of a decision system A will be denoted by REDh(A).

Hence it becomes necessary to take an approximation approach based on

cardinality ratios in the spirit of classical rough set theoretic concepts like

rough membership and significance. This allows us to say that we are interested

in computing a family Θ of attribute sets θ that approximate the user need

captured in feedback.The higher the proportion of cumulative decision systems

that θ or some subset of θ is a reduct of, the more significant it is for our

understanding of the user’s information need. This approximation technique

is also useful for the case when we consider that the feature information is

not sufficiently rich to precisely capture the user’s information need. So while

the user can unambiguously label seen items, it does not follow that X ′
i is a

consistent decision system.

Algorithm 4.3 is a modified version of the earlier algorithm that takes this

approach. Rather than eliminating θs that do not occur in a given iteration,

a count is maintained for every θ that represents the number of cumulative

decision systems it is a reduct of (line 12). The heuristic computation of a

reduct set (line 5) helps to satisfy the computational feasibility desideratum
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(i.e. Desideratum 5), not only by reducing the time spent at this step but also

by restricting the cardinality of the reduct set REDh(X ′). This reduces the

number of times the for loop starting at line 9 needs to be iterated through.

The rough set literature contains several methods for heuristically computing

a non-exhaustive reduct set of a decision system, two of which are outlined in

Appendix F.

Algorithm 4.3 can be seen as a generalisation of Algorithm 4.2 since we

can choose to retain from its output Θ only those attribute sets θ that have a

freq ratio of 1.

4.4 On Convergence

The previous section proposed two iterative algorithms that generate a family

of attribute sets (the so-called proto-reducts) from decision systems represent-

ing consistent relevance feedback for a static information need.

Based on the theoretical treatment of the relationship between reduct sets

of subtables in Section 4.2 and empirically Table 4.5 it can be seen that,

under the assumptions above, the family of proto-reducts does in fact evolve

to become a better and better approximation of the reduct set of the decision

system W representing the classification of the entire collection. This is due to

the fact that, in general, a larger subtable is likely to be a better approximation

of the knowledge in W than a smaller one. It cannot, at any rate, be a worse

approximation; there may be some redundant knowledge in the larger subtable

(e.g. in Table 4.5 the larger subtable constructed at iteration i = 5 provides no

further knowledge regarding RED(W) than the smaller subtable constructed

in the previous iteration).

Thinking along these lines, it can be seen that, in general, the nature of

the feedback and the type of user need inherent in a series of iterations of

user feedback will be reflected in the evolution of the proto-reducts if such
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Algorithm 4.3 Iterative Synthesis of Θ with Frequency Ratio

1: Θ = ∅; i = 1;X ′ = ∅

2: while there are further iterations do

3: Construct the decision system representing the current iteration Xi =

(Xi, F ∪ d)

4: Append Xi to X ′, thus constructing the cumulative decision system

5: Compute REDh(X ′
i )

6: if Θ = ∅ then

7: Initialise Θ to REDh(X ′
i )

8: else

9: for all ρ ∈ REDh(X ′) do

10: if ∃θ ∈ Θ such that ρ ⊇ θ then

11: Replace θ by ρ in Θ

12: num iterationsθ + +

13: freq ratioθ =
num iterationsθ

i

14: else

15: Create a new θ = ρ

16: Add θ to Θ

17: num iterationsθ = 1

18: freq ratioθ =
1

i

19: end if

20: end for

21: end if

22: i = i+ 1

23: end while
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iterations are given as input to algorithms similar to the ones in the previous

section. Specifically, since such algorithms represent a process of refinement

through successive approximation, if the user has a clear understanding of their

information needs and provides consistent feedback, this should be reflected in

a stable, or converging to stable, model of the system’s understanding of the

user need. When the term convergence is used in this dissertation, it is used

in the this sense. In CAFé, such measures are conceived of in the context of

the convergence of the set of proto-reducts.

Two points can be made regarding convergence. Firstly, the above notion of

convergence in relevance feedback is different from the more traditional idea of

convergence of a set of retrieval results. In that sense “convergence” deals with

the evolution of the retrieval results to contain a successively higher proportion

of items of a particular category such as “relevant”. When it is necessary to

refer to this meaning, the qualified term convergence of the retrieved results will

be used. Secondly, the need for the non-traditional treatment of convergence,

is also a consequence of taking the viewpoint of considering the requirements

of relevance feedback independently of the retrieval engine.

In CAFé, the analyses of the iterations individually and as subtables of

a global decision system based on their reduct sets as in Section 4.2 form

the representation of the user need. Hence, an assessment of whether or not

the system’s understanding of the user need is converging can be made by

studying how these reduct sets and measures derived from them evolve during

subsequent iterations.

Intuitively it seems clear that when the user need remains static and the

user can consistently classify seen items, the conditions are the most favourable

for being able to obtain a good understanding of the user’s need. These

conditions can be simulated by examining the behaviour of the evolution of

the reduct sets in the context of a known global decision system W .
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The evolution of the reduct set of
⋃

iXi when W is known can be studied

theoretically (as in the previous section) and empirically by constructing a

number of Xis so that |
⋃

iXi| ≈ |W|.

When the above is true, the family of proto-reducts Θ synthesised by

Algorithm 4.2 is likely to be better than, and guaranteed to be no worse

than the family of proto-reducts synthesised in the previous iteration as an

approximation of RED(W).

However, for Θ to contain θs such that θ = ρ ∈ RED(W) it is not

necessary to have |
⋃
i

Xi| = |W|. This can be empirically observed in the

output of Algorithm 4.2 (Table 4.5) where we see reducts of W appear as

early as iteration 4. In this case, the situation arises partly because of the

“simplicity” of the sample; intuitively it would indeed seem that a summary

of the knowledge in the classification of W can be made purely in terms of

colour.

In the more realistic case, it is much less likely that complete reducts of

W will be synthesised within a comparable number of iterations. Hence it is

desirable to obtain some criterion as an estimate of how quickly Θ is converging

to a set of reducts of W .

At every iteration, Θ is modified; a given proto-reduct θ is either removed

from it, or added to it, or modified. Intuitively, if a θ has just been removed,

then it is not possible to be a subset of a reduct of W that we are interested

in. If it has just “grown” then the new θ is expected to be a better candidate to

be a reduct of interest. If it has remained unchanged, it is a strong candidate

to be a reduct of interest.

To quantify the above in terms of cardinalities in the spirit of rough set

theory, we propose a measure δi of how much Θ has changed from iteration

i − 1 to iteration i. Let Θr
i , Θg

i and Θa
i represent the subsets of the family Θ
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corresponding to the θs that were removed, grew and were added respectively.

Then

δi =
|Θr

i |+ |Θg
i |+ |Θa

i |
|Θi|

(4.2)

When i = 1, δ = 1 since initially (nominally the “zeroth” iteration of

feedback) Θ is empty and therefore all the proto-reducts in Θ1 were added,

none were removed and none grew. As i increases, δ approaches 0. In Table

4.5 this happens at iteration 5.

If δi remains zero for several consecutive iterations, it means that Θ has

converged to a set of reducts of W or that Θ has converged to set of reducts

of some (large) subtable X ′′ of W such that all the Xis are subtables of

X ′′. The latter case is analogous to a local minima. In either case we have

achieved a stable Θ such that all the proto-reducts in it are either reducts of

W themselves or are reducts of X ′′ in which case the individual θs remain

stable subsets of and our strongest candidates for an approximation of the

reducts of W that are of interest.

4.5 Discretization

As has been previously noted, decision systems constructed corresponding to

the iterations of relevance feedback will initially be relatively small since the

user is unlikely to provide a very large number of labelled samples. Also the

total number of items seen by the user in the earlier iterations may be a very

small proportion of the size of the entire collection. Therefore no matter what

technique is used to attempt to distill the user’s information need, it does not

necessarily follow that the expression of such knowledge is directly applicable

to the rest of the collection.

In the literature on machine learning, a related problem is encountered

when knowledge distilled from the training sample is not representative of the
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data to be automatically classified, resulting in classification errors. In rough

set theoretic approaches for such applications, the problem arises when it is

required to compute decision rules from the training data that are to apply

to previously unseen cases. Such rules are typically computed in terms of

one or more reducts in order to ensure that the rules are short yet effective

for classification. In machine learning in general and rough set theory in

particular, the approach to dealing with the problem of inducing rules that are

too specific to the training data and are liable to cause errors when applied to

unseen cases is to attempt to make the rules more general by discretizing the

data for attributes that can take a very large number of possible values, espe-

cially attributes that can potentially take any value in a continuous interval.

Discretizing the data for such attributes (which are commonly referred to as

continuous attributes as in [DKS95]) involves identifying bins into which the

values of an attribute can be grouped.

The discretization can be done incorporating information regarding classi-

fication outcomes, when it is called supervised classification, or in the absence

of such information when it is called unsupervised discretization. The simplest

unsupervised discretization method is the Equal Interval Width method which

divides the range of observed values into a user-supplied number of equal sized

bins.

Among supervised discretization techniques, entropy-based methods have

been shown to have great potential. One such method that has received much

attention is the Recursive Minimal Entropy Partitioning initially proposed in

[Cat91] and studied in, for example, [FI93, DKS95]. This method is based on

computing a binary partition of the attribute domain that minimises the the

entropy function over all possible boundaries. The method is then recursively

applied to the obtained partitions until a stop condition based on the Minimal

Description Length (MDL) principle is reached. We refer to this method of

discretization as the Entropy-MDL algorithm . The recognition of entropy
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based methods as being generally effective from the point of view of data

discretization in training classifiers, the conceptual appeal of relying on class

information entropy and the ready availability of an implementation of the

algorithm make it useful for the dissertation.

In the rough set theoretic literature, the objective of discretization [BNN+00],

is to determine a set of cuts from a given decision table that preserves the

discernibility between objects. Searching for an optimal set of such cuts

has been explored and is considered to be NP-hard [NS95]. Heuristics for

computing “semi-optimal” cuts are described in [BNN+00], which are outlined

in Appendix E. The overall method incorporates elements of Rough Set Theory

as well as Boolean reasoning and for brevity is referred to as the Boolean

Discretization approach.

In CAFé, discretization is used as a way of mitigating the effects of the

small sample problem and also of dealing with the issue that user perception

may not be precisely represented in terms of feature information.

Discretization can help to prevent “reading too much” from the initial small

sample. In the decision system X0 with a very small number of objects and

a large number of feature components, the exhaustive reduct set is likely to

contain a very large number of short reducts, many of which may only be of

local significance. The reduct set of the discretized decision system XD can be

expected to contain fewer reducts of greater length which are expected to be

a better approximation of RED(W).

The fact that two items are similar to the user does not necessarily imply

that there must be feature components that have exactly the same value

for those two items. Discretizing the feature data allows the more semantic

interpretation that two items in the collection that appear similar to the user

should have similar values for some feature components.

Discretization of the feature data can be done in one of two ways. The

feature data corresponding to the whole collection can be discretized prior to
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any processing. Then all subtables drawn from this data share the same set of

cuts. However, in order to use a supervised discretization technique this would

require a known outcome of classification for the collection.

The alternative is to discretize each constructed decision system with re-

spect to the user’s feedback before reduct computation, but this may result in

the discretized decision system constructed at iteration i not being a subtable

of the discretized cumulative decision system constructed at iteration i + 1,

since the cuts computed for the latter might not correspond with those from

the former. Further, an additional computational cost is incurred during the

discretization process at every iteration.

4.6 Expressing the User Need to a Retriever

Until this point the development of the framework has been presented by

focusing only on what is taken as a given during relevance feedback; the user’s

input and the feature signatures of the seen items. Hence the the framework

has thus far been formulated completely independently of a specific retrieval

system or indeed retrieval paradigm in accordance with the objectives of the

thesis.

However, in order that subsequent retrieval may better reflect the user

preferences expressed via the relevance feedback, the understanding of the

user’s information need is to be communicated to the retriever. This section

proposes two approaches for such communication.

The first approach is one we refer to as the Proto-Reduct Fusion approach.

The aim is to construct a single query specification from the synthesised ap-

proximation of the user’s information need. In order to do so, the proto-reducts

that are synthesised based on the users classification are combined into a form

that is intended to represent their overall characteristics and can be passed to

the retrieval engine. The revised, single query specification is meant to ensure
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Figure 4.2: Top 20 Retrieval Results by Euclidean Distance for Query 1

that the subsequent iteration of retrieval is a better reflection of the system’s

approximation of the users’ information need. This approach is proposed in

Section 4.6.1.

The second is the Result Fusion approach, where an attempt is made to

have a more general expression of the user’s information need by using each

synthesised proto-reduct from an iteration of feedback as the basis for retrieval.

The final collated set of results presented to the user as the subsequent iteration

is synthesised by fusing the results of the individual retrievals. The approach

can be seen as analogous to the so-called “late integration” approach for

combining similarity information from multiple features in multimedia retrieval

(e.g. [WSI01]). A parallel can also be drawn with the “data fusion” approach

for combining retrieved results in text retrieval (e.g [SF94]). The data fusion

techniques from [SF94] have also been investigated for combining similarity

scores from different features in multimedia retrieval [YPHR04]. Our approach

is detailed in Section 4.6.2.

Along with the discussion on the two approaches above, we present exam-

ples from the letters collection based on the following scenario based on the

letters collection (Section 4.2.1). Suppose the user is interested in retrieving

all images similar to image 1, i.e. an image of the letter A in red on a

blue background. Assume that the user expects in response more images of

the letter A, i.e. the user’s perception in this instance mirrors the “letter”

classification rather than the “family” classification. The top twenty matches

from the initial retrieval based on Euclidean distance are shown in Figure 4.2.
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Visually, it can be seen that the images are similar to each other by

colour, reflecting the “family” classification, which does not reflect the user’s

information need.

However, from the user’s perspective, only a single image in this result

set is relevant to their query – the query image itself. Hence this is the only

result considered as having been marked relevant. The other images in the

top twenty matches were seen, but not marked relevant. They are considered

to belong to another class, which can be called “ignored” or “non-relevant”

depending on what the user interface implies about results left unmarked.

Note that this is a somewhat degenerate case in terms of traditional relevance

feedback techniques such as MARS [RHM97] and MindReader [ISF98] since

there is only one relevant sample and hence using the variance of the feature

components across the relevant samples and computing a weighted average

query point would be neither appropriate nor effective. However, as argued

in 3.4.4.1 and demonstrated in Section 4.2.1, we can construct the decision

system X0 = (X0, F ∪ d) corresponding to the users’ feedback where:

• the subscript zero implies the “zeroth” iteration of relevance feedback,

or the initial retrieval

• X0 is the set of seen images, a subset of the image collection X0 ⊂ U

• d is the decision attribute that indicates the category, relevant or ignored,

an image was classified into so that the domain of d, C = {rel, ign}

• F , the set of feature components is

F = {R,G,B,ASM0, Contr0, V ar0, Corr0, ASM45, Contr45, V ar45, Corr45}

as introduced in Section 4.2.1 and detailed in Appendix A.

The exhaustive reduct set RED(Xi) of the decision system X0 is computed 3

and shown in Table 4.6, with the symbol ρij being used to refer to the jth

3After Entropy MDL discretization of feature data for the collection, see Section 4.5
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Label Reduct

ρ00 {ASM0, Contr0}

ρ01 {Contr0, Corr0}

ρ02 {ASM0, Contr45, Corr45}

ρ03 {B,Corr0, Contr45, Corr45}

ρ04 {Corr0, ASM45, Contr45, Corr45}

Table 4.6: Reducts computed from Top 20 Matches to Query 1

reduct of the ith iteration. Since this is only the beginning of the relevance

feedback, we have initialised Θ to RED(X0) so that each ρ ∈ RED(X0) is

itself a proto-reduct.

It is interesting to note that there is only one reduct that contains a colour

feature component (ρ03 contains the attribute B). This is what we would

expect since the users feedback contains the semantic interpretation “even

though these images are very similar by colour, only one of them is relevant

to the query and different from the others.”

4.6.1 Proto-Reduct Fusion

In this approach, as the name suggests, the representation of the user need

that is to be given to the retriever is to be based on a combination of the

proto-reducts θ computed at the end of an iteration of feedback. The aim is

to condense the representation of the user need into a succinct form that can

be directly communicated to the retriever. The approach is characterised by

the combination of the proto-reducts into a single revised query specification,

requiring only a single retrieval to yield improved retrieval results.

Perhaps the most widely used form of modifying a query specification after

feedback to be returned to the retriever is based on re-weighting of the various
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Figure 4.3: Proto-Reduct Fusion

feature components. The idea is to give greater weightage to the feature

components that are likely to be useful in retrieving other relevant results.

Given our explicit emphasis on generality and our attempt to remain as

independent of the retrieval engine as possible, re-weighting the various feature

components based on our analysis is especially appealing, since it is a method

that can be used with a wide variety of retrievers.

In CAFé each reduct ρ ∈ RED(Xi) is considered meaningful; hence feature

components corresponding to attributes in reducts can be considered as being

of greater importance in terms of determining which items better satisfy the

user’s information need. Based on the various RED(Xi) we synthesise the set

of proto-reducts Θ and these are considered to be evolving to become RED(W)

(see Section 4.4). Since Θ represents our best known approximation of the user

need, it can be used as the basis of a re-weighting strategy (Figure 4.3).

The following subsections propose various methods for computing weights

based on Θ. The first two methods are simple cardinality based methods in the

spirit of the theory on rough sets. They involve comparatively little computa-

tion and can be effective in improving the retrieval to some extent. However,

they are rather simplistic and may not adequately capture the richness of the

user’s information need summarised in the proto-reduct set. The third proto-

reduct fusion approach is more sophisticated and aims to preserve as much of
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the richness of the user’s information need as possible. This added generality

has the potential to significantly improve retrieval, but incurs a significantly

higher computational penalty than the first two.

4.6.1.1 Attribute Frequency (AF) based Proto-Reduct Fusion

A simple (yet intuitively appealing) way to take advantage of the ideas above

is to weight each feature component in proportion to the frequency of occur-

rence of the attribute corresponding to it in the set of proto-reducts Θ. The

underlying assumption is that since each proto-reduct θ is significant, the more

proto-reducts an attribute appears in, the more importance it has with respect

to “explaining” the user need.

To formalise the above line of reasoning we can propose a re-weighting

scheme as follows. For every attribute a representing a feature component, the

attribute frequency based weight wAF (a) is computed as

wAF (a) = |{θij : a ∈ θij , θij ∈ Θi)}| (4.3)

where the subscript i to Θ denotes that the Θ referred to is as it is after

the analysis of RED(Xi)
4.

It should be clear that if the proto-reduct set has a core (Definition 3.8),

the attributes participating in the core will receive the highest weighting.

The top twenty results returned after attribute frequency re-weighting are

shown in Figure 4.4.

Intuitively, it can be expected that this method will improve subsequent

retrieval, but may not be extremely effective in all cases due to its simplistic

nature. While attributes that occur frequently will be given greater weightage,

4We proposed the outline of a similar technique based on RED(Xi) rather than Θ

and some preliminary results from using it in conjunction with a Bayesian Network based

retrieval engine in [ZWKS03]
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1.jpg 27.jpg 21.jpg 47.jpg 50.jpg 24.jpg 3.jpg 41.jpg 15.jpg 29.jpg
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Figure 4.4: Query 1 top 20 matches after frequency-based re-weighting

1.jpg 27.jpg 21.jpg 47.jpg 50.jpg 24.jpg 41.jpg 15.jpg 22.jpg 3.jpg

48.jpg 11.jpg 29.jpg 37.jpg 34.jpg 8.jpg 4.jpg 42.jpg 16.jpg 30.jpg

Figure 4.5: Query 1 top 20 matches after AF/L reweighting

the interaction between the attributes as reflected on a per the importance of

each attribute within a reduct is not explicitly taken into account.

4.6.1.2 Attribute Frequency/Length (AF/L) Based Proto-Reduct

Fusion

The reduct fusion approach in the previous section is designed to place greater

importance on feature components that appear in a higher number of reducts.

In this section, a slightly more fine-grained approach is used. The principle

relied upon is that if an attribute occurs in two reducts, but the cardinality of

one of those reducts is larger than the other, then it can be argued that the

attribute exhibits greater classifying power in the smaller reduct. Hence we

propose the reduct fusion scheme to compute a set of weights based not on the

frequency of the occurrence but also the length of the reducts as below.

wAFL(a) =
∑

j

1

|{θij : a ∈ θij , θij ∈ Θi)}|
(4.4)

The results from using this re-weighting strategy with the earlier example

are presented in Figure 4.5.

130



4.6.1.3 Attribute Significance (AS) Based Proto-Reduct Fusion

To compute the influence an individual attribute has on the classification,

classical rough set theory proposes the measure known as attribute significance

(Definition 3.11), a measure of the error in classification that results from the

removal of the attribute from the decision system.

However, given the specific nature of the decision systems that are en-

countered in using CAFé for CBMR (comparatively small sample size, large

number of attributes with continuous domains) it is likely that a given decision

system will yield a number of reducts with various degrees of overlap. In this

kind of scenario, the significance of a large number of attributes may be zero;

regardless of which attribute we consider, there may exist a reduct that does

not include it. If this is the case, by definition that reduct can classify the

objects in the decision system as well as the entire reduct set so removing any

attribute that is not in it does not worsen the classification of the attribute set

with respect to the decision system.

So, while attribute significance may not be directly applicable, we can

calculate weights based on the significance of an attribute within a specific

reduct. In order to do so, we can construct the decision system X
θij

i that has

for its attribute set only the attributes in the proto-reduct θij being considered,

i.e.

X
θij

i = (Xi, θij ∪ d)

Now we can compute the significance of a feature component within any

proto-reduct it occurs in as the significance of the attribute a corresponding to

it in the decision system X
θij

i . The final weight assigned to a specific attribute

131



can then be calculated as the sum of its significances across all the proto-

reducts that it occurs in.

wAS(a) =
∑

j

σθij (a) (4.5)

where σθij (a) represents the significance of a in the decision system X
θij

i .

It can be seen that the re-weighting technique of Equation 4.5 provides a

much more fine grained approach to computing the role of the various feature

components in influencing the user classification by relying on the “classifying

power” of a given attribute within a proto-reduct, computed as its individual

significance.

There is a yet another finer degree of granularity that can be introduced,

which arises as an added benefit of considering the smaller decision system

X
θij

i . Recall that in practice, the proto-reducts in Θ are computed based on the

reducts of discretized decision systems (see Section 4.5). The cardinality of the

attribute set of each X
θij

i is likely to be small enough to use the undiscretized

values of the feature information for computations involving it, thus providing

a finer degree of granularity and offsetting any information loss that may have

occurred during the discretization process.

This allows us to treat reducts of Xi as approximate reducts of X+
i where

we use X+
i to represent the decision system containing the exact values for the

feature information.

The output of using this method with the earlier example is shown in

Figure 4.6. As can be expected, for this example, the AS method yields dra-

matically better results than the other proto-reduct fusion methods. However,

it should be noted that given the small sample provided, the other two methods

do seem to be able to improve the subsequent retrieval.
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Figure 4.6: Query 1 top 20 matches after AS reweighting

4.6.2 Result Fusion

Summarising the knowledge embedded in the classification that relevance feed-

back represents as a set of reducts in the manner proposed in Section 3.4.2

suggests a retrieval technique as discussed below.

Each proto-reduct θ in set of proto-reducts Θj of the cumulative decision

system representing the jth iteration of relevance feedback is either a reduct or a

DPAS of X ′
j , and therefore, by definition, a set of attributes that “explains” the

user classification of the seen cases and therefore the attribute set represented

by each reduct is potentially useful in identifying other matches. Hence, an

intuitive way to use the proto-reduct set as the basis of subsequent retrieval

simply involves doing a retrieval by each proto-reduct and the combining the

results. The expectation is that retrieving by the different proto-reducts may

yield different sets, possibly with distinct relevant matches. This is analogous

to the rationale that is adopted by research into data fusion and evidence

combination in the literature on text retrieval such as [BCCC93], [FS94],

[BPFS95], [Lee97].

Regardless of the details of its internal retrieval method, any given retriever

must be able to find matches given a query specification consisting of two

parts; firstly an item label (like an item identifier), or its corresponding feature

signature and, secondly, a representation of which feature components to use

as the basis of comparison. In response to such a query specification, the

retriever can order the collection (or at least some subset of it), typically in
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Figure 4.7: Result Fusion

terms of a computed measure of similarity (or distance) between each item

and the query.

Hence, given the intention of continuing to treat the retrieval engine as a

black box, a natural way to take advantage of the proto-reduct set of the jth

iteration while continuing to treat the retrieval engine as a black box is to

retain the user’s original query as part of the query specification and use each

proto-reduct in Θ as the only feature subspace as the basis for retrieval. The

result sets for the various result sets can then be combined and presented to

the user (Figure 4.7).

In vector-space terms, the query specification is composed of the query

point and the second part is the feature subspace corresponding to a reduct.

The fact that the reduct set is able to preserve the user classification as well

as the entire feature set is a compelling reason to consider that it represents a

feature subspace that reflects the users’ similarity criteria.

In probabilistic terms, given the original query (and the users feedback),

each reduct corresponds to a subset of the available random variables that are

expected to contribute very highly to estimating the probability that an item

is relevant given the user’s feedback.
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It is significant that to be able to develop this approach, we do not necessar-

ily require that the retrieval engine support relative (fractional) weighting of

the individual components; all that is needed is the ability to match based on

a subset of the feature components rather than the entire feature set. Clearly,

in case the retriever does allow feature component re-weighting, feature subset

based retrieval can be trivially done by binary or integral weights; an included

component being weighted by a factor of unity and non-included one by a factor

of nought. In this dissertation, this is the most general set of assumptions that

is made regarding a retrieval engine while being able to communicate the user’s

information need to it. We advance as conjecture that it may not be possible to

make more general assumptions while attempting to model relevance feedback

independently of the retrieval engine.

This generality does come at some computational cost; quite apart from

the reduct generation process, it requires multiple retrieval runs, one for each

proto-reduct, and then an overall process of collating the results. Broadly

speaking, the results can be combined either based on combining their simi-

larity (or distance) scores, or based on their ranks.

In [FS94] a number of similarity score combination techniques are pro-

posed, of which CombMNZ and CombSUM have been arguably the most

influential. CombSUM is a simple addition of the similarity scores for a given

item from the multiple retrievals and can be considered equivalent to a simple

average score. CombMNZ computes overall similarity as CombSUM multiplied

by the number of nonzero similarity scores.

Rank combination techniques can be based on a voting scheme i.e. stepping

through the various result sets until one result occurs in a majority of result sets

(see, e.g. [COA07]). Otherwise, a similarity measure can be defined in terms

of rank and then the standard similarity score techniques can be applied as

in [Lee97], in which the following observation regarding the use of ranks rather

the similarity scores for result combination is made:in the literature similarity
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scores are more often used to combine multiple evidence than rank values but

using similarity has the effect of weighting individual runs without considering

overall performance [Lee97]. Based on empirical data the author hypothesises

that using rank provides better retrieval results when combining two runs that

generate very different rank-similarity curves. Result fusion techniques which

present as a final result set a simple union of the top-nmatches from each result

set (e.g. [KRW96]) can also be considered rank-based fusion techniques.

As an illustration of how the standard data fusion techniques can be used

to feed the users’ information need back to a retrieval engine in CAFé, we

demonstrate the process with respect to the letters collection (Appendix A)

and present an analysis of process in the following subsections.

4.6.2.1 Initial Retrieval

Let us consider the letters collection and assume that the user’s criterion for

similarity is based on letter rather than by family. Hence, for query image 1,

the set of relevant images is the set of all images representing the letter A, i.e.

images 1, 27, 53, 79, 105 and 131.

If the user initiates a query session with query image 1, the initial retrieval

based on Euclidean distance between the query image and each image in the

collection reveals that that the twenty “closest” images are the one shown in

Figure 4.2, and are therefore presented to the user.

As previously discussed in Section 4.6.1, visual inspection of the retrieval

results in Figure 4.2 makes it clear that the images retrieved are similar to

each other by colour.

4.6.2.2 Reduct-Based Multiple Retrieval Sessions

Each reduct ρ0j
is fed to the Euclidean distance based retrieval engine sep-

arately. In this example, since the collection is small, we can assume that

the entire collection is returned as the result set for each reduct, but with a
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Figure 4.8: Top 20 Matches for Query 1 by ρ00

1.jpg 131.jpg 79.jpg 53.jpg 105.jpg 27.jpg 119.jpg 41.jpg 102.jpg 76.jpg

33.jpg 111.jpg 93.jpg 15.jpg 67.jpg 145.jpg 30.jpg 122.jpg 108.jpg 44.jpg

Figure 4.9: Top 20 Matches for Query 1 by ρ01

potentially different ordering. The top twenty matches by Euclidean distance

in the dimensions corresponding to the attributes in the reducts are shown in

Figures 4.8 – 4.12.

4.6.2.3 Combining the Result Sets

As mentioned earlier the two most common bases for fusing the results from

separate retrievals are the similarity score (in our case distance) and the rank.

Since we retrieve the entire result set in response to a query ordered by

Euclidean distance, every single image possesses a degree of similarity to the

query i.e. there are no images in any result set corresponding to a reduct that

have a zero similarity. CombSUM and CombMNZ as applied to a similarity

measure that reflects the distance score are therefore equivalent in this case.

1.jpg 131.jpg 79.jpg 53.jpg 105.jpg 27.jpg 120.jpg 42.jpg 68.jpg 16.jpg

94.jpg 146.jpg 81.jpg 3.jpg 133.jpg 55.jpg 99.jpg 73.jpg 21.jpg 151.jpg

Figure 4.10: Top 20 Matches for Query 1 by ρ02
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1.jpg 27.jpg 3.jpg 21.jpg 47.jpg 29.jpg 42.jpg 16.jpg 11.jpg 37.jpg
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Figure 4.11: Top 20 Matches for Query 1 by ρ03

1.jpg 131.jpg 79.jpg 53.jpg 105.jpg 27.jpg 55.jpg 81.jpg 3.jpg 133.jpg

21.jpg 73.jpg 99.jpg 151.jpg 125.jpg 47.jpg 42.jpg 120.jpg 107.jpg 29.jpg

Figure 4.12: Top 20 Matches for Query 1 by ρ04

The top twenty results by CombSUM fusion of the individual result sets are

presented in Figure 4.13.

To fuse the result sets by rank in an analogous fashion, a similarity measure

can be defined so that it decreases linearly as rank increases (after [Lee97]):

Rank Sim(rank) = 1− rank − 1

num items retrieved

Again, for this example, the number of items retrieved is always 156, the

size of the collection. The results obtained by using CombSUM on Rank Sim

are presented in Figure 4.14.

1.jpg 27.jpg 21.jpg 47.jpg 24.jpg 50.jpg 41.jpg 15.jpg 3.jpg 29.jpg

22.jpg 11.jpg 37.jpg 42.jpg 48.jpg 16.jpg 4.jpg 30.jpg 8.jpg 34.jpg

Figure 4.13: Top 20 Matches After Feedback: CombSUM Distance
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Figure 4.14: Top 20 Matches After Feedback: CombSUM Rank Sim

4.6.2.4 Analysis

In the example presented there is quite a dramatic difference in the results

obtained based on rank and similarity. Specifically, the rank based combination

results in all six relevant items being presented within the top seven matches,

while the distance-based combination only results in two relevant items being

presented in the top twenty of the final result set.

The difference can be explained by a comparative analysis of the the

distance-rank curve for each reduct-based retrieval (Figure 4.15). Each curve

is a plot of the distance of each match from the query versus its rank. The

curve corresponding to ρ03 is significantly different from the rest by virtue of

the particular step at rank 52. Recall that this is the reduct containing the

attribute B and the step can be explained by realising that there are two “fam-

ilies” of 26 images with blue backgrounds – the colour feature components are

so dominant in this particular case that the inclusion of one colour component

completely biases the distance measure.

While not statistically meaningful in itself as one particular observation, it

is in accordance with the hypothesis in [Lee97] that when there is a significant

difference in the distance-rank curves of multiple retrievals, rank may be a

better candidate for result combination.

For an example of a case where the distance-rank curves for the various

retrievals have a greater degree of overlap, let us assume that Figure 4.24

represents the results of an initial retrieval and the user is actually interested

in finding images similar to image 1 by family, so that this retrieval is not
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1.jpg 24.jpg 15.jpg 18.jpg 4.jpg 7.jpg 8.jpg 21.jpg 22.jpg 2.jpg

17.jpg 3.jpg 11.jpg 25.jpg 19.jpg 16.jpg 27.jpg 50.jpg 48.jpg 41.jpg

Figure 4.16: Query 1 top 20 matches by θ0 based on family

1.jpg 24.jpg 15.jpg 4.jpg 7.jpg 18.jpg 22.jpg 21.jpg 2.jpg 8.jpg

17.jpg 3.jpg 11.jpg 25.jpg 19.jpg 16.jpg 48.jpg 50.jpg 27.jpg 41.jpg

Figure 4.17: Query 1 top 20 matches by θ1 based on family

very satisfactory. The user provides feedback to the effect that all images that

represent a red on blue letter are relevant. Based on this feedback we can

construct a decision system and compute reducts as before. The per reduct

retrieval results are shown in Figures 4.16– 4.21. The distance-rank curves for

the individual retrievals are shown in Figure 4.22.

The final result sets based on CombSUM distance and CombSUMRank Sim

are presented in in Figures 4.23 and 4.24 respectively, from which it can be

visually observed that there is a great deal of overlap in the two final result

sets.

To summarise, for extensibility and easy integration with existing retrievers

CAFé provides an intuitively appealing technique based on result combination

1.jpg 3.jpg 21.jpg 16.jpg 11.jpg 24.jpg 6.jpg 15.jpg 22.jpg 8.jpg

4.jpg 29.jpg 27.jpg 42.jpg 47.jpg 32.jpg 37.jpg 50.jpg 48.jpg 20.jpg

Figure 4.18: Query 1 top 20 matches by θ2 based on family
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1.jpg 16.jpg 3.jpg 21.jpg 11.jpg 6.jpg 24.jpg 22.jpg 15.jpg 8.jpg

4.jpg 29.jpg 27.jpg 42.jpg 32.jpg 47.jpg 37.jpg 50.jpg 48.jpg 5.jpg

Figure 4.19: Query 1 top 20 matches by θ3 based on family

1.jpg 16.jpg 3.jpg 21.jpg 11.jpg 6.jpg 24.jpg 22.jpg 15.jpg 8.jpg

4.jpg 29.jpg 27.jpg 42.jpg 32.jpg 47.jpg 37.jpg 50.jpg 48.jpg 20.jpg

Figure 4.20: Query 1 top 20 matches by θ4 based on family

1.jpg 16.jpg 3.jpg 21.jpg 11.jpg 6.jpg 24.jpg 22.jpg 15.jpg 8.jpg

4.jpg 29.jpg 27.jpg 42.jpg 32.jpg 47.jpg 37.jpg 50.jpg 48.jpg 5.jpg

Figure 4.21: Query 1 top 20 matches by θ5 based on family
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1.jpg 21.jpg 3.jpg 24.jpg 16.jpg 11.jpg 15.jpg 22.jpg 8.jpg 4.jpg

6.jpg 27.jpg 47.jpg 50.jpg 18.jpg 29.jpg 7.jpg 48.jpg 25.jpg 37.jpg

Figure 4.23: Query 1 top 20 matches after CombSUM distance based on family

1.jpg 21.jpg 24.jpg 3.jpg 15.jpg 16.jpg 11.jpg 22.jpg 4.jpg 8.jpg

27.jpg 6.jpg 29.jpg 47.jpg 50.jpg 48.jpg 42.jpg 25.jpg 18.jpg 37.jpg

Figure 4.24: Query 1 top 20 matches by CombSum rank sim based on family

as a simple but effective way to communicate the inferred user need to retrieval

engines.

Since the scope of this dissertation has been focused on relevance feedback,

analysis of the user need and communicating the user information need to the

retrieval engine, we deliberately stop short of making a specific recommenda-

tion of which result fusion technique to use. There is a wealth of literature on

data fusion and as research into the area progresses,any advances made can

be taken advantage of by incorporating them. Already, certain guidelines have

emerged; specifically:

• When similarity-rank curves differ significantly, combining on rank can

be better than similarity.

• Normalisation of similarities while combining results from different re-

trievers is important, it may help even while using the same retriever.

• CombMNZ, though simple, is generally reported to be effective 5.

5While new models for data fusion, especially in the form of “meta-search models” for

combining results from different search engines are being proposed they are not necessarily

a lot more effective than CombMNZ.
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• Interestingly enough, the fusion is not guaranteed to result in better

results than the single most effective retrieval. The precise conditions

under which fusion improves retrieval are being studied.

Depending on application and collection specific requirements, it may be

worth considering actually incorporating these guidelines into an “intelligent”

result fusion system. This possibility is discussed further in Section 6.3.

4.7 Conclusion

Building on the outline of the framework presented in the previous chapter, we

developed the theoretical basis that can be used to model the user need across

several iterations of retrieval based on an analysis of the properties of reducts

of subtables of decision systems. This study was used as the basis for the

procedure of distilling the user’s information need into a set of proto-reducts.

The theory was illustrated using simulated iterations of feedback in the context

of content-based image retrieval of a sample collection. Appropriate heuristics

were proposed in order to handle the computational challenges associated

reduct set computation (Desideratum 5) and insufficiently rich feature in-

formation while relying on a general model of the user’s information need

(Desideratum 3). The synthesis of the approximation of the user’s information

need is done purely in terms of the user’s classification of seen items and the

associated feature data, thus ensuring retriever-independence.

The idea of a system-centric measure of the convergence of the user’s

information need in relevance feedback was introduced and a way to estimate it

in terms of the evolution of the reduct sets using a cardinality-based ratio was

also proposed. This kind of measure is important in order that the relevance

feedback module should be “aware” of how well it is able to capture and

approximate the user’s information need. Once convergence is reached, the

user can be notified that the system has reached a stable state. Should the
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user wish to continue, the existing set of proto-reducts can be reset in order to

continue further iterations that may better satisfy the user (Desideratum 3).

Having obtained the approximation of the user’s information need in the

form of a set of proto-reducts, we then addressed the issue of expressing

this approximation to a retrieval engine. Two approaches for such commu-

nication were proposed. The first, referred to as proto-reduct fusion, was

based on synthesising a single revised query specification as a system-centric

approximation of the user’s information need. The second, called result set

fusion, relies on multiple query specifications being passed to the retriever

and then combining the results from the various retrieval runs. The theory

makes minimal assumptions regarding the retrieval engine (Desideratum 1); it

is illustrated with respect to the widely-used Euclidean distance retriever.

The following chapter proposes CAFé-based methods that utilise the re-

triever neutral synthesis of the user’s information need but use retriever-specific

methods to express the information need to various retrievers. It also presents

results from larger scale experiments.
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Chapter 5

From Feedback to Retrieval

5.1 Introduction

The current chapter has three aims: firstly, to demonstrate the retriever inde-

pendence of CAFé in concrete terms; secondly, to establish the effectiveness of

the understanding of the user’s feedback distilled in CAFé; and finally to show

how this understanding can be translated into a form suitable for a specific

retriever. The generality of CAFé – i.e. its independence of the feature set, the

feature domain, the mode of multimedia data, and the retrieval engine – has

already been theoretically discussed in the previous chapter where the process

of synthesising an approximate “understanding” of the user’s information need

as a set of proto-reducts is presented and generic methods of incorporating it

into subsequent retrieval are described.

In the current chapter, the process of mapping the synthesised understand-

ing of the user’s information need into forms that can be exploited effectively

by specific retrievers is proposed. Such a mapping is presented for two very

different retrieval engines, a Euclidean distance based vector-space retrieval

system and a Bayesian network based probabilistic retrieval system. Further,

for each retriever, the results of post-feedback retrieval with two image collec-

tions are presented and discussed in the following cases: firstly, the “native”

147



closely coupled feedback associated with the retriever; secondly, a CAFé-based

generic feedback from the previous chapter and, finally, with a method of

feedback based on CAFé customised for the particular retriever. The use of

two distinct retrievers – from two different paradigms – serves to demonstrate

retriever independence. The second aim, establishing the effectiveness of the

understanding distilled, is achieved by a comparative discussion of the post-

feedback retrieval results obtained using CAFé-based versus native feedback

methods. The description of the mapping to the two different retrievers and the

discussion of the results from implementing the CAFé-based retriever-specific

feedback addresses the third aim, viz. demonstrating the translation of the

understanding of the user’s information need to specific retrievers.

The rest of the chapter is organised as follows. The choice of the retrieval

engines is explained in Section 5.2. The details of developing a specific rel-

evance feedback technique that is mapped to the the vector-space retriever

are presented in Section 5.2.1 while those for the probabilistic retriever are

discussed in Section 5.2.2. Results from implementing the proposed relevance

feedback techniques are presented in Section 5.3. The chapter’s concluding

remarks are made in Section 5.4.

5.2 Mapping to Specific Retrievers

In this section, we illustrate the flexibility and adaptability of the proposed

framework by demonstrating how it can be mapped for use with specific

retrievers.

Due to the vast variety of retrieval engines available, it is not feasible

to present an exhaustive list of mappings. Therefore, the approach that is

taken here is to study two distinctive retrievers as specific cases that provide

insight into the overall process of how CAFé can be mapped to a given re-

triever. For our examples we propose to use one vector-space retriever and one
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probabilistic retriever since these are arguably the most mature information

retrieval paradigms, spanning the entire range of collection modes: text, image,

audio, video and mixed. Traditionally, especially in text retrieval, the Boolean

retrieval model is sometimes considered a distinct paradigm. However, for

the purposes of this chapter, it can be seen as a special case of the vector-

space paradigm with (to use classical information retrieval terminology) “term

weights” restricted to values of either 0 or 1 and queries restricted to Boolean

expressions consisting of “terms” combined with Boolean operators. While

there are other retrieval methods such as those based on machine learning, it

can be argued that they can still be described as having a significant degree of

overlap in terms of their conceptual basis with one of the above two paradigms,

rather than constituting a new one in their own right1. The probabilistic re-

triever considered is based on inference in Bayesian networks and therefore can

be said to have some overlap with the machine learning methods. Therefore,

in this section, we confine ourselves to examining one engine each from the

two paradigms: the vector-space and the probabilistic.

The vector space model is represented by the weighted Euclidean distance

based retriever (henceforth referred to in this chapter simply as the “Euclidean

distance retriever” or EDR for brevity) in this chapter. It has successfully been

applied to information retrieval across various modes of collections including

text (e.g. [vR79] ) , images (e.g. [SB91]), video (e.g. [CDKV06]). It should

be noted that the choice of this particular retriever is not intended as an

unqualified endorsement of this particular metric for retrieval, although its

simplicity and popularity have naturally influenced its selection. Far more

significant a factor, however, is the existence of theory related to the so-called

1For instance, the more statistical techniques can be interpreted as having a strong

probabilistic flavour, e.g. [BL99, Ber01]. Others, by virtue of their emphasis on the feature

space and the dimensionality reduction are clearly influenced by the vector-space paradigm

e.g. [TRK02]
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optimal solution to feedback that can be used in conjunction with this retriever

using MARS-based feedback (details follow in Section 5.2.1). The availability

of such theoretical development means that we can keep the Euclidean distance

retriever as a constant across experiments to examine the improvements that

can be made to post-feedback retrieval using CAFé with it, and then compare

such improvements to a feedback technique that is not only closely coupled

with it, but also considered theoretically optimal with respect to it.

To represent the probabilistic retrieval paradigm we use the retriever BIRS,

which is an implementation of the Bayesian Image Retrieval (BIR) Frame-

work [Wil02], briefly introduced in Section 2.3.2.3. By contrast to the EDR,

which is somewhat simplistic, BIRS is a more sophisticated research image

retrieval technique that constructs a Bayesian network with layers for the

query, the features and the image collections and uses inference to evaluate

the probability that an item in the collection is relevant to the query given

the feature component data of the query and the item in question. While

this architecture results in a more computationally expensive system than the

Euclidean distance retriever, the more complex underlying model provides a

theoretical advantage in terms of being a more faithful model of users’ seman-

tic perception due the native modelling of the inherent uncertainty [Wil02].

Relevance feedback in BIRS is implemented using diagnostic feedback (which

is suppressed during the initial retrieval) in the same networks constructed for

retrieval. Hence this provides a good example of a probabilistic retriever with a

closely coupled relevance feedback technique that embodies the intended theo-

retical advantage (and the associated computational complexity) traditionally

associated with the probabilistic paradigm.

It should be made clear again that, in this dissertation, we are not at-

tempting to argue that one of these retrievers is superior to the other; the

purpose remains to take two very different retrievers with differing conceptual

underpinnings and examine post feedback retrieval in them both. It is expected
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that such a comparison will provide insight into the claimed generality of the

proposed framework and also into the overall relevance feedback problem itself.

Mapping to the EDR is considered below (Section 5.2.1), while BIR is

addressed in Section 5.2.2.

5.2.1 Mapping to a Vector-Space Retriever:EDR

As discussed in Section 2.3.1, vector-space (VS) retrievers model the query as

well as items in the collection as points in feature space. Hence each query and

item can be represented by a single vector, and similarity between the query

and a given item in the collection can be computed as a distance (Euclidean

distance, histogram intersection, etc) between the vectors corresponding to

them. The “closer” two items are to each other in the space, the more similar

they are considered. The basis of relevance feedback for these kind of retrievers

– regardless of the mode of the collection – typically involves one or both of two

fundamental principles, query point movement (QPM) and query re-weighting

(QRW) [ZCLS03].

In this section, we present how we can map the understanding of the user’s

information need gleaned by CAFé to a specific retrieval engine of the vector-

space paradigm. The retriever considered is the weighted Euclidean distance,

since this is a mature and well-studied retriever while being computationally –

and conceptually – simple [ZCLS03]. For the purposes of this dissertation, we

need not be concerned with the efficacy of the Euclidean distance as a retriever

in terms of its mirroring human perception; our focus remains to consider the

improvement relevance feedback can make to subsequent retrieval in terms of

catering to user subjectivity or helping to bridge the semantic gap.
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5.2.1.1 MARS: Feedback for Euclidean Distance Retrieval

There has been an interesting theoretical treatment of a closely coupled feed-

back technique for this kind of retriever [RHM97, ISF98, RH99]. Specifically,

if the distance metric is the weighted Euclidean distance and the user supplies

only relevant samples, relevance feedback can be formulated as a problem of

estimating a new query point that minimises the sum of the distances of the

relevant samples from it. It has been shown that this problem has an optimal

solution in using the average of the data vectors as the new query point and

weighting each dimension in inverse proportion to the variance the data values

in that dimension [ISF98, RH99].

More formally, if the relevant samples provided are denoted by X, the i-th

relevant sample by ~xi, then

X = [~x1, ~x2, . . . ~xN ]T (5.1)

is a “data point matrix” containing the values of the feature components of all

the relevant samples (terminology and notation after [ISF98]).

Each ~xi in Equation 5.1 can be written as

~xi = [xi1 , xi2 , . . . xin ] (5.2)

where n is the number of dimensions i.e. the number of feature components.

Let the revised query point be ~q and the revised weight for the j-th dimen-

sion be wj.

The “optimal” solution for ~q under the assumptions above is the average

of the sample vectors [ISF98, RH99]

~q = x (5.3)

152



where x = [x1, x2, . . . , xn], the individual xjs being computed from the data

point matrix X = xij of Equation 5.1 as

xj =

∑n
i=1 xij

N
(j = 1, 2, . . . , n) (5.4)

The optimal weight for the j-th feature component wj is

wj ∝
1

σ2
j

(5.5)

where the variance σ2
j is computed from the data point matrix X of

Equation 5.1 as

σ2
j =

N∑
i=1

(
xij − xj

)2
(5.6)

Techniques based on the ideas embodied in Equations 5.3– 5.6 including

minor variations thereof can be referred to as MARS-based (after [RHM97])

and the method in general is sometimes referred to as the standard deviation

method e.g. in [ISF98]. The specific variant used for implementation in this

dissertation avoids the possible divide-by-zero issue in Equation 5.5 and causes

the weights to remain in [0, 1] by setting

wj = 2

(
1

σ2
j

− 1

2

)
=

1− σ2
j

1 + σ2
j

(5.7)

and will be referred to as MARS-based Vector-Space Feedback or MARS

for brevity, when the abbreviation does not result in ambiguity.

5.2.1.2 CAFé Adapted for EDR

Clearly, the proto-reduct fusion strategy of Section 4.6.1 can be thought of in

vector-space terms as a QRW technique that aims to assign greater weightage

to attributes deemed highly significant in terms of the user’s classification, and

consequently in characterising the user’s information need. It was in fact used

in precisely this fashion in Section 4.6.1.
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We can naturally conceive of augmenting this technique by using it in

conjunction with QPM. This can be effective in cases where, although proto-

reduct fusion is able to correctly identify the relative importance of attributes

corresponding to feature components that mirror that user’s classification,

leaving the initial query specification unchanged would cause certain relevant

items to be missed during subsequent retrieval by a Euclidean distance re-

triever.

A hybrid QRW/QPM technique for the Euclidean distance retriever that

enhances CAFé’s proto-reduct fusion by incorporating MARS-like QPM for a

Euclidean distance retriever is developed below.

The QRW can be done directly in the manner of Equation 4.5, restated

here:

wAS(a) =
∑

j

σθij (a) (5.8)

where σθij (a) represents the significance of a in the decision system X
θij

i .

The rationale for the vector-space model is that the feature components

represented by attributes with high values of {a} represent dimensions that

should be accorded a greater role in the distance calculation, since they are

deemed to have been highly influential in the user’s classification.

The QRW strategy above can be directly augmented by QPM as in Equa-

tion 5.3, re-stated below:

~q = x (5.9)

Since, in this particular case, we are restricting ourselves to the use of

Euclidean distance as a measure of similarity and the provision of only rele-

vant samples as user feedback, it is intuitively appealing to revise the query

specification such that the new query point in the feature space is “closer” to

the user samples marked relevant, thus ensuring that the re-weighting above
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calculates distance from a point in a manner likely to encompass more relevant

samples within a given Euclidean distance from it.

The combined QPM/QRW method of Equations 5.8 and 5.9 represent a

feedback method that is a special case of of the generic framework CAFé;

specifically it is a mapping from CAFé to the Euclidean distance based retrieval

engine. It provides a way of communicating the understanding of the user’s

information need as distilled in CAFé and represented by the set of DPASs. In

this dissertation, we refer to this method as hybrid proto-reduct fusion/vector

space and abbreviate it as HPRV.

5.2.2 Mapping to a Probabilistic Retriever

Probabilistic retrievers in general attempt to estimate the belief that a given

datum is relevant to the user’s information need, given meta-data about the

user’s query and about the items in the collection. During feedback, the

probability that an item is relevant to the query can be modified in light

of the user’s response.

The probabilistic retriever under consideration is BIRS [Wil02], an image

retrieval engine based on the BIR framework for CBMR [WSI00]. As pre-

viously mentioned (Sections 2.3.2 and 5.2), the BIR framework proposes a

three-layered Bayesian network.

A Bayesian network, sometimes also referred to as a Bayesian belief network

is a directed acyclic graph (DAG) in which the nodes (vertices) represent

random variables and the edges (arcs) represent causal influences between

variables. In addition, the weight of an edge represents the strength of the

causal influence [Pea88, p. 50]. In order to avoid confusion with our use of the

term weight as in Sections 4.6.1 and 4.6.2, we will use the term link strength

instead and abbreviate it to strength when doing so does not cause ambiguity.

In the BIR architecture, the Bayesian network contains a layer each for the
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query, the feature information and the items in the collection with the query

as the root node as in Figure 5.1.

Inference in the network is performed by approximating noisy-OR interac-

tion [Pea88, pp. 184-190]. Specifically, given some node X in the network that

has n parent nodes Y0, . . . , Yn−1, then the belief of node X can be computed

as:

P (X|Y0, . . . , Yn−1 = bn−1 · sn−1 +
n−2∑
i=0

{
bi · si

n−1∏
j=i+1

(1− bj · sj)

}
(5.10)

where bi is the belief value of node Yi and si is the strength of the link

between Yi and X [Wil02, Appendix A].

When the inference is performed along the direction of causality (i.e. in the

same direction as the arrowheads in the DAG), it is called predictive inference

and corresponds to the calculation of a degree of belief in a hypothesis given

certain a priori knowledge. Inference can also be performed in the opposite

direction, when it is interpreted as updating the belief in a hypothesis given

some subsequently observed evidence and is referred to as diagnostic inference.

5.2.2.1 Diagnostic Inference based Feedback in BIRS

The relevance feedback in BIRS, like the retrieval, is based on inference in

the Bayesian network constructed by the system. The overall retrieval and

relevance process as implemented in BIRS proceeds as follows [WS02]:

(i) Perform predictive inference (I1 in Figure 5.1) using the user’s query and

evaluate the belief values in all nodes in the image layer. The images,

ranked by belief, can be presented to the user as the results of the initial

retrieval.

(ii) Let the set of images marked relevant by the user be denoted by R.

Use the nodes in the image layer corresponding to the images in R as
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evidential nodes in diagnostic inference (I2 in Figure 5.1), which updates

the beliefs in the feature layer nodes.

(iii) Predictive inference is again performed (I3 in Figure 5.1), using the

feature layer – modified in the previous step – to compute revised beliefs

in the images. A new ranked list of images can now be presented to the

user. If the user initiates another iteration of feedback, go to step ii.

Note from Step ii above that, while the framework in general allows for

the provision of feedback via positive and negative samples, the particular im-

plementation of BIRS under consideration only supports feedback via positive

samples.

From the discussion above, it can be seen that the retrieval and feedback

in BIRS are very closely coupled. The diagnostic inference modifies the belief

values in the network that was previously evaluated as part of the retrieval

process; the state of the network is alternately adjusted by inference cor-

responding to feedback and retrieval. We will refer to this closely coupled,

positive sample driven, diagnostic inference based feedback method as native

BIRS and abbreviate it as NATB when necessary.

5.2.2.2 CAFé adapted for BIRS

The generic result fusion methods of Section 4.6.2 are directly applicable to

BIRS just as they are to any other retriever; of course the value of the belief

in the results being relevant be used as inputs to Comb SUM , Comb MNZ,

etc. instead of distances as in Section 4.6.2.3.

The generic proto-reduct fusion based weighting methods of Section 4.6.1

is also applicable to BIRS in a reasonably straightforward manner. This

is accomplished by the recognition that, in general, nodes corresponding to

feature components exist in the network. If hierarchical features are used,

multiple feature layers can exist in the network; otherwise there is a single
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. . .

Feature Layer(s)

. . .

. . .

Collection Items (images)

I1 I3

I2

Query

Figure 5.1: Predictive and Diagnostic Inference in BIRS

feature layer. In either case, there exists in the network a layer corresponding to

what we refer to as feature components (introduced in Section 3.4). Therefore,

the generic proto-reduct fusion methods of Section 4.6.1 can directly be applied

to BIRS by treating the weights as multiplicative applied to the strength values

of the links to them.

The link strengths are in [0,1] as are the weights, which means that af-

ter multiplicative re-weighting, while the magnitude of the strengths may

be smaller than their original values, the relative strengths corresponding to

various components will have been influenced by the CAFé based weights and,

if necessary, can be re-normalised using min-max to [0,1] (see e.g. [HK01,

p.115]).

In addition to this re-weighting, the query itself can be modified to be the

query image most similar to the average of the relevant samples. The exact

“centroid” is not used since BIRS expects an actual image from the collection

as the query. Further, in keeping with the probabilistic paradigm that BIRS
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is based on, it is conceptually more appealing to supply a new image as the

query that we expect is more likely to be suitable representative of the user’s

information need rather than supplying a “point” in “feature space” which are

vector-space concepts.

A key point of difference between the generic CAFé-based feedback with

BIRS and the native, diagnostic inference-based feedback is the fact that

subsequent iterations of feedback all start with the network in the same state

as the initial retrieval; each iteration of feedback uses the inference marked I1.

The native feedback method is based on adjusting the network in light of the

users feedback; the inference I2 and I3 in Figure 5.1 modifies the network so

that the state of the network evolves over successive iterations of feedback.

To take advantage of the evolution of the network, we propose a CAFé

based feedback method customised for BIRS, the details of which are:

(i) Perform predictive inference (I1 in Figure 5.1) using the user’s initial

query and evaluate the belief values in all nodes in the image layer. The

images, ranked by belief, can be presented to the user as the results of

the initial retrieval.

(ii) Use the nodes in the image layer corresponding to relevant images as

evidential nodes in diagnostic inference (I2 in Figure 5.1), which updates

the beliefs in the feature layer nodes.

(iii) Construct the decision system containing the items that have been seen

by the user thus far (cumulative decision system). Perform the synthesis

of Θ as in Algorithm 4.3.

(iv) Modify the strengths of links to nodes corresponding to feature com-

ponents by my multiplying them with weights computed according to

Equation 5.8. Re-normalise the strengths so that they sum to unity.
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(v) Predictive inference is again performed (I3 in Figure 5.1), using the

feature layer – modified in the previous step – to compute revised beliefs

in the images. A new ranked list of images can now be presented to the

user. If the user initiates another iteration of feedback, go to step ii.

The above procedure adapts the CAFé-based analysis to BIRS by taking

advantage of its sophisticated Bayesian network framework; however, this does

requires a close coupling with its internal architecture.

5.3 Results from Implementation

In this section we examine the results obtained from a series of simulated

retrieval and relevance feedback sessions involving the two retrievers, EDR

and BIR.

5.3.1 Setup and Environment

In order to observe the effects of different relevance feedback methods on post

feedback retrieval, a single retrieval engine is considered at a time and then

various feedback methods are used in conjunction with it. A certain “ground

truth” is defined for the session, which contains a query and a canonical set

of images that are considered relevant to the query. The query is assumed to

be relevant to itself. Any given item only has a binary value for relevance;

gradations of relevance are not used. This is for simplicity and clarity, and

also to avoid any biases that can result from attempting to assign such values.

Consistent user feedback is simulated by assuming that all relevant images

retrieved are marked as relevant. The simplest method of feedback is used in

order to reflect the nature of the ground truth chosen and also in order that

easily comparable results can be obtained across the varying feedback methods

since they are all capable of this functionality.
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Two image collections are used for various experiments. The first one

is the letters collection, introduced earlier in Section 4.2.1 and documented

further in Appendix A. This collection provides an interesting test case where

there are two clear-cut distinct ground truths, letter and family. Of these,

the semantic ground truth family is clearly well represented in the lower level

feature components, specifically the components of the colour feature. Hence,

we deliberately choose the more challenging ground truth, i.e. letter as the

basis of the experiments in this section. This ground truth is reflected to some

extent in the textural features, however as seen in the previous chapter initial

retrieval tends to be colour biased. Therefore, it is of interest to observe how

well a given relevance feedback technique can “understand” the user’s feedback

and better satisfy the users information need by shifting the emphasis to the

textural feature components.

The second collection used is referred to as the UW collection, which

is a subset of the University of Washington ground truth image database

collection 2. It consists of 378 distinct images across nine categories, which

we also refer to as sub-collections. Each sub-collection is a set of images that

all share a common theme or were taken in the same location. The collection

is described in greater detail in Appendix B. Each image is accompanied by a

set of descriptive keywords; a given image may be annotated with one or more

keywords and the same keyword can apply to various images. Some keywords

span categories, while others only occur within a category. This collection is

convenient for test purposes since it is freely available and unencumbered,

therefore other researchers can easily reproduce our results. Further, the

availability of the keywords means that they can be used as the basis of ground

truth for the collection so that the authors subjectivity does not bias the results

2The complete collection is publicly available from http://www.cs.washington.edu/

research/imagedatabase/groundtruth/, last visited on 9 March, 2008.
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obtained. Finally, the heterogeneity of the collection and its semantic richness

mean that it can be used to simulate a “real-world” collection.

Both collections are indexed on colour and texture features. They are

deliberately indexed on low-level features that do not necessarily correspond

well to human perception. This is because we are not interested in optimising

the initial retrieval – quite the reverse. To study the efficacy of relevance

feedback and, it is more instructive to examine challenging cases where the

challenges posed by the semantic gap and human subjectivity come into play;

that is the user’s semantic information need is not well represented in the low-

level feature information and that various interpretations regarding the ground

truth are possible within the collection. The colour feature is represented

by histograms in RGB space [SB91] and the texture feature by the Haralick

texture measures [HSD73, AH98]. Appendices A and B contain greater detail

on the feature information extraction and index construction process used.

To get an overview of the performance of retrieval after a particular iter-

ation of feedback, the widely used measures of precision and recall are used.

Precision is a measure of the proportion of relevant documents retrieved to all

documents retrieved while Recall is a measure of the proportion of relevant

documents retrieved to the number of relevant documents. That is,

precision =
|A ∩B|
|B|

(5.11)

recall =
|A ∩B|
|A|

(5.12)

where A = {documents relevant} and B = {documents retrieved} (see, for

instance, Chapter 7 in [vR79]). Here, the A and B respectively refer to the set

of documents relevant to and retrieved in response to a specific query.

Comparative evaluation and benchmarking of information retrieval systems

of any kind is fraught with difficulty due to the issues of subjectivity and

varying ideas regarding relevance. Hence, there has been criticism of relying on

the use of such metrics while performing comparative evaluation almost since
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they were proposed [Cle74, Su94]. However, since they are made use of here

under strictly controlled test conditions, the measures can be used to provide

convenient summarisation of retrieved performance. Further, precision-recall

curves (precision plotted as a function of recall at varying recall levels) from

subsequent iterations can be presented together on the same graph to provide

a visually appealing and easy to read indication of the change in performance

obtained within the controlled conditions. Obviously, due care must be taken

while attempting to comment on the expected performance of a given method

in “real world” conditions where assumptions made for the experimental sce-

nario do not hold true.

5.3.2 Post Feedback Retrieval: Vector-Space

CAFé’s generic feedback methods proto-reduct fusion and result fusion were

proposed earlier, in sections 4.6.1 and 4.6.2 respectively. Having studied MARS

and used it as the inspiration for the mapping of CAFé to the Euclidean

distance based retriever by proposing hybrid strategy HPRV in Section 5.2.1,

we are now in a position to compare the effect on subsequent retrieval these

various methods have.

Even though the MARS QPM/QRW technique is claimed to be theo-

retically optimal under certain assumptions, MARS-based techniques do not

necessarily yield the best results in all possible circumstances within the con-

straints of those assumptions.

One particular case where this can be observed is by simulating consistent

user feedback for the ground truth “letter”, i.e. all images depicting the letter

are considered relevant to each other regardless of their colour combination.

All images that are retrieved corresponding to the same letter are considered

as having been marked relevant for the subsequent iteration of feedback. We

consider each image in the collection as the query in turn and simulate an
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initial retrieval followed by two iterations of relevance feedback for both the

significance based proto-reduct fusion and MARS. Note that the proto-reduct

fusion is the simple version proposed in Section 4.6.1, not the hybrid technique

of Section 5.2.1. We assume that at each iteration the top 20 results are viewed

and marked by the user. In this collection, each image has a set of six relevant

matches (including the image itself). Hence average precision can be computed

at the discrete recall levels corresponding to successive relevant items being

retrieved. That is, for each query, we can compute precision at recall levels

1/6 = 0.167, 2/6 = 0.333, . . . , 6/6 = 1.000 per iteration. For each iteration,

the precision at a given level of recall can be averaged across all the query

images without the need for interpolation. The average precision computed in

this fashion is plotted as a function of the recall for the initial retrieval and two

iterations of MARS feedback in Figure 5.2 for two iterations of proto-reduct

fusion in Figure 5.3. These graphs demonstrate how the precision-recall curve

is cumulatively affected by subsequent iterations of relevance feedback.

Note that Figure 5.2 depicts the initial retrieval as well as two iterations

of relevance feedback. The fact that only two distinct curves are apparent

rather than three is due to the second iteration of relevance feedback yielding

precisely the same results as the first iteration. Hence the curve labelled “RF

Iteration 2” exactly overlays the curve labelled “RF Iteration 1.”

From Figures 5.3 and 5.2 it can be seen that with both proto-reduct fusion

and MARS, even a single iteration of relevance feedback results in higher values

of precision at all levels of recall greater than 0.167. We can interpret this to

mean that, on average, after relevance feedback, the first relevant image may

be ranked lower than it was initially, but a larger number of relevant images

will be ranked highly by the retriever.

However, MARS does not cause any gain in precision at any level of recall

from the first to the second iteration of feedback. In point of fact, for all queries,

the same items are returned as the top 20 matches for the first and the second
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iteration. This is due to the distinct colour-based clusters in feature space that

characterise this collection (see also Section 4.6.2.4). The calculation of the

revised query point in effect causes a local minima problem; the revised query

specification causes only those relevant samples very close to it to be retrieved.

But there are other relevant samples further away in the feature space. Hence

under the conditions of simulated consistent feedback, the graph will remain

the same even on subsequent iterations since the same items will be marked

relevant, and consequently the same weights and query point computed. At

this point, therefore MARS can be considered to have “converged.”

Proto-reduct fusion, on the other hand, only attempts to weight the at-

tributes that affect the classification and is able, in this particular experiment,

to yield better results on average for the letters collection. For a direct

comparison, the graphs for the same experiments are presented by iteration

in Figures 5.5 and 5.6 for iterations 1 and 2 of relevance feedback. These

two figures also depict the precision-recall curves for result fusion using Comb-

Sum (Rank Sim), which is provided for completeness and also as a point

of comparison. It can be seen from these graphs that at all levels of recall,

using significance based proto-reduct fusion gives us higher precision than the

MARS-based feedback.

To re-emphasise, in this particular case it so happens that the QPM is

actually detrimental to the subsequent retrieval due to distinct clusters in

visual feature space that do not reflect the user’s ground truth.

Let us consider a case where the opposite is true, i.e. where the proto-

reduct fusion alone does not result in as good performance as MARS-like

QPM/QRW. Such a case arises when we simulate consistent feedback for the

ground truth that assumes all images having been annotated with the keyword

water are considered relevant to the user’s information need, regardless of any

other keywords that may be assigned to them. The complete set of the water

images from the UW collection is shown in Figure 5.7. This provides a good
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example of the the semantic gap as a challenge. If a human user were asked to

manually select all images from the entire UW collection depicting water, they

would probably identify many of these images. However, it can be seen that

this ground truth contains images across various sub-collections (“campus in

fall”,“arbor greens”,“green lake”, etc) and that, in terms of low level visual

features, the images are quite distinct.

There are, however visual similarities within the “water” images of the

same sub-collection, particularly “green lake”. Due to the visual dissimilar-

ities between the images, and the fact that the relevant images constitute

only approximately 10% of the collection (43/378=11.37%), this ground truth

provides an interesting and challenging test case; under these conditions it can

be expected that retrieval without some form of relevance feedback will likely

yield unsatisfactory results, even with a comparatively rich feature set.

As before, we assume that, for the ground truth “water,” if any one of

these images is the query, the user’s information need is completely satisfied

by returning all of these items. In order to simulate consistent user feedback,

during the automated retrieval/feedback runs, all “water” images retrieved in

the top twenty matches are considered to have been marked relevant. We

choose from among these images a sample to use as a query set, taking

care to ensure that each sub-collection is represented. For a retrieval run

corresponding to a given query, we can calculate the precision achieved at the

discrete recall levels 1/43 = 0.023, 2/43 = 0.047, . . . , 42/43 = 0.977, 43/43 =

1.000, since there are 43 relevant items. The precision is computed at these

levels of recall for every query in the sample over an initial retrieval and two

iterations of MARS feedback (shown in Figure 5.8) and two iterations of proto-

reduct fusion feedback (shown in Figure 5.9).

It can be observed from Figure 5.8 that, apart from a drop in average

precision at the first level of recall (approximately 2%), subsequent iterations

using MARS result in higher levels of average precision at recall levels up to

171



arborgreens-Image35 arborgreens-Image36 australia-Image04 australia-Image07 campusinfall-Image20

campusinfall-Image21 greenlake-Image01 greenlake-Image02 greenlake-Image03 greenlake-Image06

greenlake-Image08 greenlake-Image09 greenlake-Image14 greenlake-Image15 greenlake-Image16

greenlake-Image20 greenlake-Image21 greenlake-Image22 greenlake-Image23 greenlake-Image25

greenlake-Image26 greenlake-Image28 greenlake-Image36 greenlake-Image37 greenlake-Image38

greenlake-Image39 greenlake-Image40 greenlake-Image41 indonesia-Image34 iran-Image04

iran-Image10 iran-Image24 iran-Image27 yellowstone-Image13 yellowstone-Image14

yellowstone-Image15 yellowstone-Image19 yellowstone-Image21 yellowstone-Image22 yellowstone-Image23

yellowstone-Image25 yellowstone-Image26 yellowstone-Image27

Figure 5.7: UW Images for ground truth “water”
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approximately 80%. At recall levels between 80% and 100%, average precision

remains approximately the same between the iterations. It is worth noting

that the curve corresponding to iteration 2 does not at any point fall below

the curve representing iteration 1, i.e. the relevance feedback seems to be

uniformly improving subsequent retrieval across all levels of recall from the

first to the second iteration.

Figure 5.9 shows that proto-reduct fusion results in equal or higher levels

levels of average precision at levels of recall to approximately 0.07, where the

average precision for iteration 1 actually dips below the average precision for

the initial retrieval. Between recall levels of around 7% to 14% iteration 2

obtains higher average precision, while between recall levels of 14% to 33%

iteration 1 achieves higher average precision. The average precision at higher

levels of recall is similar between the two iterations.

While both methods do result in improved average precision at various

levels of recall as described above, certain points of contrast between the

two graphs are apparent. Firstly, in this test case, MARS is able to yield

significantly higher levels of average precision after 2 iterations of feedback

than proto-reduct fusion at recall levels from. Secondly, MARS ensures that

average precision achieved at any level of recall is always higher in successive

iterations of of relevance feedback, but this is not true of the proto-reduct

fusion.

It is cases like these that make the option of using the Hybrid Proto-

Reduct Fusion/Vector Space strategy of Section 5.2.1.2 an appealing one;

in this particular case it is clear that the use of MARS-like QPM offers an

improvement in the overall precision-recall graph over the proto-reduct fusion.

The results for the same ground truth using the same sample queries with

HPRV are shown in Figure 5.10, which shows a clearer increase in average

precision at lower levels of recall (i.e. until approximately recall = 0.4) between

subsequent iterations than the proto-reduct fusion.
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For a direct comparison of the relative performance of the three different

methods(MARS, proto-reduct fusion and the hybrid strategy), a per iteration

comparison of the performance of the three methods can be made. Such a

comparison for the first iteration of feedback is presented in Figure 5.11 and

for the second iteration of feedback in Figure 5.12. These figures show that

the HPRV performs comparably to MARS.

5.3.3 Post Feedback Retrieval: Probabilistic

The previous section presented the results from experiments with simulated rel-

evance feedback runs on a vector-space retriever. The current section presents

the results of a similar series of experiments using the probabilistic retriever

BIRS; specifically we examine the results of retrieval over two iterations of sim-

ulated relevance feedback using the native BIRS, generic proto-reduct fusion

and hybrid proto-reduct fusion/probabilistic feedback methods on the letters

and UW collections. As discussed below, the inherent different properties

of the two collections shed light on different aspects of the various feedback

methods.

It is interesting to consider the challenge presented to BIRS by the letters

collection in conjunction with the ground truth “letter,” whereby all images

depicting a given letter are considered relevant to each other regardless of

colour combination. Considering each image in the collection as the query

and then simulating consistent user feedback by assuming that all images

corresponding to that query in the top twenty results are marked relevant

results in the average precision-recall curves as shown in Figure 5.13 when

native BIRS feedback is used.

Two points regarding the BIRS initial retrieval stand out from Figure 5.13:

firstly that the average precision remains comparatively low at all levels of

recall; and, secondly, that at the initial level of recall (i.e. recall level = 1/6 ≈
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0.1667 = 16.67% ), the average precision is not 1. Note that this cannot occur

with the EDR; for any query the top match must be the query image itself

since the Euclidean distance between any point and itself is zero and the query

is assumed to be relevant to itself. Assuming that the user’s information need

is mirrored in the letter ground truth, the initial retrieval is not very successful

at all. On average, the precision when the first relevant result is encountered

(i.e. at recall level 16.67%) is just over 0.1; this implies that the highest

ranked relevant result is ranked around 10th on average. An improvement is

seen to occur after a single iteration of native BIRS feedback, on average the

top ranked image is relevant (the query image itself) and the next highest

relevant image is ranked. There is minor improvement from the first iteration

of feedback to the second in the sense that, on average, the second highest

ranked relevant image is encountered slightly earlier; this can be seen from the

slight increase in average precision at recall level 2/6 ≈ 0.333 = 33.33%.

By contrast, when using generic proto-reduct fusion with BIRS on the

Letters collection, the relevance feedback actually makes subsequent retrieval

worse as documented in Figure 5.14. This can be understood in the light of two

factors; namely, the revision of the query image and the poor initial retrieval

itself. Recall that MARS caused a decline in performance after feedback

in conjunction with the EDR, which was attributed to a local minima-like

effect. The query revision used as part of the generic proto-reduct fusion is

analogous to the QPM of MARS and hence can be seen as causing a similar

effect. The second, and more influential, factor is the extremely low precision

achieved by the initial retrieval at all levels of recall; indeed the precision-

recall curve of the initial retrieval is practically flat when viewed on the scale of

Figure 5.13. Further, subsequent retrieval after two iterations of generic proto-

reduct fusion based feedback preserves the overall shape of the precision-recall

curve of the initial retrieval. This suggests that, in this particular instance, the

understanding of the user information need is not effectively communicated to
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the retriever. The fact that an understanding of the user information need is

in fact acquired during the synthesis of proto-reducts is demonstrated by the

results from the implementation of the hybrid proto-reduct fusion/probabilistic

feedback below.

The precision-recall curves for initial BIRS retrieval followed by two iter-

ations of hybrid proto-reduct fusion/probabilistic (HPRP) feedback are pre-

sented in Figure 5.15, which shows that in this particular instance HPRP

feedback performs comparably to NATB overall, with a significant improve-

ment at a recall level of 2/6 i.e. 33.33% where the average precision is very

close to 1. The graph indicates that, by and large, the top two ranked results

are relevant.

Regardless of the feedback method used with BIRS, there is not much

change from the first to the second iteration of feedback indicating rapid con-

vergence; it can be expected that even with a number of successive iterations

of simulated feedback the retrieval results will not change much with respect

to the letters collection.

For a direct comparison of all three relevance feedback methods with respect

to the letters collection, the per iteration precision-recall curves are presented

in Figures 5.16 and 5.16. The two diagrams look very similar to each other;

this is due to a fact on which we remarked earlier, namely that there is no

significant change in the results returned from the first to the second iteration

of feedback in any of the methods.

Now let us consider post-feedback retrieval results from BIRS on the UW

collection, with consistent feedback is simulated assuming that water ground

truth reflects the user’s information need. The results obtained from using

the generic proto-reduct fusion with BIRS are shown in Figure 5.18. Unlike

with the letters collection, here the initial retrieval from BIRS does achieve an

average precision of 1 at the initial recall level (1/43 = 0.023). Also, unlike

Proto-Reduct Fusion with the letters collection, the use of Proto-Reduct Fusion
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does in fact result in an overall performance improvement from the initial

retrieval to the first iteration except for a drop in average precision at the

recall level 1/43 from 1 to just over 0.75. The second iteration of feedback

clearly achieves higher levels of precision at levels of recall up to around 60%,

after which the curves for the first and second iteration are very similar.

The results obtained by employing BIRS’ native feedback mechanism are

shown in Figure 5.19, from where it is apparent that there is a significant

improvement in the precision-recall curves from the initial retrieval to the first

iteration of feedback and from the first iteration of feedback to the second. The

improvement at early levels of recall is particularly remarkable; the average

precision goes from approximately 0.6 and 0.3 at recall levels 1/43 and 2/43 in

the initial retrieval to 1.0 in the first iteration of feedback. The more significant

jump here is from the initial retrieval to the first iteration of feedback to the

second; with Proto-Reduct Fusion the more dramatic improvement was from

the first iteration of feedback to the second.

As can be expected, and in an interesting parallel with the results from

the EDR on the UW collection, the hybrid proto-reduct fusion/probabilistic

feedback method results in precision-recall curves that are better than the

generic proto-reduct fusion. The graph depicting the curves can be found in

Figure 5.20.

The precision-recall curves resulting from the generic PRF/BIR, HPRP

and native feedback methods with BIRS on the UW Collection for the ground

truth “water” are compared by iteration in Figures 5.21 (Iteration 1) and 5.22

(Iteration 2).
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5.4 Conclusion

In this chapter the mapping of the proposed general framework to two distinct

retrieval engines, the Euclidean distance retriever as an example of a vector-

space retriever and BIR as an example of a probabilistic retriever, was demon-

strated theoretically. Since result fusion applies trivially to any retriever, the

focus was on proto-reduct fusion.

Two proto-reduct fusion methods for communicating the understanding of

the user’s information need from CAFé to each retriever were proposed: a

generic, loosely coupled one and another, more closely integrated one (“hy-

brid”) that incorporated aspects of the retriever’s native feedback method.

The hybrid technique represents a way of feeding back the understanding of

the user’s information need gained through the analysis of the set of proto-

reducts Θ (as in the previous chapter) customised for the retriever and hence

represents a mapping of the overall framework to this specific model.

In the case of vector-space retrievers, the generic feedback corresponds

directly to QRW. Therefore, for the EDR, a generic QRW only feedback

method and a hybrid relevance feedback technique using CAFé-based QRW

and MARS-based QPM can naturally be conceived.

For the probabilistic case, re-weighting can be used to indicate the rela-

tive importance of the random variables representing various feature compo-

nents. For BIRS, the CAFé-based loosely-coupled feedback method modifies

the strengths of the links to the nodes corresponding to feature components

that are represented by attributes in Θ and chooses a revised query image in

the collection that better reflects the images fed back as relevant. The hybrid

relevance feedback method is based on using the (native) diagnostic feedback

in conjunction with the generic re-weighting.

The formulation of the loosely coupled and hybrid CAFé-based methods

demonstrate the applicability of the the proposed framework to the specific
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retrievers considered, thus illustrating the retrieval independence of the pro-

posed framework. They also serve as illustrative examples for the process of

constructing a specific relevance feedback technique based on CAFé customised

for a particular retriever.

The experimental results carried out with two image collections with dif-

ferent properties bear out the conceptual basis of the proposed framework,

which is that analysing the user information need based on their feedback

(understanding the user’s information need), can be performed in a retriever

neutral manner and is a different task from retrieval.
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Chapter 6

Conclusion

6.1 Research Summary

The research conducted for this dissertation has been focused on the problem

of relevance feedback in CBMR. The theory has been developed to be general

enough to apply various modes of multimedia data but the explanatory exam-

ples and implementation has been done with respect to image retrieval. The

review of the literature conducted indicated that while a significant amount

of research has been devoted to the area of multimedia retrieval, the two key

challenges – user subjectivity and the semantic gap – have not been fully over-

come. Relevance feedback has been shown to be a powerful tool in addressing

these challenges in the literature on relevance feedback in multimedia retrieval

(especially CBIR since there is a vast amount of work available in this area).

Based on existing research, this dissertation identifies certain properties that

are deemed desirable for further work in the area.

The position taken in this dissertation is that in order to gain further insight

into the problem of relevance feedback as well as to develop its effectiveness, a

fresh perspective is needed. This involves separating the task of attempting to

deduce the user’s information need from that of expressing such knowledge to

the retrieval engine. This is quite different from existing work since, in general,
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relevance feedback methods tend to be developed closely in conjunction with

a specific retriever. The position taken is justified by proposing a user-centric,

general framework for relevance feedback that is strongly focused on an analysis

of the users’ classification, is independent of a particular retrieval engine,

feature domain or user interface and is formulated in accordance with the

desiderata identified. The key characteristic of the proposed framework is the

development and use of rough set theoretic tools for the analysis of the user’s

feedback as represented by a classification.

6.2 Research Contribution

The dissertation makes a number of research contributions spread throughout

its text. The key contributions are recapitulated below, in the sequence that

they appear in the thesis.

The distillation of the desiderata for a relevance feedback framework build

on existing work and constitute a contribution to the literature on the topic

(Chapter 2).

The primary research contribution is the proposed general framework itself,

which has been given the name CAFé, short for Classificatory Analysis based

FEedback. The framework is novel in three senses. Firstly, it is based on a

unique conceptual perspective, which involves focusing on relevance feedback in

a user centric manner, remaining independent of the retrieval engine. Secondly,

it is intentionally formulated at higher level of abstraction than is typical; it is

not a single technique but rather a conceptual framework that treats as special

cases the user models of existing methods. Thirdly, it is based on rough set

theory, which is identified here as being suitable for the classificatory analysis

required by the framework, but has not heretofore been used for relevance

feedback (Chapter 3).
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The adaptation of rough set theory to the relevance feedback problem

domain, which is based on theoretical development based on the idea of con-

sidering the user’s feedback as a growing sample, represents a contribution to

the application of rough set theory. Specifically, the idea of the proto-reduct is

introduced and used to construct an approximation of the user’s information

need that can be refined with each successive iteration of feedback (Chapter 4).

Two separate approaches for communicating the understanding of the user’s

information need gained through the analysis of their classification are pro-

posed. One is a generic means of such communication, i.e. it makes as

few assumptions about the retrieval engine as possible (Chapter 4). This

approach is illustrated by proposing two methods: result fusion, which is

based on combining results from different retrievals and reduct fusion, which

is a re-weighting strategy based on combining the proto-reducts. The second

approach involves mapping CAFé to a particular retriever by formulating a

technique based on CAFé specifically for that retriever. As illustrations of this

approach, two specific relevance feedback methods are proposed, one each for

the vector-space Euclidean distance retriever and the probabilistic retriever

BIRS, that are based on CAFé but tailored specifically to them (Chapter 5).

These methods do not constitute an exhaustive list; they serve to demonstrate

the flexibility of the framework by illustrating the process of how to map it to

specific retrievers.

6.3 Future Work

The overall motivation for pursuing the research done for this dissertation

stemmed from the notion that for a significant improvement in relevance

feedback for multimedia retrieval, an entirely new perspective is necessary.

Specifically, it was necessary to separate the tasks of understanding the user’s

information need from that of expressing it to a retrieval engine.
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QueryFeature Data

RF1 RF2 RFn. . .

Relevance Feedback Controller

Retrieval Engine

Figure 6.1: Overview of Architecture for Relevance Feedback Controller

For future work, the most interesting effect of modelling relevance feedback

as above is the potential for the use of multiple relevance feedback modules with

the same retrieval engine, since a number of CAFé-based feedback techniques

can be constructed for a particular retriever depending based on varying as-

sumptions and various aspects of desired behaviour. Then, a relevance feedback

controller could potentially be developed to apply the most suitable relevance

feedback technique available, depending on specific users requirements in the

context of the collection. Such requirements may be specified by the user,

or, ideally, might be deduced based on their feedback. This would mean that

the controller would have the task of identifying which relevance feedback

technique would best approximate the user’s information need at the semantic

level (Figure 6.1).

The necessary first step towards achieving this long term goal has been

made in this dissertation by proposing a general relevance feedback framework

so that various specific techniques can be implemented within a common
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conceptual framework, thus enabling system-based analysis of which one of

them may be more suitable in a certain context.

The next step, which is to be undertaken in future work, involves two

aspects: the first is the development of a set of principles for management

of temporal data including system log files, user profiles and the like. The

second aspect is developing a model of the effects of various parameters on

given relevance feedback techniques.

6.3.1 Managing the Use of Temporal Data

Simply incorporating such data into the analysis in Chapters 3 and 4 does

not seem to present significant difficulty since they can be used directly as

extra training samples. However, care will have to be taken to formulate

the principles by which such data is taken into account; specifically it will

become necessary to make the distinction between two cases. The first case

is where the user’s feedback indicates that they are unsatisfied with previous

retrieval due to an issue of subjectivity (i.e. items retrieved are similar in some

semantic sense but not in terms of the user’s information need). The second

case is the semantic gap; i.e. the combination of the feature set, relevance

feedback technique is unable to reflect the user’s information need. Depending

on which of the two cases arises, different action may be required by the

relevance feedback controller; if subjectivity is determined to be the key issue

then the users profile may be of use while if the issue is related to the semantic

gap then annotations by other users (as reflected in log files) may be helpful.

6.3.2 Model the Effects of Parameters on RF Methods

The proposed framework allows for great flexibility in the choice of parameters

and algorithms that can be co-opted to construct a specific relevance feedback

technique, such as the choice of discretization method, choice of number of
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user categories and other user interface issues, etc. Therefore, for the relevance

feedback controller to make a choice of relevance feedback technique, it should

be able to model the effects that changing such parameters within a relevance

feedback method would have on subsequent retrieval without having to perform

the actual retrieval, since that would involve a prohibitive computational cost.
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Appendix A

The Letters Image Collection

The collection called “letters” is used as an example in this dissertation. It

consists of one hundred and four images, the images representing the alphabet

(twenty-six letters) repeated four times (See Table A.1). Each image is

assigned a sequential number, which is also the base name of the filename

under which it is stored, e.g. image 1 is stored as 1.ppm on disk. The images

as stored in the portable pixmap format (.ppm) for indexing. For display

purposes it may be converted to other formats and (e.g. 1.jpg) as required.

From a user-centric point of view, the collection is simple enough that

a brief description can be used to indicate a possible classification of the

collection. For example, the collection can be spoken of as being “classified by

letter” to have twenty-six readily identifiable (by a human) classes or “classified

by colour-coded alphabet” to be partitioned into four sets. Also since the

collection contains only three colours, computer generated colour and textural

indexes are easier to read and interpret than would be the case for a real-world

collection.

For indexing purposes, we use colour and texture. The colour information

be represented as a 3-color histogram in RGB space [SB91], since by visual

inspection it can be seen that there are only the three colours present in the

collection. The textural feature is represented by an 8-dimensional vector
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containing two values (corresponding to θ = 0◦ and θ = 45◦) for each of

the following texture measures: Angular Second Moment (ASM), Correlation

(Corr), Contrast (Contr) and Variance (Var) [HSD73]. Further details on the

indexing process are provided in Appendix C.

Table A.1: The “Letters” Collection

1 2 3 4 5 6 7 8 9 10

11 12 13 14 15 16 17 18 19 20

21 22 23 24 25 26 27 28 29 30

31 32 33 34 35 36 37 38 39 40

41 42 43 44 45 46 47 48 49 50

51 52 53 54 55 56 57 58 59 60

61 62 63 64 65 66 67 68 69 70

71 72 73 74 75 76 77 78 79 80
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TableA.1 – continued from previous page

81 82 83 84 85 86 87 88 89 90

91 92 93 94 95 96 97 98 99 100

101 102 103 104 105 106 107 108 109 110

111 112 113 114 115 116 117 118 119 120

121 122 123 124 125 126 127 128 129 130

131 132 133 134 135 136 137 138 139 140

141 142 143 144 145 146 147 148 149 150

151 152 153 154 155 156

The raw values for the feature components are presented in Table A.2.

Note that the raw values of the texture features are much smaller in magnitude

than the colour values. While using the index for retrieval, the value of each

texture component for a given image is normalised to [0,1] using min-max

normalisation (see, e.g. [HK01, p.115]).
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Table A.2: The global decision table for the letters collection

Image B G R ASM0 Contr0 Corr0 V ar0 ASM45 Contr45 Corr45 V ar45 d

1.ppm 0.9167 0 0.0833 0.8276 0.01859 0.8794 1.077 0.8208 0.02428 0.8439 1.078 A

2.ppm 0.8909 0 0.1091 0.7864 0.01778 0.9094 1.098 0.7713 0.03183 0.8391 1.099 B

3.ppm 0.9203 0 0.0797 0.8364 0.01576 0.8936 1.074 0.8275 0.02367 0.8416 1.075 C

4.ppm 0.9022 0 0.0978 0.8033 0.01899 0.8933 1.089 0.7924 0.02877 0.8398 1.09 D

5.ppm 0.9089 0 0.0911 0.8223 0.01071 0.9359 1.084 0.8023 0.03 0.8221 1.084 E

6.ppm 0.9306 0 0.0694 0.859 0.01071 0.9179 1.065 0.8465 0.02245 0.8294 1.066 F

7.ppm 0.9003 0 0.0997 0.8004 0.01879 0.8963 1.091 0.7868 0.03143 0.828 1.091 G

8.ppm 0.9096 0 0.0904 0.8143 0.0202 0.8783 1.083 0.8052 0.02816 0.8318 1.084 H

9.ppm 0.9629 0 0.0371 0.9173 0.01071 0.8516 1.036 0.9153 0.01204 0.8347 1.036 I

10.ppm 0.9462 0 0.0538 0.8843 0.01313 0.8722 1.051 0.8798 0.01673 0.8387 1.052 J

11.ppm 0.9154 0 0.0846 0.8227 0.02141 0.863 1.078 0.8199 0.02285 0.8551 1.079 K

12.ppm 0.9473 0 0.0527 0.8886 0.01071 0.8938 1.05 0.8812 0.01735 0.8295 1.051 L

13.ppm 0.8786 0 0.1214 0.749 0.03717 0.8273 1.108 0.7438 0.04081 0.812 1.109 M

14.ppm 0.903 0 0.097 0.7961 0.02788 0.8423 1.088 0.787 0.03591 0.7986 1.089 N

15.ppm 0.9054 0 0.0946 0.8085 0.01899 0.8901 1.086 0.7994 0.02694 0.8456 1.087 O

16.ppm 0.9189 0 0.0811 0.8352 0.01455 0.9033 1.075 0.8251 0.02367 0.8441 1.076 P

17.ppm 0.8964 0 0.1036 0.792 0.02101 0.8879 1.094 0.7805 0.03143 0.8338 1.095 Q

18.ppm 0.9035 0 0.0965 0.8054 0.01899 0.8921 1.088 0.792 0.03143 0.823 1.089 R

19.ppm 0.9127 0 0.0873 0.8243 0.01515 0.9058 1.08 0.8081 0.03061 0.8114 1.081 S

20.ppm 0.9425 0 0.0575 0.88 0.01071 0.9021 1.055 0.8711 0.01877 0.83 1.055 T

21.ppm 0.9176 0 0.0824 0.8276 0.0202 0.8676 1.076 0.8215 0.0251 0.837 1.077 U

22.ppm 0.9306 0 0.0694 0.8504 0.0196 0.8497 1.065 0.8471 0.02183 0.8341 1.066 V

23.ppm 0.8697 0 0.1303 0.7367 0.03596 0.8427 1.114 0.7311 0.04 0.8265 1.115 W

24.ppm 0.9215 0 0.0785 0.8352 0.01919 0.8686 1.073 0.8311 0.02204 0.8504 1.074 X

25.ppm 0.9381 0 0.0619 0.8673 0.01576 0.8656 1.059 0.8638 0.01816 0.8465 1.059 Y

26.ppm 0.9186 0 0.0814 0.8385 0.01071 0.9291 1.075 0.8297 0.01837 0.8794 1.076 Z

27.ppm 0.9202 0.0798 0 0.8335 0.01859 0.8746 1.074 0.8269 0.02408 0.839 1.075 A

28.ppm 0.8928 0.1072 0 0.7894 0.01778 0.9079 1.097 0.7742 0.03204 0.8356 1.097 B

29.ppm 0.9243 0.0757 0 0.8435 0.01556 0.8899 1.071 0.8345 0.02347 0.8354 1.071 C

30.ppm 0.9044 0.0956 0 0.8069 0.01899 0.8912 1.087 0.7958 0.02898 0.8354 1.088 D

31.ppm 0.9101 0.0899 0 0.8243 0.01071 0.9352 1.083 0.8047 0.02959 0.8224 1.083 E

32.ppm 0.9311 0.0689 0 0.8599 0.01071 0.9173 1.065 0.8473 0.02245 0.8283 1.065 F

33.ppm 0.9041 0.0959 0 0.8066 0.01879 0.8926 1.087 0.793 0.03143 0.822 1.088 G

34.ppm 0.9096 0.0904 0 0.8143 0.0202 0.8783 1.083 0.8052 0.02816 0.8318 1.084 H

35.ppm 0.9629 0.0371 0 0.9173 0.01071 0.8516 1.036 0.9153 0.01204 0.8347 1.036 I

36.ppm 0.9472 0.0528 0 0.8859 0.01333 0.868 1.05 0.8818 0.01653 0.8379 1.051 J

37.ppm 0.9167 0.0833 0 0.8247 0.02162 0.8597 1.077 0.8221 0.02285 0.8531 1.078 K

38.ppm 0.9473 0.0527 0 0.8886 0.01071 0.8938 1.05 0.8812 0.01735 0.8295 1.051 L

39.ppm 0.8821 0.1179 0 0.7542 0.03737 0.8219 1.105 0.749 0.04102 0.8062 1.106 M

40.ppm 0.9045 0.0955 0 0.7986 0.02788 0.8401 1.087 0.7895 0.03591 0.7958 1.088 N

41.ppm 0.9095 0.0905 0 0.8153 0.01899 0.8857 1.083 0.8062 0.02694 0.8393 1.084 O

42.ppm 0.9196 0.0804 0 0.8364 0.01455 0.9025 1.075 0.8261 0.02388 0.8415 1.075 P

43.ppm 0.9014 0.0986 0 0.8001 0.02101 0.8829 1.09 0.7884 0.03163 0.8252 1.09 Q

44.ppm 0.9047 0.0953 0 0.8074 0.01899 0.8909 1.087 0.794 0.03143 0.821 1.088 R

45.ppm 0.9164 0.0836 0 0.8303 0.01535 0.9007 1.077 0.8143 0.03061 0.8038 1.078 S

46.ppm 0.9425 0.0575 0 0.88 0.01071 0.9021 1.055 0.8711 0.01877 0.83 1.055 T

47.ppm 0.9185 0.0815 0 0.8291 0.0202 0.8663 1.076 0.8231 0.0251 0.8354 1.076 U

48.ppm 0.9342 0.0658 0 0.8567 0.0196 0.8421 1.062 0.8536 0.02163 0.8273 1.063 V

49.ppm 0.8754 0.1246 0 0.7449 0.03636 0.8347 1.11 0.7397 0.04 0.8198 1.111 W

50.ppm 0.925 0.075 0 0.8409 0.01939 0.8615 1.07 0.8369 0.02224 0.8426 1.071 X

51.ppm 0.9403 0.0597 0 0.871 0.01596 0.8592 1.057 0.8678 0.01816 0.8413 1.057 Y

52.ppm 0.9201 0.0799 0 0.841 0.01071 0.9278 1.074 0.8322 0.01837 0.8774 1.075 Z

53.ppm 0 0.9164 0.0836 0.8271 0.01859 0.8798 1.077 0.8203 0.02428 0.8444 1.078 A

54.ppm 0 0.8908 0.1092 0.7863 0.01778 0.9094 1.098 0.7712 0.03183 0.8392 1.099 B

55.ppm 0 0.9202 0.0798 0.8363 0.01576 0.8937 1.074 0.8273 0.02367 0.8418 1.075 C

56.ppm 0 0.9019 0.0981 0.8028 0.01899 0.8936 1.089 0.7919 0.02877 0.8403 1.09 D
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TableA.2 – continued from previous page

Image B G R ASM0 Contr0 Corr0 V ar0 ASM45 Contr45 Corr45 V ar45 d

57.ppm 0 0.9089 0.0911 0.8223 0.01071 0.9359 1.084 0.8023 0.03 0.8221 1.084 E

58.ppm 0 0.9305 0.0695 0.8589 0.01071 0.918 1.065 0.8461 0.02265 0.8281 1.066 F

59.ppm 0 0.9001 0.0999 0.8001 0.01879 0.8965 1.091 0.7865 0.03143 0.8283 1.092 G

60.ppm 0 0.9096 0.0904 0.8143 0.0202 0.8783 1.083 0.8052 0.02816 0.8318 1.084 H

61.ppm 0 0.9629 0.0371 0.9173 0.01071 0.8516 1.036 0.9153 0.01204 0.8347 1.036 I

62.ppm 0 0.9462 0.0538 0.8843 0.01313 0.8722 1.051 0.8798 0.01673 0.8387 1.052 J

63.ppm 0 0.9154 0.0846 0.8227 0.02141 0.863 1.078 0.8199 0.02285 0.8551 1.079 K

64.ppm 0 0.9473 0.0527 0.8886 0.01071 0.8938 1.05 0.8812 0.01735 0.8295 1.051 L

65.ppm 0 0.8784 0.1216 0.7487 0.03717 0.8275 1.108 0.7435 0.04081 0.8122 1.109 M

66.ppm 0 0.9029 0.0971 0.796 0.02788 0.8424 1.088 0.7869 0.03591 0.7988 1.089 N

67.ppm 0 0.9052 0.0948 0.8082 0.01899 0.8903 1.087 0.7991 0.02694 0.8458 1.087 O

68.ppm 0 0.9189 0.0811 0.8352 0.01455 0.9033 1.075 0.8251 0.02367 0.8441 1.076 P

69.ppm 0 0.8963 0.1037 0.7919 0.02101 0.888 1.094 0.7803 0.03143 0.8339 1.095 Q

70.ppm 0 0.9034 0.0966 0.8053 0.01899 0.8922 1.088 0.7919 0.03143 0.8231 1.089 R

71.ppm 0 0.9124 0.0876 0.8238 0.01515 0.9061 1.081 0.8075 0.03061 0.812 1.081 S

72.ppm 0 0.9425 0.0575 0.88 0.01071 0.9021 1.055 0.8711 0.01877 0.83 1.055 T

73.ppm 0 0.9176 0.0824 0.8276 0.0202 0.8676 1.076 0.8215 0.0251 0.837 1.077 U

74.ppm 0 0.9305 0.0695 0.8502 0.0196 0.8499 1.065 0.8469 0.02183 0.8343 1.066 V

75.ppm 0 0.8694 0.1306 0.7363 0.03596 0.843 1.115 0.7306 0.04 0.8269 1.115 W

76.ppm 0 0.9213 0.0787 0.835 0.01899 0.8702 1.073 0.8307 0.02204 0.8508 1.074 X

77.ppm 0 0.9379 0.0621 0.8669 0.01576 0.866 1.059 0.8635 0.01816 0.847 1.059 Y

78.ppm 0 0.9186 0.0814 0.8385 0.01071 0.9291 1.075 0.8297 0.01837 0.8794 1.076 Z

79.ppm 0.0836 0.9164 0 0.8271 0.01859 0.8798 1.077 0.8203 0.02428 0.8444 1.078 A

80.ppm 0.1092 0.8908 0 0.7863 0.01778 0.9094 1.098 0.7712 0.03183 0.8392 1.099 B

81.ppm 0.0798 0.9202 0 0.8363 0.01576 0.8937 1.074 0.8273 0.02367 0.8418 1.075 C

82.ppm 0.0981 0.9019 0 0.8028 0.01899 0.8936 1.089 0.7919 0.02877 0.8403 1.09 D

83.ppm 0.0911 0.9089 0 0.8223 0.01071 0.9359 1.084 0.8023 0.03 0.8221 1.084 E

84.ppm 0.0695 0.9305 0 0.8589 0.01071 0.918 1.065 0.8461 0.02265 0.8281 1.066 F

85.ppm 0.0999 0.9001 0 0.8001 0.01879 0.8965 1.091 0.7865 0.03143 0.8283 1.092 G

86.ppm 0.0904 0.9096 0 0.8143 0.0202 0.8783 1.083 0.8052 0.02816 0.8318 1.084 H

87.ppm 0.0371 0.9629 0 0.9173 0.01071 0.8516 1.036 0.9153 0.01204 0.8347 1.036 I

88.ppm 0.0538 0.9462 0 0.8843 0.01313 0.8722 1.051 0.8798 0.01673 0.8387 1.052 J

89.ppm 0.0846 0.9154 0 0.8227 0.02141 0.863 1.078 0.8199 0.02285 0.8551 1.079 K

90.ppm 0.0527 0.9473 0 0.8886 0.01071 0.8938 1.05 0.8812 0.01735 0.8295 1.051 L

91.ppm 0.1216 0.8784 0 0.7487 0.03717 0.8275 1.108 0.7435 0.04081 0.8122 1.109 M

92.ppm 0.0971 0.9029 0 0.796 0.02788 0.8424 1.088 0.7869 0.03591 0.7988 1.089 N

93.ppm 0.0948 0.9052 0 0.8082 0.01899 0.8903 1.087 0.7991 0.02694 0.8458 1.087 O

94.ppm 0.0811 0.9189 0 0.8352 0.01455 0.9033 1.075 0.8251 0.02367 0.8441 1.076 P

95.ppm 0.1037 0.8963 0 0.7919 0.02101 0.888 1.094 0.7803 0.03143 0.8339 1.095 Q

96.ppm 0.0966 0.9034 0 0.8053 0.01899 0.8922 1.088 0.7919 0.03143 0.8231 1.089 R

97.ppm 0.0876 0.9124 0 0.8238 0.01515 0.9061 1.081 0.8075 0.03061 0.812 1.081 S

98.ppm 0.0575 0.9425 0 0.88 0.01071 0.9021 1.055 0.8711 0.01877 0.83 1.055 T

99.ppm 0.0824 0.9176 0 0.8276 0.0202 0.8676 1.076 0.8215 0.0251 0.837 1.077 U

100.ppm 0.0695 0.9305 0 0.8502 0.0196 0.8499 1.065 0.8469 0.02183 0.8343 1.066 V

101.ppm 0.1306 0.8694 0 0.7363 0.03596 0.843 1.115 0.7306 0.04 0.8269 1.115 W

102.ppm 0.0787 0.9213 0 0.835 0.01899 0.8702 1.073 0.8307 0.02204 0.8508 1.074 X

103.ppm 0.0621 0.9379 0 0.8669 0.01576 0.866 1.059 0.8635 0.01816 0.847 1.059 Y

104.ppm 0.0814 0.9186 0 0.8385 0.01071 0.9291 1.075 0.8297 0.01837 0.8794 1.076 Z

105.ppm 0 0.0798 0.9202 0.8335 0.01859 0.8746 1.074 0.8269 0.02408 0.839 1.075 A

106.ppm 0 0.1072 0.8928 0.7894 0.01778 0.9079 1.097 0.7742 0.03204 0.8356 1.097 B

107.ppm 0 0.0757 0.9243 0.8435 0.01556 0.8899 1.071 0.8345 0.02347 0.8354 1.071 C

108.ppm 0 0.0956 0.9044 0.8069 0.01899 0.8912 1.087 0.7958 0.02898 0.8354 1.088 D

109.ppm 0 0.0899 0.9101 0.8243 0.01071 0.9352 1.083 0.8047 0.02959 0.8224 1.083 E

110.ppm 0 0.0689 0.9311 0.8599 0.01071 0.9173 1.065 0.8473 0.02245 0.8283 1.065 F

111.ppm 0 0.0959 0.9041 0.8066 0.01879 0.8926 1.087 0.793 0.03143 0.822 1.088 G

112.ppm 0 0.0904 0.9096 0.8143 0.0202 0.8783 1.083 0.8052 0.02816 0.8318 1.084 H

113.ppm 0 0.0371 0.9629 0.9173 0.01071 0.8516 1.036 0.9153 0.01204 0.8347 1.036 I
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TableA.2 – continued from previous page

Image B G R ASM0 Contr0 Corr0 V ar0 ASM45 Contr45 Corr45 V ar45 d

114.ppm 0 0.0528 0.9472 0.8859 0.01333 0.868 1.05 0.8818 0.01653 0.8379 1.051 J

115.ppm 0 0.0833 0.9167 0.8247 0.02162 0.8597 1.077 0.8221 0.02285 0.8531 1.078 K

116.ppm 0 0.0527 0.9473 0.8886 0.01071 0.8938 1.05 0.8812 0.01735 0.8295 1.051 L

117.ppm 0 0.1179 0.8821 0.7542 0.03737 0.8219 1.105 0.749 0.04102 0.8062 1.106 M

118.ppm 0 0.0955 0.9045 0.7986 0.02788 0.8401 1.087 0.7895 0.03591 0.7958 1.088 N

119.ppm 0 0.0905 0.9095 0.8153 0.01899 0.8857 1.083 0.8062 0.02694 0.8393 1.084 O

120.ppm 0 0.0804 0.9196 0.8364 0.01455 0.9025 1.075 0.8261 0.02388 0.8415 1.075 P

121.ppm 0 0.0986 0.9014 0.8001 0.02101 0.8829 1.09 0.7884 0.03163 0.8252 1.09 Q

122.ppm 0 0.0953 0.9047 0.8074 0.01899 0.8909 1.087 0.794 0.03143 0.821 1.088 R

123.ppm 0 0.0836 0.9164 0.8303 0.01535 0.9007 1.077 0.8143 0.03061 0.8038 1.078 S

124.ppm 0 0.0575 0.9425 0.88 0.01071 0.9021 1.055 0.8711 0.01877 0.83 1.055 T

125.ppm 0 0.0815 0.9185 0.8291 0.0202 0.8663 1.076 0.8231 0.0251 0.8354 1.076 U

126.ppm 0 0.0658 0.9342 0.8567 0.0196 0.8421 1.062 0.8536 0.02163 0.8273 1.063 V

127.ppm 0 0.1246 0.8754 0.7449 0.03636 0.8347 1.11 0.7397 0.04 0.8198 1.111 W

128.ppm 0 0.075 0.925 0.8409 0.01939 0.8615 1.07 0.8369 0.02224 0.8426 1.071 X

129.ppm 0 0.0597 0.9403 0.871 0.01596 0.8592 1.057 0.8678 0.01816 0.8413 1.057 Y

130.ppm 0 0.0799 0.9201 0.841 0.01071 0.9278 1.074 0.8322 0.01837 0.8774 1.075 Z

131.ppm 0.0833 0 0.9167 0.8276 0.01859 0.8794 1.077 0.8208 0.02428 0.8439 1.078 A

132.ppm 0.1091 0 0.8909 0.7864 0.01778 0.9093 1.098 0.7713 0.03183 0.8391 1.099 B

133.ppm 0.0797 0 0.9203 0.8364 0.01576 0.8936 1.074 0.8275 0.02367 0.8416 1.075 C

134.ppm 0.0978 0 0.9022 0.8033 0.01899 0.8933 1.089 0.7924 0.02877 0.8398 1.09 D

135.ppm 0.0911 0 0.9089 0.8223 0.01071 0.9359 1.084 0.8023 0.03 0.8221 1.084 E

136.ppm 0.0694 0 0.9306 0.859 0.01071 0.9179 1.065 0.8465 0.02245 0.8294 1.066 F

137.ppm 0.0997 0 0.9003 0.8004 0.01879 0.8963 1.091 0.7868 0.03143 0.828 1.091 G

138.ppm 0.0904 0 0.9096 0.8143 0.0202 0.8783 1.083 0.8052 0.02816 0.8318 1.084 H

139.ppm 0.0371 0 0.9629 0.9173 0.01071 0.8516 1.036 0.9153 0.01204 0.8347 1.036 I

140.ppm 0.0538 0 0.9462 0.8843 0.01313 0.8722 1.051 0.8798 0.01673 0.8387 1.052 J

141.ppm 0.0846 0 0.9154 0.8227 0.02141 0.863 1.078 0.8199 0.02285 0.8551 1.079 K

142.ppm 0.0527 0 0.9473 0.8886 0.01071 0.8938 1.05 0.8812 0.01735 0.8295 1.051 L

143.ppm 0.1214 0 0.8786 0.749 0.03717 0.8273 1.108 0.7438 0.04081 0.812 1.109 M

144.ppm 0.097 0 0.903 0.7961 0.02788 0.8423 1.088 0.787 0.03591 0.7986 1.089 N

145.ppm 0.0946 0 0.9054 0.8085 0.01899 0.8901 1.086 0.7994 0.02694 0.8456 1.087 O

146.ppm 0.0811 0 0.9189 0.8352 0.01455 0.9033 1.075 0.8251 0.02367 0.8441 1.076 P

147.ppm 0.1036 0 0.8964 0.792 0.02101 0.8879 1.094 0.7805 0.03143 0.8338 1.095 Q

148.ppm 0.0965 0 0.9035 0.8054 0.01899 0.8921 1.088 0.792 0.03143 0.823 1.089 R

149.ppm 0.0873 0 0.9127 0.8243 0.01515 0.9058 1.08 0.8081 0.03061 0.8114 1.081 S

150.ppm 0.0575 0 0.9425 0.88 0.01071 0.9021 1.055 0.8711 0.01877 0.83 1.055 T

151.ppm 0.0824 0 0.9176 0.8276 0.0202 0.8676 1.076 0.8215 0.0251 0.837 1.077 U

152.ppm 0.0694 0 0.9306 0.8504 0.0196 0.8497 1.065 0.8471 0.02183 0.8341 1.066 V

153.ppm 0.1303 0 0.8697 0.7367 0.03596 0.8427 1.114 0.7311 0.04 0.8265 1.115 W

154.ppm 0.0785 0 0.9215 0.8352 0.01919 0.8686 1.073 0.8311 0.02204 0.8504 1.074 X

155.ppm 0.0619 0 0.9381 0.8673 0.01576 0.8656 1.059 0.8638 0.01816 0.8465 1.059 Y

156.ppm 0.0814 0 0.9186 0.8385 0.01071 0.9291 1.075 0.8297 0.01837 0.8794 1.076 Z
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Appendix B

The UW Image Collection

The UW collection is a freely available image collection that is unencumbered

by copyright restrictions and has been included in the list of collections recog-

nised by Benchathlon1.

The collection consists of 378 images from 9 categories – arborgreens, aus-

tralia, campusinfall, football, geneva, greenlake, indonesia, iran, yellowstone.

As the category names suggest, each category contains images pertaining to

a specific location or a specific event. In addition to the raw data (the image

files themselves), a text file called ”descriptions” is supplied with each category

that contains a list of keywords associated with each image. These keywords

represent the “ground truth” with respect to the collection. The keywords

include terms that have been traditionally used as semantic concepts in CBIR

such as sky, water, hill and trees but also include very specific terms such as

Zoroasther and cheerleaders. The same keyword can apply to images from

various categories. The availability of the descriptions was important to the

choice of the collection, since they can be used to simulate a semantic user

information need that is not directly apparent in terms of low-level visual

features. Further, since these descriptions are part of the collection, they help

1http://www.benchathlon.net, last accessed 15 March, 2008.
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prevent the visual biases of the author in choosing “relevant” data. The images

themselves are presented in B.1.

For the purposes of the experiments carried out in this dissertation, the

collection is indexed on colour and textural features. Colour is representeed by

16-colour histograms in RGB space [SB91]. The original images are quantised

to 16 colours. Texture is represented by an 8-dimensional vector in the same

manner as that of the letters collection. Details of the indexing process can be

found in Appendix C.

Table B.1: The UW Collection

arborgreens-Image01 arborgreens-Image02 arborgreens-Image03 arborgreens-Image04 arborgreens-Image05

arborgreens-Image06 arborgreens-Image07 arborgreens-Image08 arborgreens-Image09 arborgreens-Image10

arborgreens-Image11 arborgreens-Image12 arborgreens-Image13 arborgreens-Image14 arborgreens-Image15

arborgreens-Image16 arborgreens-Image17 arborgreens-Image18 arborgreens-Image19 arborgreens-Image20

arborgreens-Image21 arborgreens-Image22 arborgreens-Image23 arborgreens-Image24 arborgreens-Image25
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Table B.1 – continued from previous page

arborgreens-Image26 arborgreens-Image27 arborgreens-Image28 arborgreens-Image29 arborgreens-Image30

arborgreens-Image31 arborgreens-Image32 arborgreens-Image33 arborgreens-Image34 arborgreens-Image35

arborgreens-Image36 arborgreens-Image37 arborgreens-Image38 arborgreens-Image39 arborgreens-Image40

arborgreens-Image41 arborgreens-Image42 arborgreens-Image43 arborgreens-Image44 arborgreens-Image45

arborgreens-Image46 arborgreens-Image47 australia-Image01 australia-Image02 australia-Image03

australia-Image04 australia-Image05 australia-Image06 australia-Image07 australia-Image08

australia-Image09 australia-Image10 australia-Image11 australia-Image12 australia-Image13

australia-Image14 australia-Image15 australia-Image16 australia-Image17 australia-Image18
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Table B.1 – continued from previous page

australia-Image19 australia-Image20 australia-Image21 australia-Image22 australia-Image23

australia-Image24 australia-Image25 australia-Image26 australia-Image27 australia-Image28

australia-Image29 australia-Image30 campusinfall-Image01 campusinfall-Image02 campusinfall-Image03

campusinfall-Image04 campusinfall-Image06 campusinfall-Image07 campusinfall-Image08 campusinfall-Image09

campusinfall-Image10 campusinfall-Image11 campusinfall-Image12 campusinfall-Image13 campusinfall-Image14

campusinfall-Image15 campusinfall-Image16 campusinfall-Image17 campusinfall-Image18 campusinfall-Image19

campusinfall-Image20 campusinfall-Image21 campusinfall-Image22 campusinfall-Image23 campusinfall-Image24

campusinfall-Image25 campusinfall-Image26 campusinfall-Image27 campusinfall-Image28 campusinfall-Image29
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Table B.1 – continued from previous page

campusinfall-Image30 campusinfall-Image31 campusinfall-Image32 campusinfall-Image33 campusinfall-Image34

campusinfall-Image35 campusinfall-Image36 campusinfall-Image37 campusinfall-Image38 campusinfall-Image39

campusinfall-Image40 campusinfall-Image41 campusinfall-Image42 campusinfall-Image43 campusinfall-Image44

campusinfall-Image45 campusinfall-Image46 campusinfall-Image47 campusinfall-Image48 football-Image01

football-Image02 football-Image03 football-Image04 football-Image05 football-Image06

football-Image07 football-Image08 football-Image09 football-Image10 football-Image11

football-Image12 football-Image13 football-Image14 football-Image15 football-Image16

football-Image17 football-Image18 football-Image19 football-Image20 football-Image21
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Table B.1 – continued from previous page

football-Image22 football-Image23 football-Image24 football-Image25 football-Image26

football-Image27 football-Image28 football-Image29 football-Image30 football-Image31

football-Image32 football-Image33 football-Image34 football-Image35 football-Image36

football-Image37 football-Image38 football-Image39 football-Image40 football-Image41

football-Image42 football-Image43 football-Image44 football-Image45 football-Image46

football-Image47 football-Image48 geneva-Image01 geneva-Image02 geneva-Image03

geneva-Image04 geneva-Image05 geneva-Image06 geneva-Image07 geneva-Image09

geneva-Image10 geneva-Image11 geneva-Image12 geneva-Image13 geneva-Image15
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Table B.1 – continued from previous page

geneva-Image16 geneva-Image17 geneva-Image18 geneva-Image19 geneva-Image20

geneva-Image21 geneva-Image22 geneva-Image23 geneva-Image24 geneva-Image25

geneva-Image26 geneva-Image27 greenlake-Image01 greenlake-Image02 greenlake-Image03

greenlake-Image04 greenlake-Image05 greenlake-Image06 greenlake-Image07 greenlake-Image08

greenlake-Image09 greenlake-Image10 greenlake-Image11 greenlake-Image12 greenlake-Image13

greenlake-Image14 greenlake-Image15 greenlake-Image16 greenlake-Image17 greenlake-Image18

greenlake-Image19 greenlake-Image20 greenlake-Image21 greenlake-Image22 greenlake-Image23

greenlake-Image24 greenlake-Image25 greenlake-Image26 greenlake-Image27 greenlake-Image28
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Table B.1 – continued from previous page

greenlake-Image29 greenlake-Image30 greenlake-Image31 greenlake-Image32 greenlake-Image33

greenlake-Image34 greenlake-Image35 greenlake-Image36 greenlake-Image37 greenlake-Image38

greenlake-Image39 greenlake-Image40 greenlake-Image41 greenlake-Image42 greenlake-Image43

greenlake-Image44 greenlake-Image45 greenlake-Image46 greenlake-Image47 greenlake-Image48

indonesia-Image01 indonesia-Image02 indonesia-Image03 indonesia-Image04 indonesia-Image05

indonesia-Image06 indonesia-Image07 indonesia-Image08 indonesia-Image09 indonesia-Image10

indonesia-Image11 indonesia-Image12 indonesia-Image13 indonesia-Image14 indonesia-Image15

indonesia-Image16 indonesia-Image17 indonesia-Image18 indonesia-Image19 indonesia-Image20
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Table B.1 – continued from previous page

indonesia-Image21 indonesia-Image22 indonesia-Image23 indonesia-Image24 indonesia-Image25

indonesia-Image26 indonesia-Image27 indonesia-Image28 indonesia-Image29 indonesia-Image30

indonesia-Image31 indonesia-Image32 indonesia-Image33 indonesia-Image34 indonesia-Image35

indonesia-Image36 iran-Image01 iran-Image02 iran-Image03 iran-Image04

iran-Image05 iran-Image06 iran-Image07 iran-Image08 iran-Image09

iran-Image10 iran-Image11 iran-Image12 iran-Image13 iran-Image14

iran-Image15 iran-Image16 iran-Image17 iran-Image18 iran-Image19
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Table B.1 – continued from previous page

iran-Image20 iran-Image21 iran-Image22 iran-Image23 iran-Image24

iran-Image25 iran-Image26 iran-Image27 iran-Image28 iran-Image29

iran-Image30 iran-Image31 iran-Image32 iran-Image33 iran-Image34

iran-Image35 iran-Image36 iran-Image37 iran-Image38 iran-Image39

iran-Image40 iran-Image41 iran-Image42 iran-Image43 iran-Image44

iran-Image45 iran-Image46 iran-Image47 iran-Image48 iran-Image49

yellowstone-Image01 yellowstone-Image02 yellowstone-Image03 yellowstone-Image04 yellowstone-Image05
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Table B.1 – continued from previous page

yellowstone-Image06 yellowstone-Image07 yellowstone-Image08 yellowstone-Image09 yellowstone-Image10

yellowstone-Image11 yellowstone-Image12 yellowstone-Image13 yellowstone-Image14 yellowstone-Image15

yellowstone-Image16 yellowstone-Image17 yellowstone-Image18 yellowstone-Image19 yellowstone-Image20

yellowstone-Image21 yellowstone-Image22 yellowstone-Image23 yellowstone-Image24 yellowstone-Image25

yellowstone-Image26 yellowstone-Image27 yellowstone-Image28 yellowstone-Image29 yellowstone-Image30

yellowstone-Image31 yellowstone-Image32 yellowstone-Image33 yellowstone-Image34 yellowstone-Image35

yellowstone-Image36 yellowstone-Image37 yellowstone-Image38 yellowstone-Image39 yellowstone-Image40

yellowstone-Image41 yellowstone-Image42 yellowstone-Image43 yellowstone-Image44 yellowstone-Image45

240



Table B.1 – continued from previous page

yellowstone-Image46 yellowstone-Image47 yellowstone-Image48
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Appendix C

Features and Indexing

For the implementation described in Chapters 4 and 5, content-based retrieval

and relevance feedback is performed on two test collections of images, the

letters collection (Appendix A) and the UW collection (Appendix B. This

appendix provides an overview of the indexing process used to extract feature

information from the raw data, i.e. the images.

The visual features used are colour, represented by colour histograms in

RGB space [SB91]; and texture, represented by the Haralick grayscale texture

measures [HSD73]. These features can be extracted from digital images using

the Netpbm toolkit1, which is freely available for many platforms and thus

enables interested researchers to duplicate the results. The extraction of

information corresponding to each feature is addressed in turn below.

C.1 Color

The N -colour histogram for a colour image in RGB space is simply an N -

dimensional vector in which the ith element contains the proportion of pixels

in the image of the ith colour. This can be constructed easily enough for

any image; the Netpbm toolkit includes the utility pnmhist for this purpose.

1http://netpbm.sourceforge.net/, last accessed 18 March, 2008.
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However, currently it is possible for an image to contain millions of colours.

To avoid the computational costs associated with high-dimensional indexes, it

is often desirable to modify the image so that it contains fewer colours than

before. This process is called quantisation [Hec82].

The processs of quantising and extracting the colour histograms is per-

formed according to the following procedure:

1. Let the desired number of colours in the histogram be N .

2. If no image in the collection has more than N colours in it, continue

to the next step. Otherwise the images are quantised to N colours as

follows.

(a) For each image in the collection, construct a colour map (an image

with one pixel per distinct colour) containing the N colours that

best represent it using Heckbert’s median cut algorithm [Hec82] as

implemented in the Netpbm utility pnmquant.

(b) Construct a synthetic image composed of all the maps concatenated

together. Quantise the synthetic image to N colours and call the

corresponding color map global map.

(c) Remap each image in the collection to the colours in global map.

This is done by replacing pixels with a colour that is not in global map

by the colour closest to it in the colour map. The “closest” colour

is the one with the smallest Euclidean distance from it in RGB

space. This step can be accomplished by using the Netpbm utility

pnmremap.

3. For each image in the collection, compute its colour histogram using

ppmhist.
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Note that for an arguably better quantisation, a synthetic image global image

consisting of all images in the collection concatened together could be con-

structed and then quantised to produce global map. However, as of the time

of writing, attempting do so using the Netpbm utilities is not feasible on a

moderate to large collection.

C.2 Texture

The texture feature is represented using Haralick textural measures [HSD73].

These measures are defined for grayscale images; the original images in the

collection have to be converted to grayscale before the measures can be com-

puted. Such conversion can be done using the Netpbm utility ppmtopgm,

which computes the graylevel value g for each pixel in terms of its RGB values

according to the formula:2

g = 0.299 ·R + 0.587 ·G+ 0.114 ·B (C.1)

This conversion is designed to give an image the appearance it would have

as a “black and white” photograph. Now, using the notation in [HSD73], let

• Nx be the number of resolution cells3 direction and Lx = {1, 2, . . . , Nx}

be the horizontal domain

• Ny be the number of resolution cells in the vertical direction and Ly =

{1, 2, . . . , Ny} be the vertical domain

• Ng be the number of graylevels the image is quantised to and G =

{1, 2, . . . , Ng} be the set of quantized gray tones.

2http://netpbm.sourceforge.net/doc/ppmtopgm.html, last visited 18 March,2008
3We use the term “resolution cell” since that is what the original author used; it can be

read as “pixel” for convenience.
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The image I can then be represented as a function that assigns a gray-tone

from G to each resolution cell i.e. each pair of co-ordinates:

I : Ly × Lx → G (C.2)

The texture measures are derived from the matrix of relative frequencies

with which two neighbouring resolution cells separated by distance d occur on

the image I, one with gray-tone i and the other with j. Neighbouring resolution

cells can be computed at some distance d for the angles a = 0◦, 45◦, 90◦ and

135◦. The distance metric used to computed d is denoted by ρ and can be

computed for two cells (k, l) and (m,n) as:

ρ((k, l), (m,n)) = max|k −m|, |l − n| (C.3)

The relative frequency matrix for some d and a is denoted by Pij and

the (i, j)th entry by P (i, j). The matrix is then normalised by dividing each

entry by the number of neighbouring cell pairs used in copmuting the matrix

R. The normalised, two-dimensional matrix thus obtained for a given d, a is

called gray-tone spatial-dependence matrix and denoted by pij
4. Now, let

• p(i, j) = P (i, j)/R be the (i, j)th entry in a normalised gray-tone spatial-

dependence matrix

• px(i) =
∑Ng

j=1 P (i, j) be the ith entry in the marginal-probability matrix

obtained by summing rows of pij

• µx, µy be the means of px and py respectively

• σx, σy be the standard deviations of px and py respectively

4In order to remain as faithful to the source material as possible, we use the same letter

(e.g. p) both for a matrix and an element of the matrix. However, to attempt to preserve

the distinction, when the matrix is referred to, the letter is subscripted (e.g. pij). Indices

for an individual element, on the other hand, are in parentheses (e.g. p(i, j)).
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•
∑

i and
∑

j be abbreviations for
∑Ng

i=1 and
∑Ng

j=1 respectively.

The four textural features used in this dissertation can now be defined as

follows [HSD73]:

1. Angular Second Moment (ASM),f1:

f1 =
∑

i

∑
j

{p(i, j)}2 (C.4)

2. Contrast (Contr), f2:

f2 =

Ng−1∑
n=0

n2

{
Ng∑
i=1

Ng∑
j=1

p(i, j), |i− j| = n

}
(C.5)

3. Correlation (Corr), f3:

f3 =

∑
i

∑
j(ij)p(i, j)− µxµy

σxσy

(C.6)

4. Sum Variance5, f7:

f7 =

2Ng∑
i=2

(i− f8)
2px+y(i) (C.7)

where f8 is the Sum Entropy measure defined as:

f8 = −
2Ng∑
i=2

px+y(i)log {px+y(i)} (C.8)

The values for each measure is computed from two normalised gray-tone

spatial dependencce matrices, one each for θ = 0◦ and theta = 45◦. In both

cases d is set to 1.

The Haralick texture measures are computed using the Netpbm utility

pgmtexture6.

5We abbreviate the name of this textural feature, “Sum Variance”, to “Variance.”
6http://netpbm.sourceforge.net/doc/ppmtexture.html, last visited 18 March,2008
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Appendix D

Entropy-MDL Discretization

This Appendix outlines the Entropy-MDL discretization technique as described

in [DKS95].

In this method, the class information entropy of candidate partitions is

used to to select the bin partitions. Using notation from [DKS95], if we are

given a set of instances S, a feature A and a partition boundary T , we use

the symbol E(A, T ;S) to represent the class information entropy induced by

T and compute it as

E(A, T ;S) =
|S1|
|S|

Ent(S1) +
|S2|
|S|

Ent(S2)

For any feature A, the boundary Tmin that minimises the entropy function

over all possible boundaries is selected as a binary discretization boundary.

The method can then be applied recursively to both partitions induced until

the stop condition is reached in order to create multiple intervals on A.

The stop condition, based on the Minimal Description Length (MDL)

Principle, dictates that recursive partitioning within a set of values S stops

iff

Gain(A, T ;S) <
log2(N − 1)

|S|
+

∆(A, T ;S)

|S|
where
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• Gain(A, T ;S) = Ent(S)− E(A, T ;S)

• ∆(A, T ;S) = log2(3
k− 2)− [k ·Ent(S)− k1 ·Ent(S1)− k2 ·Ent(S2)] and

• ki is the number of class labels represented in the set Si

The idea is that areas in the continuous spaces that have relatively low

entropy will be partitioned coarsely.

According to [DKS95], this method was initially proposed in [Cat91] and

subsequently studied in [FI93].

An implementation of this algorithm can be found in the ROSETTA [ØKSS98]

software package.
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Appendix E

Boolean Discretization

This appendix provides an overview of the (heuristic) discretization methods

from [BNN+00], which is referred to as Boolean discretization in this disser-

tation.

A cut is a pair (a, c) where a is an attribute that has as its domain Va =

[la, ra) ⊂ R and c ∈ R

The set of all possible cuts on a is denoted by Ca and the set of all possible

cuts on all attributes is denoted by CA =
⋃

a∈A

Ca.

The local strategy attempts to divide the object set into two subsets and

then repeats the process for each object set until some stop condition is met.

The number of objects discerned by a cut (which is deemed to be the quality

of the cut) is computed locally, i.e. within a subset of objects. In the global

strategy, the quality of the cuts is computed with respect to the entire set of

objects.

Algorithms E.1 and E.2 outline these two strategies. Efficient computation

for Step E.1 in Algorithm E.1 and Step E.2 in Algorithm E.2 is discussed in

[BNN+00].

An implementation of the Boolean discretization algorithm (both global

and local strategies) can be found in the software package Rough Set Ex-

ploratory System (RSES) [BSW02].
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Algorithm E.1 Local Discretization (after [BNN+00], Algorithm 4)

1: Initialize the binary tree T to empty

2: Label the root to be the set of all objects U and set the status of the root

to unready

3: while there is a leaf node marked unready do

4: for all leaf nodes of T with status unready do

5: if objects labelling N have the same decision value then

6: Replace the object set at N by its common decision

7: Change the status of N to ready

8: else

9: Find cut (a∗, c∗) that yields the maximum number of pairs of objects

from N discerned by it

10: Replace the label of N by (a∗, c∗) and mark it as ready

11: Create two new nodes N1 and N2 with status unready as the left

and right subtrees of N where N1 = {u ∈ N : a∗(u) < c∗} and

N2 = {u ∈ N : a∗(u) ≥ c}

12: end if

13: end for

14: end while

15: Return T
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Algorithm E.2 Global Discretization (after [BNN+00], Algorithm 5)

1: Initialise the set of cuts D to ∅

2: Initialise the partition of U defined by D, L, to U

3: Initialise A1 to the initial set of cuts on the decision system A

4: Find the cut (a∗, c∗) such that it has the maximum value ofWD(a, c) among

all cuts in CA where WD(a, c) represents the number of pairs of objects

discerned by a cut c /∈ D but not discerned by cuts from D

5: Set D = D ∪ (a∗, c∗)

6: CA = CA/(a
∗, c∗)

7: for X ∈ L do

8: if X consists of objects from one decision class then

9: Remove X from L

10: end if

11: if (a∗, c∗) divides the set X into X1, X2 then

12: Remove X from L

13: Add to L two sets X1, X2

14: end if

15: if L is empty then

16: Stop

17: else

18: Go to Step E.2

19: end if

20: end for
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Appendix F

Reduct Generaration

F.1 Exhaustive Reduct Set Generation

The algorithm for exhastive generation of the reduct set of an information sys-

tem used for this dissertation is based on the one in [BNN+00]. The algorithm

relies on the computation of the discernibility matrix and the discernibility

function, which were defined in [SR92] and are described below using slightly

different notation for consistency. The actual algorithm is presented in F.1.

Let A = (U,A) be an information system with n objects. The discernibility

matrix of A denoted by M(A) = cij is an n× n matrix where

cij = {a ∈ A : a(xi) 6= a(xj)} for i, j = 1, . . . n. (F.1)

Let the discernibility function of A be the boolean function denoted by fA

of m boolean variables a1, . . . , am corresponding to the attributes a1, . . . , am

respectively and defined as

fA(a1, . . . , am) =
∧
{
∨

cij : 1 ≤ j < i ≤ n, cij 6=∅} (F.2)

where cij = {a : a ∈ cij}.
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It has been shown in [SR92] that the set of prime implicants of fA deter-

mines the set of reducts of A . This fact is exploited in Algorithm F.1. The

complexity of this algorithm is exponential [BNN+00].

Algorithm F.1 Reduct Computation (after [BNN+00], Algorithm 2)

1: Compute M(A) = cij as in equation F.1

2: Reduce M using absorption laws and call the result M r

3: Let d be the number of non-empty fields c1, . . . , cd of M r

4: R0 = ∅

5: for i = 1 to d do

6: Si = {R ∈ Ri−1 : R ∩ ci 6= ∅}

7: Ti = (R ∪ {a}})a∈ci,R∈Ri−1:R∩ci=∅

8: Ri = Si ∪ Ti // Build the i-th family of sets Ri

9: end for

10: Remove dispensable attributes and from each element of family Rd

11: Remove redundant elements from Rd

12: RED(A) = Rd

F.2 Vinterbo and Øhrn’s Genetic Algorithm

We refer to the algorithm presented in [VØ00] as Vinterbo and Øhrn’s genetic

algorithm after the authors. An implementation of the algorithm is found

in the Rosetta system [ØKSS98], which can be obtained from http://

rosetta.lcb.uu.se/. Within the Rosetta system source code and technical

documentation [Øhr01], the algorithm is referred to as SAVGeneticReducer.

The algorithm is based on the notion of a hitting set. A set S that has

a non-empty intersection with every set in a collection of sets C is called a

hitting set of C . If no elements can be removed from S without violating the

hitting set property, then it is considered minimal.

253

http://rosetta.lcb.uu.se/
http://rosetta.lcb.uu.se/


Recall from the previous section that the prime implicants of the discerni-

bility function fA (as in Equation F.2) of an information system A determines

the set of reducts of A. The discernibility function is a Boolean product of

sums (POS) that can be constructed from a decision system. Interestingly, it

is also possible to construct an information system corresponding to a given

Boolean POS function [Øhr99]. Consider a Boolean POS function h of some m

boolean variables {a∗1, . . . a∗m}. Let us suppose that h is composed of n boolean

sums {s1, . . . sn} and that w∗
ij
∈ {0, 1} indicates whether a∗i occurs in sj. The

two subsequent equations follow from the preceding suppositions:

sj =
m∑

i=1

w∗
ij
.a∗i (F.3)

h =
n∏

j=1

sj (F.4)

The corresponding information system is composed of a universe U =

{x0, . . . , xn} and set of attributes A = {a1, . . . am} such that

ai (xj) =

 0 if j = 0

w∗
ij

otherwise
(F.5)

Computing prime implicants of Boolean (POS) functions can be trans-

formed into the problem of computing minimal hitting sets [Øhr99]. Let h be

a Boolean POS function composed of n sums as in Equations F.3 and F.4.

Then h can be interpreted as a bag (i.e. an unordered collection of elements

where the same element can occur more than once, sometimes called a multiset)

S(h) with n elements in the following manner:

S(h) =
[
Si | Si =

{
aj ∈ A | a∗j occurs in si

}]
(F.6)
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where the square brackets are used to show that S(h) is a bag rather than a

set1. For example, if h = (a∗+b∗)·(a∗+b∗)·(c∗), then according to Equation F.6

S(h) is:

S ((a∗ + b∗).(a∗ + b∗).(c∗)) = [{a, b}, {a, b}, {c}]

It is apparent from Equation F.6 that a hitting set of S defines an implicant

of h and, therefore, that a minimal hitting set of S corresponds to a prime

implicant of h.

In order to compute hitting sets, a basic genetic algorithm is used; the over-

all technique has not been especially modified for application to the particular

problem. The basic technique is to The population of potential solutions is a

set of elements from the power set of attributes, encoded as bit vectors where

each bit indicates the presence of a particular element in the set.

A simplified form of the fitness function f used by the algorithm as imple-

mented in Rosetta is [Øhr01]:

f(B) = (1− α) × cost(A)− cost(B)

costA
+ α×min

{
ε,
|[S ∈ S|S ∩B 6= ∅]|

|S|

}
(F.7)

where A is the set of attributes, B ⊆ A and ε is a “hitting fraction”

threshold (i.e. we are interested in approximate hitting sets that intersect

with a greater proportion of sets that ε). A cost may optionally be associated

with each set of attributes, which by default is simply the cardinality of the

attribute set. The first term on the RHS rewards shorter elements and the

second is to reward hitting sets. The parameter α controls the importance of

an individual being a hitting set.

1The notation follows the convention in [Øhr99] where set-like notation is used to

represent bags without explicitly keeping track of the occurrence count of a particular

element for brevity.
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In this dissertation, we do not require the approximate hitting sets and

optional cost features of the algorithm. Therefore, the cost of B ⊆ A is taken

to be |B| [Øhr01].
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ERRATA

• Abstract, second page, last para, line 4: “retrievers, it is” for “retrievers
it is”

• p 12, para 2, 7th line: “Furthermore, the classified” for “Furthermore the
classified”

• p 13, last para, 3rd item: “probabilistic model.” for “probabilistic model”
• p 15, para 1, 4th line: “used to develop” for “used to to develop”
• p 17, para 2, 1st line: “are examined in Section 2.2” for “are examined

2.2”
• p 17, para 3, 3rd line: “are discussed in Section 2.3” for “are discussed

2.3”
• p 18, para 1, 2nd line: “further investigation in Section 2.4” for “further

investigation 2.4”
• p 18, para 1, 9th line: “feedback problem in Section 2.5” for “feedback

problem 2.5”
• p 22, last line: “Figure 2.1 on page 24” for “Figure 2.1”
• p 25, second last line: “by a retrieval system, subject to the constraints”

for “by a retrieval system subject to the constraints”
• p 29, para 2, 1st line: “classical approach, we” for “classical approach we”
• p 32, para 2, 3rd line: “(Figure 2.2 on page 34)” for “(Figure 2.2)”
• p 58, para 2, 1st line: “current chapter, we” for “current chapter we”
• p 74, Definition 3.3, 5th line: “some subset” for “some some subset”
• p 75, para 5, last line: “with respect to X.” for “with respect to X”
• p 76, last line: “in Figure 3.1” for “in Figure 3.3”
• p 101, 14th line: “In CAFé, we” for “In CAFé we”
• p 111, para 4, last two lines: “RED(W)” for “REDW”
• p 114, para 4, last line: “since, in general, RED(P1)” for “ since, in

general RED(P1)”
• p 116, para 2, 1st line: “above issues, we” for “above issues we”
• p 122, last line: “Entropy-MDL algorithm.” for “Entropy-MDL algorithm

.”
• p 128, para 3, 4th line: “various RED(Xi), we” for “various RED(Xi)

we”
• p 129, para 3, 1st line: “line of reasoning, we” for “line of reasoning we”
• p 135, para 3, 1st line: “In [FS94], a number of” for “In [FS94] a number

of”
• p 139, para 1, 1st line: 1st line: “presented, there is quite” for “presented

there is quite”
• p 141, para 1, 2nd line: “this feedback, we can” for “this feedback we can”
• p 141, para 3, 2nd line: “existing retrievers, CAFé” for “existing retrievers

CAFé”
• p 144, para 2, 5th line: “progresses, any” for “ progresses,any”
• p 148, last line: “our examples, we” for “our examples we”
• p 150, para 2, 15th line: “Hence, this” for “Hence this”
• p 159, item (iv), 2nd line: “by multiplying them” for “by my multiplying

them”
• p 160, Section 5.3, 1st line: “In this section, we” for “In this section we”
• p 193, Section 5.4, 1st line: “In this chapter, the” for “In this chapter the”



ADDENDUM

• p 7, para 2, 7thline: insert a footnote marker “the CIE spaces†.” and
read the footnote text “† In the RGB (Red Green Blue) colour space, any
particular colour can be described by specifying a value for a red, green
and blue component. Each component can be varied independently of the
others and takes a non-negative value, leading to the description of this
space as the RGB ‘colour cube’ [Smi78]. The HSV space (Hue Saturation
Value) aims to mimic the way artists mix paints, i.e. start with a pigment
(hue), and obtains a shade of that hue by adding some mixture of black
(value) and white (saturation) [Smi78]. The CIE (Commission Interna-
tionale de l’Éclairage, International Commission on Illumination) spaces
are based on experiments in colourimetry (the science of quantification of
human colour perception) and are described in [Ohn00].”

• p 28, para 2: delete the first sentence and read “In this section, a classi-
fication of approaches, along with examples of various systems and algo-
rithms that belong to each class, is presented in a manner similar to that
of [ZCLS03] and [WLM05].”

• p 68, para 2: delete the first sentence and read “A web search method
based on VPRSM [Zia93] that represents both queries and documents as
rough sets is presented in [ZF02].”

• p 114, para 4: delete the paragraph “Note that ... RED(P1).”
• p 116, para 2: after the last sentence read “The specific methods for the

heuristic computation of reducts and their mathematical bases are briefly
discussed in Appendix F. A complete formal analysis of the implications
of the use of a heuristically computed reduct set versus the use of an
exhaustive reduct set is left outside the scope of the thesis, and can be
conducted as part of future work.”

• p 117, para 2, after the last line read “Note that the order in which the
iterations are presented to Algorithm 4.3 is significant. Consider two
arbitrary subtables P1 and P2 of W , where, for generality, we may have
P1 ∩ P2 6= ∅ and RED(P1) ∩RED(P2) 6= ∅. If we provide Algorithm 4.3
with 〈P1,P2〉 as input, the set of proto-reducts Θ will reflect the evolution
from REDh(P1) to REDh(P1∪P2). In general, Θ would not be the same
for 〈P2,P1〉. This is because there may be be some reduct ρ1 ∈ REDh(P1)
such that a superset of it ρ′

1 is found in REDh(P1 ∪ P2). However, it is
possible that no ρ2 ⊆ ρ′

1 is found in REDh(P2); this is because of the
heuristic (i.e. non-exhaustive) generation of reduct sets. In such a case,
the output of Algorithm 4.3 would generate ρ′

1 in the output for 〈P1,P2〉
but not for 〈P2,P1〉.

• p 119, para 1, read after last sentence “If the user, however, does not begin
with a clear understanding of their information need, there may not be a
clear trend in the convergence of the proto-reduct set. A formal analysis of
the expected evolution of the proto-reduct set under this kind of imprecise
information need, and an evaluation thereof, is left outside the scope of
this thesis. Such an analysis is to be undertaken in future work.”

• p 196, delete the last sentence and read “Thirdly, it is based on rough set
theory, which is identified here as being suitable for the classificatory anal-
ysis required by a generic, retriever-independent framework for relevance
feedback in CBMR. Rough set theory has been investigated previously for



information (text) retrieval (see page 67). It has also been investigated for
an image retrieval application [ZKS02], which attempts to generate rules
to automatically classify images with respect to keywords. A classifier is
learnt for each keyword in a “retrieval dictionary” from a pre-defined train-
ing set of ‘teacher images’ and the rules used as the basis for responding
to users’ queries by keyword. Hence, despite existing work in information
and multimedia retrieval using rough sets, work done as part of this disser-
tation [ZWKS03] represents a very early attempt to systematically model
various aspects of the relevance feedback problem using rough set theory.
Further, a deliberate decision is made to formulate relevance feedback as
a problem of classificatory analysis rather than expressing CBMR/CBIR
as a classification problem (see also page 43).”

• p 200, after the last sentence, read “Further experiments can be conducted
to achieve a better understanding of which algorithms are suitable given
the characteristics of a particular query vis-a-vis a given collection. Such
an empirical investigation could be augmented by an in-depth theoretical
study of how an imprecise user information need would affect the evolu-
tion of the proto-reduct set. A thorough analysis of the consequences of
approximating the user’s information need via a heuristic computation of
reducts (rather than exhaustive computation) would also be valuable.”

• p 212, after the entry [NSSW97], read “[Ohn00] Yoshi Ohno. CIE Fun-
damentals for Color Measurements. In Proceedings of the International
Conference on Digital Printing Technologies, pages 540–545, 2000.”

• p 215, after the entry [SM99], read “[Smi78] Alvy Ray Smith. Color
Gamut Transform Pairs. In Proceedings of the 5th Annual Conference
on Computer Graphics and Interactive Techniques (SIGGRAPH), pages
12–19, 1978.

• p 222, after the entry [Zia93], read “[ZKS02] G. Zhao, A. Kobayashi and
Y. Sakai. Image information retrieval using rough set theory. In Proceed-
ings of the International Conference on Image Processing, pages 417–420,
2002.”

• p 255, 10th line, delete the sentence fragment “The basic technique is to”
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